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Executive Summary 

This document, ENFIELD Deliverable D3.2 – Intermediate Report for Verticals, provides 

an analysis of the research progress within the ENFIELD project, focusing on the four key 

"industrial domains" (previously known as “verticals”): Energy, Healthcare, 

Manufacturing, and Space. These industrial domains serve as testing grounds for AI 

applications and contribute valuable real-world data to further AI research, particularly in 

the context of the attributes object of study in WP2. 

The report outlines the organization of research efforts, detailing how the industrial 

domains align with ENFIELD’s four research pillars – Green AI, Adaptive AI, Human-

Centric AI, and Trustworthy AI – to ensure that AI solutions developed within the project 

meet high standards of safety, efficiency, and ethical responsibility. 

Each industrial domain is further divided into sub-domains, reflecting the different 

applications of AI within its domain. The document provides an update on ongoing use 

cases, which address specific industrial and research challenges. These use cases 

leverage AI to drive innovation in areas such as energy grid management, healthcare 

diagnostics, smart manufacturing, and space-based environmental monitoring. 

Another item touched by this report is the integration of research outputs into strategic 

frameworks, including the Common Research Vision and Roadmap (CRVR), the Safety 

and Security Risk Assessment Framework (SSRAF), and the Gender and Ethics 

Framework. These frameworks guide ENFIELD’s efforts to align AI research with industry 

needs, regulatory requirements, and societal values. 

The document also highlights collaborative initiatives, including research projects within 

WP2 and WP3, as well as TES and TIS Open Calls, which engage external researchers 

and industry partners to contribute to ENFIELD’s objectives. Additionally, it discusses the 

project’s role in shaping education and training strategies, with initiatives such as MOOC 

courses on Green AI and Human-Centric AI, aimed at preparing the next generation of AI 

talent. 

Finally, the report presents future research perspectives, emphasizing the need for 

continuous alignment between AI research and real-world applications, as well as the 

importance of ethical considerations in AI deployment. The insights gathered from 

ENFIELD’s industrial domains will play a crucial role in establishing a European 

Lighthouse for Trustworthy and Green AI, strengthening the European AI ecosystem, and 

ensuring that AI development remains sustainable, responsible, and impactful. 
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1 Introduction  
 

Since its very early introduction in the research domain in 1956, during Dartmouth conference, 

Artificial Intelligence has been subject to a series of changes in its definition and purposes, which 

are nowadays materialised in statistics and data-driven approaches aimed at mimicking human 

mental processes from software models and agents.  

Recent years have, in particular, shown a significant growth of the scientific contributions related 

this scientific topic, motivated, according to several practitioners by the release of software tools 

such as Pandas and TensorFlow libraries [1], [2], which allowed an easier development of AI 

models and modules, as shown in Figure 1. 

 

Figure 1. SCOPUS outcome for the query TITLE-ABS-KEY ("artificial intelligence" OR ai) 

The availability of tools for easing the development of AI tools, as well as the spread of Cyber-

Physical Systems (physical devices with embedded electronics able to preprocess and share data 

in structured formats and protocols [3]) allowed to leverage on IoT technologies to ensure a proper 

delivery of data produced on real scenarios [4].   

This high availability of data, as well as of the aforementioned software libraries, fostered the 

close collaboration of Computer Science and other disciplines, through the deployment of AI tools 

which have been scaled up into application domains external to Computer Science one. On turn, 

these domains can benefit from the AI tools leveraging on the knowledge AI can provide from raw 

data, enabling a virtuous loop connecting Computer Science and application domains. 

In the context of ENFIELD activity, four application domains (from now referred as “industrial 

domains”) have been identified and elected as significant samples for real world applications of 

AI. These industrial domains, namely Energy, Healthcare, Manufacturing, and Space, from one 
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hand represent a field of application for AI tools and to evaluate their impact on society, from the 

other one are a valuable source of real data, given the widespread od CPS devices and IoT 

technology, in terms of volume, variety and velocity.  

1.1 Structure of the document.  
Section 2 of this document shortly reminds ENFIELD's research objectives, the organisation of its 

research activities around the four aforementioned industrial domains in the Societal Relevance 

Work Package (WP3), and their relationship with the four pillars considered in the Research 

Excellence Work Package (WP2).  

Subsequently, in the sections from 3 to 6, each industrial domain is depicted in terms of sub-

domains, for which an updated status of the ongoing researches is provided. These researches 

are framed in terms of Use Cases, namely industrial and research gaps the partners are working 

on leveraging on AI solutions. These works are carried out either by individual research groups or 

in collaboration framed in joint researches with Research Areas of WP2, or in the context of TES 

and TIS Open Calls. 

The final section of the document provides a set of perspectives for the coming period in relation 

to the connection of research pillars with the industrial domains, to the building of the European 

Lighthouse to manifest Trustworthy and Green AI, to the integration of the Ethics & Gender 

equality dimensions of the Gender & Ethics Framework defined within the project.  
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2 Overview of research Excellence in ENFIELD 
This section depicts the organisation of the industrial domains that cluster the different research 

items investigated (or under investigation) throughout the ENFIELD initiative. Deliverable D3.1 

presented indeed a detailed listing of the Use Cases collected by the partners to address research 

and industrial gaps, while this report is supposed to constitute an update of the initial list, showing 

specific outcome which have been reached and depicting the work in progress for the 

aforementioned gaps. In the twelve months occurred between this deliverable and the previous 

one, some new research opportunities also emerged, and have been added to the report 

(specifically, in its annex). This current section is also supposed to clarify and state some 

definitions, in particular with respect to the internal subdivision of industrial domains into sub-

domains, which the different Use Cases belong to.  

2.1 Positioning 

In current days, the entire world is facing a series of challenges which (against any lyricism) are 

not unprecedented, but have been, indeed, periodically characterizing the entire humankind 

history: shortage of resources [5], ageing of population [6], geopolitical crises [7], innovation 

management, and preservation of constituted order are issues that periodically arose [8]. The 

consolidation of the global market for the last thirty years has mitigated most of these problems 

in Europe, but nowadays recent events and macrotrends made these problems to knock at the 

door of European society, which is asked again to face them with every means available.  

In particular, the current sanctions imposed to Russia and the countermeasures against the global 

climate change are enhancing a rapid conversion of Europe towards a massive electrification of 

the energy supply chain [9], which implies load unbalances and storage issues the engineering 

community has to address, both via a dynamic orchestration of sources (and resources) and via 

scalable measures allowing power saving on the load side [10]; the phaenomenon of population 

ageing is posing several challenges to the healthcare system , that (as highlighted by the past 

COVID-19 pandemic, is facing an increasing number of patients needing care [11], implying the 

need of reliable and prompt technologies to efficiently address this challenge, but also decision-

support systems to assist the healthcare system in providing its services; the production industry 

is similarly facing the issue of population ageing, which implies a distributed lack of workforce in 

particular on a shopfloor level [12], and an immediate manufacturing crisis after the increased 

security risks in trading routes and in supply chains (i.e., Red Sea crisis, Electronic Component 

shortage) and the competitive handicaps in energy-intensive industries (e.g., metal industry); 

global climate change is then challenging European society with the risk of natural catastrophes 

and the need of preserving the existing resources in terms of soil and sea, to ensure primary 

goods to the threatened society. 

To face these (unprecedented) inflections of the aforementioned (historical) challenges, the 

engineering community is asked to intervene with the most promising technological tools 

available. These tools, as mentioned in the introductory section, are mainly belonging to the AI 

field, which is continuously showing its effectiveness in several application domains. To leverage 

on this opportunity, ENFIELD initiative coupled industrial domains with pillars, allowing industrial 

domains to benefit the consultancy of researchers belonging to the scientific community of AI 

disciplines and, in particular, involved in the study and the realization of AI tools embodying the 

attributes deemed of highest importance for these solutions. Additionally, the researches 

conducted throughout WP3 activities are benefitting of the ethical guidelines and policy framework 
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investigated across the WP4 activities, allowing practical outcomes compatible with the current 

regulations and the policy trends of European Union. 

 

2.2  Terminology 
In this section, a common glossary is fixed to guide the reader, with limited space for confusion, 

through the document. Given the collaborations and the interdependencies of WP2, WP3, and 

WP5, subsections are here organised to allocate each wording to the corresponding activities in 

the workplan.  

2.2.1 WP2 Terminology 
Research pillar. Research excellence activities are structured into one of the Green AI, Adaptive 

AI, Human Centric AI and Trustworthy AI four research pillars. Research pillar’s activities take 

place in research areas along research topics.  

Research area. A research area encompasses a collection of foundational research endeavours 

geared towards achieving a long-term scientific objective aligned with the goals of a given pillar, 

while addressing a series of scientific and technological challenges. These challenges correspond 

to expected outcomes, which may contribute to the overarching objectives of the pillar and may 

be associated with specific Use Cases from industrial domains outlined in WP3 in the context of 

collaboration projects.  

A research area needs collaboration between at least two distinct ENFIELD partners. Each 

research pillar typically revolves around 3 to 4 distinct research areas, serving as focal points for 

potential collaborations and contributions.  

A research area is attached to a single research pillar even if some of its ongoing fundamental 

research activities may have inter-pillars collaboration projects with fundamental research 

activities of other research pillars.  

Along with a roster of prospective partners, these delineated research areas may serve as the 

gateway for proposing TES Open Call Challenges within the sequence of TES Open Call taking 

place in the ENFIELD project.  

Within a research area, fundamental research activities are operationalized through one or 

several research topics over the project's duration.  

Research topic. A research topic is a fundamental research activity that allows to achieve a 

scientific goal/objective (for the duration of the project) that responds to refined scientific and 

technological challenges (or to a subset of scientific and technological challenges) of one to 

several research areas of a single research pillar and defines a set of expected results 

(contributing to one or more expected results in the research area). A research topic is a 

publication/result-oriented activity.  

Research topics have a unique and permanent identifier within a research pillar. These research 

topics are dynamic entities, subject to iterative updates or creation and cessation as deemed 

necessary. Their status in their description is updated accordingly.  



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  12 

A research topic can be carried out by a collaboration between partners, by the activity of a single 

partner and/or with the support of a TES OC project result of a TES Open Call Challenge 

published within a TES Open Call (as per Figure 2). 

 

Figure 2. Terminology used in ENFIELD for WP2, WP3, WP5 

  

A research topic may be involved into one to several collaboration projects with one to several 

research topics of other research pillars and/or Use Cases of one to several industrial domains of 

WP3 (see Figure 2).  

2.2.2 WP3 Terminology  
Industrial domain. Societal activities are structured into one of the Energy, Healthcare, 

Manufacturing, and Space four industrial domains. Industrial domains’ activities take place in 3 to 

5 sub-domains along Use Cases.  

Sub-domain. A sub-domain is an internal division of an industrial domain. This division can either 

encompass the entire industrial domain (e.g., for Manufacturing industrial domain) or can consider 

only the fields of expertise of the ENFIELD consortium in the industrial domain (e.g., for Space 

industrial domain).  

Sub-domains correspond to relevant areas or thematics in the corresponding industrial domains 

and are supposed to address specific communities in the broader domains of industrial domains 

(e.g., designers for the Product sub-domain in the Manufacturing industrial domain).  

Use Case. A Use Case (UC) is an application-oriented research activity identified with a bottom-

up approach (i.e., coming from an industrial need or from a gap identified in the application of 

research into a sub-domain). Use Cases’ outcome is supposed to contribute to the industrial need 

or to fill the application gap it has been generated by. Use Cases are also designed to be carried 
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out through one or more iterations of a time horizon from 3 to 6 months (e.g., State of the Art 

analysis, modelling, prototype/demonstrator, scale up).  

Use Cases may be materialized either in application-oriented research carried out by a single 

partner, or in a collaboration among partners of the same industrial domain, or in a collaboration 

project with one or more WP2 partners, or they can be exploited as a Challenge for a TES or TIS 

Open Call.  

Use Cases are internally assigned with an ID, which is unique and independently numbered in 

each of the industrial domains. 

2.2.3 WP2-WP3 Collaboration Terminology  
Collaboration project. In the context of WP2 and/or WP2-WP3 collaborations, partners may 

create collaboration projects involving one to several research topics of at least two different 

research pillars and/or one to several Use Case(s) of industrial domains.  

A collaboration project may be supported by a TES project and/or by a TIS project.  

These collaboration projects are dynamic entities, subject to iterative updates or creation and 

cessation as deemed necessary. Their status in their description is updated accordingly.  

2.2.4 WP5 Terminology  
TES Open Call Challenge. A Third-Party Exchange Scheme (TES) Open Call (OC) challenge is 

a fundamental research activity linked to a research area (i.e. a subset of the scientific and 

technological challenges raised by a pillar's research area) or linked to a Use Case of an industrial 

domain.  

It aims at attracting and engaging researchers, not part of the consortium, working in the Artificial 

Intelligence field to contribute to the value of ENFIELD by conducting foundational research 

activities, producing models, algorithms, datasets, small-scale prototypes, or outreach activities, 

and disseminated by publications. It is proposed by high-level researchers to carry out 

fundamental research activities on the premises of the consortium partner.  

A TES OC Challenge is a description of one or several challenges connected to one or several 

research areas of a pillar or to one Use Case. It is up to the TES OC Challenge proposer to define 

it.  

A TES OC Challenge is used to attract applicants to apply for realizing a TES project in a host 

ENFIELD institution. As it is intended to have several applicants for a TES OC Challenge, this 

challenge is more abstract and general than a scientific challenge described in a research topic.  

TES project. Once selected and contracted, a TES project is fixed with a well-defined and limited 

set of scientific challenges. This TES project either contributes to an existing research topic in 

one research area of a pillar or creates a new research topic in one research area. A Use Case 

can also be supported by a TES Project.  

The activities and results of a TES project are listed in the activities or results of a research topic 

or of a Use Case in the corresponding sub-domain.  

The research topic or the sub-domain states explicitly in its description that these activities and/or 

results have been produced in the context of a TES project with the contracted partners.  
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TES projects are dynamic entities, subject to iterative updates or creation and cessation as 

deemed necessary. Their status in their description is updated accordingly.  

TIS Open Call Challenge. A Third Party Innovation Scheme (TIS) Open Call (OC) challenge is 

the equivalent of a TES OC Challenge, addressing only business entities (RTOs, SMEs, and 

startups) which are committed to address one of the Use Cases proposed in the context of WP3 

and connected to one or several sub-domains in the same industrial domain. TIS OCs are 

supposed to be targeted by companies of the aforementioned categories willing to employ their 

tools and expertise in addressing the Use Case constituting the TIS OC challenge. 

TIS project. Once selected and contracted, a TIS project is fixed with a defined timeline and a 

set of scientific and technological outcomes.  

The activities and results of a TIS project are listed in the activities or results of a Use Case in the 

corresponding sub-domain, where are explicitly stated to be an outcome of a TIS project. 

  

2.3 Organisation of Research 

In this context, the 18 months of research in the ENFIELD WP3 have led to research activities 
structured along the four industrial domains Energy, Healthcare, Manufacturing, and Space, as 
specified in the project proposal and in the first version of deliverable D3.1.  

The activities carried out in this WP have not been deducted from policy recommendations or 
existing frameworks but have been inducted from research gaps identified by the partners, or 
from industrial needs emerged from the business relationships of the partners.  

For each of the industrial domains, partners have identified 3 to 5 sub-domains. For Energy, 
Healthcare and Manufacturing industrial domains, the sub-domains are supposed to 
taxonomically cover all the applications in the particular domain, in order to be able to include as 
most research outcome as possible. For example, Manufacturing industrial domain includes the 
sub-domain of product (design, End-of-Life of manufactured goods), factory (maintenance, 
operations management, processes, and human involvement in production), and value chain 
(supply chains, business models, resource management). Space industrial domain, on the other 
hand, had to select sub-domains according to the research expertise of involved partners: this 
decision is based upon the evidence that Space, in this case, is not the topic of the researches 
itself, but, through atmospheric and satellite analysis, constitutes more the research related to the 
technological means aimed at progressing in the State of the Art of the sub-domains (e.g., how 
satellite image analysis can help securing fishing areas). 

All these activities contribute also to the Common Research Vision and Roadmap (CRVR), the 

white papers, and the Safety and Security Risk Assessment Framework (SSRAF), which are 

strategic documents produced by the Common vision and roadmaps Work Package (WP4) and 

the Innovation and Exploitation Work Package (WP7).  
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3 Energy Industrial domain 
 

This section describes the research advances in ENFIELD for the Energy industrial domain along 
the 14 use cases identified in Deliverable 3.1 and that are listed in Table 1Error! Reference 
source not found.. The industrial domain was divided into three sub-domains: power systems 
and grids, distributed energy resources, and consumers, with the type of assets serving as the 
basis for this categorization. This division emphasizes the broad application of AI across the 
energy sector, addressing key challenges such as the operation of electric power systems and 
grids with high levels of renewable energy integration, the optimal management of distributed 
energy resources like energy storage in various contexts (e.g., connected to the main grid or 
integrated into microgrids), and enhancing consumer resilience. This includes tackling societal 
goals such as mitigating energy poverty, improving energy efficiency, and enabling the green 
electrification of consumption, such as using electric vehicles. A more detailed discussion of these 
challenges and the role of AI is provided in deliverable D3.1. 

Table 1. Energy industrial domain UCs list 

Use Cases Sub-domain 

UC1. Power system dynamic security assessment and maintain 
frequency stability 

Power System & Grid, 
Distributed Energy Resources 

UC2. Load balancing in hybrid energy storage Distributed Energy Resources 

UC3. Adaptive protection systems in electrical grids with distributed 
generation 

Power System & Grid 

UC4. Coordinated edge control of electric vehicles charging at low 
voltage grid (or microgrids) 

Consumers 

UC5. Energy poverty prediction Consumers 

UC6. Data authenticity and reliability validation Power System & Grid 

UC7. Combine AI with LLM for clear human interaction with complex 
data 

Power System & Grid 

UC8. Defining physical parameters of the electrical grid Power System & Grid 

UC9. Smart management of an electrical factory (ship micro-grids) Distributed Energy Resources 

UC10. Energy-efficient production scheduling at the production process Consumers 

UC11. Energy requirement to achieve thermal comfort conditions for 
occupants 

Consumers 

UC12. City sustainability index Consumers 

UC13. Methods of Explainable Machine Learning applied to LiDAR 
Scan Analysis 

Power System & Grid 

UC14. AI/ML implementation for demand forecasting Consumers 

UC15. AI for enhanced energy efficiency in building systems   Consumers 

UC16. Addressing Ethical Imperatives in AI-Driven Decentralized 
Energy 

Consumers 

 

Note that the following additional use cases were identified since deliverable D3.1 (and described 
in the Annex section): 

• UC15. AI for enhanced energy efficiency in building systems.   

• UC16. Addressing Ethical Imperatives in AI-Driven Decentralized Energy. 

The UCs listed in the context of T3.1 have been then clustered according to the sub-domains they 
belong to and the Research Pillar whose attributes they may benefit from. This mapping, depicted 
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in Table 2, shows a prominent importance of Human-Centric attributes in the investigated 
industrial domain, which highlights the importance of explainability and decision support in the 
investigated domain.   

Table 2. Energy UCs' mapping 

 

The following subsections present research outcomes, including published papers, as well as 
ongoing research activities with papers currently under review or planned for TES and TIS 
activities. These research efforts are already in progress. 

3.1 Power System & Grid Sub-domain 
 

This sub-domain encompasses the operation of electric power systems and grids, where AI-
based systems support human operators and planners by providing actionable recommendations. 
These systems address challenges arising from the growing integration of renewable energy 
sources (RES) and the increased flexibility of consumers and other grid-connected assets, such 
as energy storage and grid-forming converters, as well as condition assessment of assets 
considering the impact of extreme weather events and their aging. The focus is primarily on 
optimizing control and decision-making processes while also enhancing network 
observability/condition assessment and enabling automated analysis of smart metering data. 
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RESEARCH OUTCOME. Evolving symbolic model for dynamic security assessment in 
power systems 

Use case: UC1. Power system dynamic security assessment and maintain frequency stability 

Description: In the high-risk domain of power systems, transparency, and interpretability are 
critical for the effective deployment of AI in control rooms. To address these needs, this work 
introduces the Evolving Symbolic Model (ESM), a novel methodology for generating highly 
interpretable data-driven models for dynamic security assessment (DSA). ESMs leverage 
simulated annealing to iteratively evolve a symbolic model template, incorporating domain 
knowledge through cooperative human-AI interaction. This approach eases system security 
classification and the derivation of preventive actions while ensuring interpretability and 
adaptability to evolving system conditions. The Madeira Island power system, characterized by 
its high integration of RES and inherent stability challenges, is the case study for validating the 
ESM framework.  

Results demonstrate that ESM achieves classification accuracy comparable to pruned decision 
trees, surpasses an operator-defined expert system, and outperforms artificial neural networks in 
defining preventive actions. Moreover, ESM’s symbolic structure ensures a high level of global 
interpretability, simplifying system operators' understanding and validation of model decisions. 
Beyond classification, ESM exhibits adaptability through its “reflection” capability, enabling 
seamless transformation into a regression model to quantify system security margins without 
retraining. Additionally, an ESM-based reinforcement learning agent effectively determines 
optimal preventive actions, balancing system security improvements and operational costs. This 
study highlights ESM's potential as a transparent, interpretable, and adaptable AI tool for power 
system control rooms, aligning with regulatory requirements in high-stakes sectors such as the 
European Union AI Act.  

Reference [13]: F. S. Fernandes, R. J. Bessa, and J. P. Lopes, ‘Evolving Symbolic Model for 
Dynamic Security Assessment in Power Systems’, J. Mod. Power Syst. Clean Energy, pp. 1–13, 
2025, doi: 10.35833/MPCE.2024.000478. 

(ON-GOING) RESEARCH OUTCOME. AI-assistant for intelligent design of controllers in 
power systems 

Use case: UC1. Power system dynamic security assessment and maintain frequency stability 

Description: Throughout the last decades, converter control has been a growing important topic 
in power system stability and control [14]. Among many ideas (e.g., frequency-sensitive modes, 
fast frequency response, hidden inertia), the study of grid-forming (GFM) control has fostered the 
most attention due to its promising characteristics, which have long been seen as the key enabler 
to increasing the share of converter-based generation in the energy mix [15]. This control 
differentiates itself from others by regulating the active/reactive power through a direct control of 
voltage magnitude and angle at the converter connection point [16]. The ongoing pursuit of 
optimal control designs for the GFM primary control loop presents an ideal opportunity for the use 
of data-driven AI methodologies that can efficiently search through the vast design space (e.g., 
with thousands of combinations) by leveraging the feedback provided by a digital environment 
that simulates the dynamic behaviour of the converter. This approach accelerates and automates 
the discovery process and enhances the precision and adaptability of control strategies, pushing 
the boundaries of what is achievable with GFM converters. To achieve this goal, this work 
integrates a meta-heuristic optimization approach with a graph-based representation of the 
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control system, creating a framework that evolves and learns from data (and feedback) generated 
within a digital environment. 

The primary contribution of this work is the development of an automatic learning process for 
generating controllers for generating small-/medium-scale controllers for different power system 
elements. This is achieved using a metaheuristic algorithm – specifically, simulated annealing 
(SA) – as a search engine that evolves the control system, with the knowledge represented as a 
graph based on feedback from a digital environment, replicating the dynamic behaviour of the 
real system. This approach builds upon existing knowledge of traditional model-driven controllers 
and enhances their performance by learning from data generated through interaction with the 
digital system. This work stands out from previous research through several key contributions. 
First, SA is employed instead of genetic programming (GP), and the representation of block 
diagrams is achieved using a control graph (CG) rather than a tree-based architecture, as used 
in [17], [18], [19]. The CG representation offers greater flexibility in generating structures. For 
instance, while creating a feedback loop in tree-based architectures requires a specialized block, 
in CG, the feedback loop is naturally represented as an additional edge in the graph. Moreover, 
the CG representation preserves the structure of the block diagram, providing higher 
interpretability when compared to tree-based representation. Second, unlike methodologies that 
generate controllers using “black-box” models such as ANN [20], [21] this work introduces two 
significant advancements. It preserves the logic of block diagrams, which eases the use of well-
established control analysis methods rooted in classical control theory and enables easier 
interpretation of the controller’s behaviour. Additionally, it fosters cooperative learning between 
humans and AI. This can occur at the initialization phase, where an operator can define an initial 
controller based on prior system knowledge or existing designs, or during the evolution process, 
where the operator can provide additional guidance to refine the search algorithm’s outcomes. 

The Power System Control Design Assistant (PS-CDA) is a tool designed to provide system 
operators and engineers with intuitive and efficient means to generate controllers for various 
applications within the power system domain. This methodology employs a bi-level meta-heuristic 
algorithm to evolve a graph-based representation of block diagrams iteratively. Feedback on the 
quality of the controller is obtained through interactions with a digital environment that simulates 
the dynamic behaviour of the real control system. 

The chosen representation for block diagrams is based on signal-flow graphs [22], referred to in 
this work as CGs. Unlike traditional signal-flow graphs, this approach introduces a novel variation: 
the nodes of the CG represent not only the functional blocks of the block diagram but also the 
sum blocks and the points with multiple connections. This enhancement is essential as it allows 
new elements to be placed anywhere within the graph, significantly increasing the flexibility of the 
design strategy. The edges of the graph represent the connections between these blocks. An 
example of representation can be found in Figure 3, where I is the controller’s input, O is the 
output, C are connection points, S are the sum blocks, G and H are function blocks. 
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Figure 3 . Representation of block diagram as control graph 

A parent-child architecture was employed to guide the evolution of the CG, with SA serving as 
the parent and particle swarm optimization (PSO) functioning as the child. In this setup, SA 
governs the structural evolution of the graph by managing mutations (illustrated in Figure 4), while 
PSO focuses on optimizing the numerical constants embedded within the graph (e.g., control 
blocks). The SA algorithm streamlines the control of the evolution process through its 
temperature-based mechanism and neighbourhood definition, eliminating the complexity of 
establishing a mapping between the graph structure and numerical parameters – a particularly 
demanding task for large-scale control graphs. It also allows the human expert to directly review 
and refine the CG throughout its evolutionary process without depending on additional 
assumptions. 
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Figure 4 . An illustration of the neighbour generation process is in the control graph and the respective block diagram. 

The case study involves a simple system where a GFM converter is connected to an equivalent 
representation of the power system, comprising a synchronous generator and a load through a 
coupling transformer and a transmission line. Similar models have been extensively used in the 
literature [23] for designing GFM-type controls, particularly when aiming to enhance the stability 
of the power system [24]. To evaluate the control performance of the PS-CDA-generated 
controller, the frequency response to a load step was compared against a virtual synchronous 
machine parametrized with typical values H = 1 and D = 30 from [25] (reference controller) and a 
virtual synchronous machine tuned by minimizing the ITAE criterion with PSO (reference 
controller with re-tuned parameters). 

Figure 5 depicts one of the block diagrams learned from the data. This diagram identifies the 
corresponding block of a virtual synchronous machine, similar to the reference controller, but with 
different parameters (H = 0.3049 and D = 57.0862). Additionally, it includes a feedback loop with 
a PD block characterized by Kp = 8.2549 and Kd = 2.9043. Including a feedback loop is 
noteworthy, as it helps reduce error and enhances system stability. 

 

Figure 5 . The control system was learned using the PS-CDA method for the GFM converter. 

The temporal evolution of key system variables for this block diagram is depicted in Figure 6, 
along with the corresponding system responses for the two benchmark configurations for 
comparison. Both the re-tuned reference controller and the PS-CDA generated controller 
demonstrated smoother frequency responses, significantly improving frequency deviation. In this 
case, the fitness achieved by the PS-CDA generated controller was slightly better than that of the 
re-tuned reference controller. This improved frequency response comes as a consequence of the 
different terminal angle profiles that these two controllers establish during the disturbance, which 
results in a faster and more pronounced power response that arrests the frequency deviation at 
a greater speed. 
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Figure 6 . Comparison of system responses for the grid-forming converter test system. 

The results highlight the PS-CDA method’s capability to learn efficient controllers without prior 
knowledge while ensuring interpretable solutions, representing a step towards automating the 
design of control systems. 

Work submitted to 12th Bulk Power System Dynamics and Control Symposium IREP'2025. L. 
Bost, F.S. Fernandes, R. J. Bessa, “AI-assistant for intelligent design of controllers in power 
systems,” under review in IREP'2025 [26]. 

 

WORK IN PROGRESS (TIS COLLABORATION). Physics-aware neural networks and edge 
processing for low-voltage systems 

Use case: UC8. Defining physical parameters of the electrical grid 

Description: The ongoing energy transition has shifted the low-voltage distribution network 
(LVDN) paradigm through the installation of distributed RES and ESS, as well as the actuation of 
the consumers in the form of energy communities, demand-response strategies, etc. However, 
monitoring the state of LVDNs is challenging due to the limited available measurements and 
inherent network imbalances. While this situation is mitigated to some extent by smart meters 
placed on the edge, the large amounts of unprocessed data generated are not conducive to the 
elucidation of the true state of the network, while privacy concerns impose additional complexity 
and costs. 

These challenges render network state estimation (SE) algorithms a necessity. So far, SE is 
mostly based on either model-driven approaches (e.g., weighted least squares (WLS) and its 
variations) or forecasting-aided approaches (e.g., Kalman filter-based algorithms). However, the 
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performance of these algorithms relies on the model’s accuracy, initial conditions, and 
assumptions. Such challenges can be overcome through data-driven neural networks trained 
using DSO data. Going beyond the SOTA, combining the benefits of all the above strategies, the 
adoption of a physics-aware neural network (PANN) is proposed, i.e., a data-driven approach that 
takes into account the structure of the LVDN through the adoption of appropriate partial differential 
equations governing the power flow at the system and node levels and can also use GIS data as 
an additional source of information. Starting from a set of initial assumptions of the network 
topology and the governing power flow functions, the PANN can estimate the actual topology, the 
node voltage, the short circuit impendence, and other parameters through the minimization of an 
error function for different topology perturbations. 

The novelty of the proposed system lies in that instead of raw data from smart-metered nodes, 
features calculated through different edge functions, including descriptive statistics, noise filtering, 
data cleansing, etc., can be utilized. More importantly, the deviation of power and voltage 
measurements can be detected dynamically for every phase and node through the continuous 
updating of corresponding edge calculation parameters based on the current network state 
obtained from the PANN. Thus, the data volume and computational complexity are reduced, the 
privacy of the consumers is protected, and the data storage and transmission requirements are 
reduced significantly. 

The proposed system will constitute an LVDN digital twin comprising the PANN and will be 
complemented by a bad data & fault detection tool and a (non-)technical loss evaluation tool, with 
each component having cloud/edge counterparts deployed through a containerized mechanism. 
In addition, appropriate interfaces will be provided to enable higher-level digital twinning 
architectures, assisting system operators in monitoring the LVDN and using advanced decision 
support systems. 

 

WORK IN PROGRESS. Physical laboratory setup for real energy data generation from a 
controlled environment 

Description: The energy sector consists of a large variety of complex systems and processes. 
The ecosystem is currently controlled and overseen mainly by expert systems and expert human 
operators, but the inclusion of AI-assisted solutions is becoming more and more prominent. Such 
systems can support human operators with various analytics and decisions; therefore, their 
continuous development remains a high priority in the energy sector. 

The development of such AI algorithms and solutions is directly connected to the quality of the 
provided training data. The energy sector generates large amounts of data, most of it connected 
to smart energy meter data, but unfortunately, the details of this data are not known. Training data 
for AI development should be as deterministic as possible, meaning that most details should be 
described and labelled. For this reason, we developed and built a physical laboratory setup that 
models a transformer station and five houses, connected to the transformer station (Figure 7 and 
Figure 8). The transformer station is represented by one smart energy meter, which measures all 
consumption/generation of the five houses. Each house is represented by a smart energy meter 
onto which various loads can be connected, ranging from single- to three-phase loads. The setup 
is totally customizable, as its topology, connection cable lengths, and loads can be freely modified. 
This allows us to obtain static data of the system. 

To also obtain time-series data, the smart energy meters acquire measurements of various 
electrical parameters at five-second intervals. These values are being stored in a backend system 
and can be exported for further analysis. In the current setup, we limited ourselves to capturing 
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instantaneous values for voltage, current, active power, and power factors for each of the three 
phases. 

The setup, therefore, enables us to generate real energy data from a controlled environment. 
After a connection topology, cable lengths, and specific loads are selected and implemented on 
the actual laboratory setup, data generation can begin. The laboratory setup enables the linking 
of specific load events, e.g., a specific load being turned ON or OFF, as well as modeling of bad 
connections. We can define test cases that simulate real-life scenarios and run them on the setup. 
Each test case runs for a predetermined amount of time and results in a fully described dataset. 
For example, if we run the system for 15 minutes, we obtain a total of 12,960 data points among 
all nodes and phases. Along with the size of the dataset, we also get high variability of the data 
with different types of loads switching on and off. Thus, the system produces high-quality datasets 
combining static and dynamic data that can be used in various supervised or unsupervised ML 
tasks. 
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Figure 7 . Schematic representation of the physical laboratory setup, using one summation smart meter and 9 house 
smart meters. All aspects of the setup are known: the cable lengths, each load as well and the times of consumption. 

 



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  25 

 

Figure 8 . Built physical laboratory setup. The front panel includes six smart meters (1+5) and possibilities for one- or 
three-phase load connection. The back panel includes breakers for each “house” as well as connection points. The 

connection points can easily be modified, allowing changes in topology as well as cable lengths. 

 

RESEARCH OUTCOME. Real-Time Frequency Control in Isolated AC Microgrids Using 
Constrained Artificial Neural Networks and Reinforcement Learning 

Use case: UC1. Power system dynamic security assessment and maintain frequency stability 

Description: The core of this research lies in the integration of stabilizing PID controllers, designed 
through small-signal analysis and tuned via an automated search for optimal ANN weights. The 
PID controllers are computed using the stability boundary locus method and the Mikhailov 
criterion, specifically addressing the challenges posed by communication delays. This 
foundational stability is then enhanced by the ANN, which operates within constrained parameter 
spaces to manage frequency deviations effectively. One of the features of this approach is the 
use of reinforcement learning. By training the tuning system with an interpolated stability boundary 
curve, the RL technique ensures that the control strategy remains adaptable and effective, even 
as system dynamics and communication delays change. This adaptability is crucial in real-world 
scenarios, where conditions can shift rapidly and unpredictably. 

The proposed method has demonstrated a marked reduction in both transient and steady-state 
frequency deviations compared to traditional semi-constrained and unconstrained methods. This 
improvement is attributed to the reduced parameter search space and the intelligent tuning 
capabilities of the ANN and RL integration. The system's ability to self-adapt to disturbances in 
the microgrid further enhances its stability and performance, making it a promising solution for 
real-time applications. 
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However, the research also acknowledges certain limitations. The high computational demands 
of the proposed method may pose challenges for real-time applications in large-scale systems. 
Additionally, the assumption of constant communication delays may not always hold true in 
practical scenarios, needing further refinement of the algorithm to handle variable delays. 
Enhancing the robustness of the RL strategies, particularly through improved reward rules and 
the integration of digital protection systems, is also identified as a critical area for future research. 

Reference [27]: K. Nosrati, V. Skiparev, A. Tepljakov, E. Petlenkov, and J. Belikov, ‘Intelligent 
frequency control of AC microgrids with communication delay: An online tuning method subject 
to stabilizing parameters’, Energy AI, vol. 18, p. 100421, Dec. 2024, doi: 
10.1016/j.egyai.2024.100421. 
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3.2 Distributed Energy Resources Sub-domain 
This sub-domain explores the application of AI in controlling distributed energy resources (DERs), 
including energy storage, controllable loads, and distributed RES, whether connected to the main 
power grid or integrated into isolated microgrids (e.g., electric ships). The emphasis lies on real-
time control and operational planning of these assets, targeting objectives such as extending 
asset lifetime, optimizing energy efficiency, and achieving self-sufficiency in microgrids. In this 
context, AI is seamlessly integrated with model-driven approaches and expert knowledge, 
enabling more efficient, adaptive, and intelligent management of distributed energy resources and 
assets to meet diverse operational goals. 

   

RESEARCH OUTCOME. Data-augmented rule-based expert system to control a hybrid 
storage system 

Use case: UC2. Load balancing in hybrid energy storage 

Description: Hybrid energy storage systems (HESS), combining high energy density and high-
power density technologies, offer significant potential for enhancing the flexibility and stability of 
microgrids and local energy communities with high renewable energy shares. This work 
introduces a novel approach that integrates rule-based (RB) methods with evolutionary strategies 
(ES)-based reinforcement learning to optimize HESS operation. Unlike conventional RB methods, 
this approach encodes rules in a domain-specific language and employs ES to iteratively evolve 
the symbolic model through data-driven interactions between the control agent and the 
environment. The methodology was validated using a case study involving a hybrid storage 
system comprising Li-ion and redox flow batteries in a residential energy community with 
centralized photovoltaic (PV) generation. The results demonstrate the ability of the augmented 
expert system to extract interpretable rules that minimize energy exchange between the 
community and the main grid. Compared to benchmark RB methods, the proposed approach 
significantly reduced reward function penalties, indicating better adaptability and improved 
operational efficiency in training and testing datasets. This study highlights the potential of 
combining RB systems with ES to create interpretable and data-driven AI solutions for HESS 
control while preserving the inherent transparency and simplicity required for real-world 
applications. 

Reference [28]: R.J. Bessa, Francisco S. Lobo, Francisco S. Fernandes, Bernardo Silva, “Data 
augmented rule-based expert system to control a hybrid storage system,” IEEE MELECON 2024, 
Porto, Portugal, 25-27 June 2024. https://doi.org/10.1109/MELECON56669.2024.10608743 

 

WORK IN PROGRESS (TIS COLLABORATION): A PROOF OF CONCEPT OF SHIP ENERGY 
OPTIMIZATION BASED ON A REAL SHIP USE CASE 

Use case: UC9. Smart management of an electrical factory (ship micro-grids) 

Description: This work aims to develop innovative IA-based approaches to perform smart 
management of energy use in the next generation of ships. The International Maritime 
Organization (IMO) pushes for net-zero emission goals by 2050, affecting how ships are run in 
the future. Ships are complex energy systems where energy management is challenging to 
optimize while maintaining safety. This use case aims to develop and validate safe, efficient 
reinforcement learning (RL) agents in a ship energy system use case. 

https://doi.org/10.1109/MELECON56669.2024.10608743
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The SEASHINE project utilizes a large language model (LLM) to generate an efficient learning 
reward function for the RL agent. We will implement a safe RL agent for ship energy optimization, 
producing good practices in safe and robust RL according to the European Commission’s “Ethics 
guidelines for trustworthy AI.” However, the design and implementation of microgrids are always 
faced with different challenges, considering the uncertainties associated with loads and 
renewable energy resources (RERs), sudden load variations, energy management of several 
energy resources, etc. Therefore, employing rapid and accurate methods such as artificial 
intelligence (AI) techniques is necessary to address these challenges and improve the MG’s 
efficiency, stability, security, and reliability.   

This approach uses a combined methodology from the existing research works and applied 
research through validation in real use cases (see Figure 9). The optimization goal (OG) is defined 
in natural language. System theoretic process analysis/STPA – STAMP analysis is used to define 
safety constraints (SC) in natural language. The OG and SC are input for the LLM-based reward 
function generator (RFG). Access to Llama and Mistral models is achieved via deployment with 
Ollama and LMStudio, and the GPT4 model will be via OpenAI API. The SC is mapped Linear 
Temporal Logic/LTL safety specification (SS) to synthesize a safety shield that blocks RL’s unsafe 
actions and leads to a safe policy. Environment feedback is given to the RFG to improve reward 
function and to SS to improve the shield during training. 

 

Figure 9 .  Applied methodology for the SEASHINE project. 

The environment is based on 1) the ship energy system model (Mod1) developed in APROS 
(https:/www.apros.fi) that includes the physics, and 2) the battery energy storage model (Mod2) 
implemented in Simulink. Mod1 includes energy resources such as HVAC and cabin lighting. Both 
models are available and combined to form a ship microgrid model that has generation, 
consumption, and storage. Experiments will be done to measure relevant metrics to evaluate and 
validate the proposed approach and the RL agent’s performance. These metrics include RL 
training time, safety shield computation time, the reward amount over training episodes, and 
safety violations over training episodes. 

 

RESEARCH OUTCOME. Improved interpretability of 3D scenes using Group Equivariant 
Non-Expansive Operators (GENEOs) 
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Use case: UC13. Methods of Explainable Machine Learning applied to LiDAR Scan Analysis 

Description: SCENE-Net V2 is a resource-efficient model designed for multiclass 3D scene 
understanding with a focus on transparency and interpretability. Unlike conventional “black-box” 
models that prioritize accuracy at the cost of explainability, SCENE-Net V2 introduces a gray-box 
approach, illustrated in Figure 10, by leveraging Group Equivariant Non-Expansive Operators 
(GENEOs). These operators incorporate geometric priors directly into the model, enabling it to 
learn in a way that aligns with fundamental spatial principles. 

 

 

Figure 10 . SCENE-Net V2 architecture. 

This integration of inductive biases ensures that the model performs well and provides insights 
into its decision-making process, bridging the gap between accuracy and interpretability. SCENE-
Net V2 represents a significant step toward creating general-purpose object identification models 
that are both effective and understandable. 

In addition to its interpretability guarantees, SCENE-Net V2 is highly resource-efficient. It achieves 
competitive performance compared to state-of-the-art models while using a significantly reduced 
parameter count. This makes it an attractive solution for applications where computational 
resources are limited or transparency is critical, offering a practical balance between application-
driven demands and the need for interpretability in 3D scene understanding. 

The TS40K dataset originates from raw 3D scans, as shown in (a) of Figure 11 , and is processed 
into three distinct sample types: 

1. Tower-radius samples focus on the towers supporting power lines and their surrounding 
environment (Sub-figure b). 

2. Power-line samples emphasize power lines as the primary feature within the 3D scenes 
(Sub-figure c). 

3. No-tower samples represent rural terrain where the transmission system is located, 
excluding support towers but potentially including power lines (Sub-figure d). 
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Figure 11 . TS40K dataset  

Sub-figures e and f highlight the semantic class densities in the TS40K dataset. Figure 1e 
presents the class density for each defined sample type, while Figure 1f displays the overall class 
density across the training and testing sets of TS40K. 

Reference [29]: D. Lavado, C. Soares, A. Micheletti, R. Santos, A. Coelho, and J. Santos, ‘TS40K: 
a 3D Point Cloud Dataset of Rural Terrain and Electrical Transmission System’, Feb. 18, 2025, 
arXiv: arXiv:2405.13989. doi: 10.48550/arXiv.2405.13989. 



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  31 

Presentation from poster format at WACV 2025: https://wacv2025.thecvf.com/wp-
content/uploads/2025/02/wacv_2025_program_11.pdf 

  

https://wacv2025.thecvf.com/wp-content/uploads/2025/02/wacv_2025_program_11.pdf
https://wacv2025.thecvf.com/wp-content/uploads/2025/02/wacv_2025_program_11.pdf
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3.3 Consumer Sub-domain 
 

This sub-domain focuses on the active role of consumers in the energy transition, particularly in 
the context of the anticipated electrification of the light-vehicle fleet and the challenges of 
promoting power grid-friendly smart electric vehicle (EV) charging. It also addresses the need for 
more flexible energy consumption profiles to support demand response services, maximize 
energy efficiency, and enhance local renewable energy consumption. AI plays a crucial role in 
this transformation by providing advanced forecasting and control capabilities that leverage the 
growing volume of data collected from households and buildings. AI enables real-time monitoring, 
prediction, and optimization of flexibility potential, paving the way for smarter energy management 
and more sustainable interactions between consumers and the power grid. 

   

(ON-GOING) RESEARCH OUTCOME. Explain with AI surrogate models stochastic 
optimization problems for carbon-aware dynamic tariff design for electric vehicle charging 
stations 

Use case: UC4. Coordinated edge control of electric vehicles charging at low voltage grid (or 
microgrids) 

Description: The electrification of the transport sector is fundamental to the energy transition and 
is mainly driven by the mass adoption of EVs. This recent paradigm in mobility, coupled with the 
current trends for integrating RES into the electricity mix, is seen as a major contribution to the 
path towards a low-emissions economy. To address these challenges and optimize resources in 
EV Charging Stations (EVCS), demand/response strategies have emerged as a fundamental 
approach, enabling charging processes to be treated as flexible loads. Through methods such as 
direct control or price-based incentives, EVCS operators can align charging demand with grid 
conditions and renewable energy availability. Dynamic pricing strategies have shown potential for 
integrating on-site distributed energy resources, including photovoltaics (PV) and energy storage, 
to increase self-consumption and decarbonize the power supply of EVCS. However, on-site 
resources often need to meet the full charging demand, with operators relying on electricity from 
the grid. In this context, carbon emissions are a growing concern due to emission targets, with 
different scopes categorizing the emissions associated with a company’s operation and wider 
value chain. More specifically, Scope 2 emissions describe indirect emissions of purchased 
electricity consumed by a company. As discussions of emissions accountability increase, for 
instance, through carbon emissions rights (i.e., allowances for entities to emit a specified level of 
emissions) and trading mechanisms, it is possible that specific facilities such as EVCS can have 
imposed budgets for Scope 2 emissions. 

Predictive demand-side management strategies rely on forecasts of RES generation and 
electrical load, but carbon-aware optimization has extended that need to carbon intensity 
forecasts [30], for example, to design a carbon-efficient EV smart charging problem [31]. 
However, as there is an inherent uncertainty in these forecasts, decision-making should be 
supported by stochastic optimization techniques to handle different sources of uncertainty [32]. 
However, the low interpretability of decisions from optimization models, namely stochastic 
programming models, has hindered their practical application [33]. These concerns from 
operations research extend to artificial intelligence (AI) and machine learning (ML) models in 
general, typically perceived as “black-box,” with the explainable AI (XAI) concept recently 
emerging. Incorporating explainability into carbon-aware optimization models is critical to helping 
decision-makers (i.e., EVCS operators) make informed decisions, communicating insights to end-
users, and ensuring regulatory compliance. To achieve this goal, XAI can enhance conventional 
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stochastic optimization tools by providing the ability to explain their outputs and establish clear 
connections between input variables (including their uncertainties) and resulting decisions.  

This work seeks to foster synergy between AI and operations research, focusing on explainability 
and interpretability as key points of convergence. Despite substantial progress in integrating EVs 
and RES, the development of carbon-aware and explainable dynamic pricing services for EV 
charging under forecast uncertainty remains an unexplored area to the best of our knowledge. 
Therefore, this work aims to conceptualize a carbon-aware, explainable dynamic pricing service 
that accounts for the forecast uncertainty in RES, load, and grid carbon intensity. 

Figure 12 depicts the buildings blocks of the optimization framework for setting the EV dynamic 
tariffs, and consists of the following steps: 1) the service collects historical measurements from 
RES-based generation and aggregated EV load from an EVCS; 2) grid carbon intensity forecasts 
and measurements, as well as numerical weather predictions, namely air temperature and 
precipitation, are requested for the next day from an external service provider; 3) a probabilistic 
forecasting application computes day-ahead conditional quantiles for EVCS load, RES, and 
carbon intensity; 4) a short-term scenario generation (i.e., generation of random vectors from the 
joint probability distribution) methodology is applied to generate temporal trajectories from the 
probabilistic forecasts; 5) market-cleared electricity prices for the next day are requested from the 
electricity market’s application programming interface; 6) EV drivers are characterized by their 
demand sensitivity to price changes (i.e., price elasticity); 7) a daily carbon emissions budget is 
determined for the next day; 8) the information collected in the previous steps is fed into a 
stochastic optimization problem, which computes the optimal charging tariffs for the next 24 hours; 
9) tariffs are communicated to the EV drivers so they can adjust their charging behaviour. 

 

Figure 12 . Main buildings blocks of the EVCS day-ahead carbon-aware dynamic pricing service. 

In this framework, AI is used to generate RES and load forecasts, but the novel aspects here is 
the use of XAI to explain the outputs of the stochastic optimization block. In other words, XAI is 
used to derive interpretable information for human decision-makers to understand which factors 
influenced the definition of dynamic tariffs.  

To address this, state-of-the-art techniques to explain ML models are leveraged in this work to 
enhance the explainability of the stochastic optimization results. Shapley values are a widely used 
approach from cooperative game theory, and its use was extended to the explainability of ML 
models. A practical framework to work with Shapley values is SHapley Additive exPlanations 
(SHAP) [34], which introduces efficient algorithms to approximate Shapley values in real-world 
applications. A key property of this method is that it computes additive feature attributions (i.e., 
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feature contributions sum up to the model’s output), which makes it easy to identify the individual 
impact of each feature on a particular prediction.  

While the goal is to explain the formulated optimization problem, Shapley values are typically 
applied to explain predictive models. To address this, a predictive ML model, referred to as a 
surrogate model, is developed using a dataset generated from the long-term execution of the 
carbon-aware optimization problem. Post-hoc explainability techniques, such as SHAP, which are 
model-agnostic, are then used to explain the surrogate model and enhance the explainability of 
the pricing strategy. 

Features are developed from the input parameters of the optimization problem, including market 
prices and the emission budget, as well as features summarizing the statistical scenarios (e.g., 
uncertainty level) of load, RES, and carbon intensity. This approach offers a simpler alternative 
to incorporating all scenarios as features, which would result in a high-dimensional problem. 
Calendar variables are also included. The target of the predictive model is the main decision 
variable of the stochastic optimization model, namely the EV charging tariffs. By computing the 
individual contributions of these features, the pricing strategy is made more transparent (and 
explainable) for both operators and end users. 

Figure 13 reveals the ten features that have the highest impact on the model’s output based on 
the computed Shapley values. It can be concluded that the hour of the day is the determinant 
feature of the predictions and is the only calendar variable represented. Deterministic input data, 
such as market prices and the carbon emissions budget, were also chosen. Finally, summary 
statistics of RES (mean, range, and the upper bound of the Chebyshev-based profile of the 
scenarios) and load (mean, coefficient of variation, range, and the interquartile range of the 
scenarios) also contribute to the predictions. These results justify the need to include uncertainty-
related variables of statistical scenarios to support the explainability of stochastic problems. 

 

Figure 13.  Shapley values of the most relevant features to the model output. 

Work submitted to the Applied Energy journal. C. Silva, R.J. Bessa, “Carbon-aware dynamic 
tariff design for electric vehicle charging stations with stochastic optimization,” under review in 
Applied Energy, 2025. 
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WORK IN PROGRESS (TES COLLABORATION): TRUSTWORTHY ML-BASED 
SCHEDULING FOR THE ENERGY DOMAIN 

Use case: UC10. Energy-efficient production scheduling at the production process & UC14. AI/ML 
implementation for demand forecasting  

Note: UC10 & UC14 have been combined to form a single use case and proposed as a TES#3 
Open Call challenge, partnered with co-host NTNU, under the collaboration umbrella of WP3 – 
WP2.  

Description: The production scheduling system entwined with its digital twin efficiently allocates 
resources, machines (diagrams illustrated in Figure 14), and workers to a set of tasks or jobs 
while minimizing time, cost, or energy resource usage while providing a simulation-based digital 
environment where multiple AI trustworthiness experiments can be carried out. The growing 
concern regarding the dependability of ML algorithms, which cannot be entirely trusted due to 
their fragile nature, leads us to a dire need for systematic analysis of adversarial settings in real-
world scenarios. The production schedule will involve introducing subtle manipulations or 
disruptions in a way that can negatively affect the performance of a system without being 
immediately obvious. Such an attack would aim to disrupt the optimality of schedules, increase 
costs, or cause delays while appearing as legitimate inputs or perturbations, which would cause 
a ripple effect in the overall production schedule. Hence, establishing a more secure energy 
production line by highlighting the trustworthiness of AI by dint of adversarial ML algorithms is the 
need of the hour. 

 
 

Figure 14.  Energy usage charts generated from the machine resources. 

 

WORK IN PROGRESS (TES Collaboration): AI to manage the thermal comfort of buildings 

Use case: UC11. Energy requirement to achieve thermal comfort conditions for occupants  

Description: A Digital Twin model based on the MIRA platform of MAG is deployed to achieve 
optimal thermal comfort while minimizing energy consumption. This AI-driven system integrates 
energy meters, building logbooks, and sensor data (motion and light) to monitor and regulate 
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heating dynamically. Leveraging real-time data insights ensures efficient energy management 
while maintaining occupant comfort. Advanced analytics further enhance this approach by 
identifying consumption patterns and detecting inefficiencies such as compressed air leakages. 
This enables proactive energy optimization, reducing waste and improving overall decision-
making. The ultimate goal is establishing a sustainable and equitable energy environment that 
balances efficiency and comfort. 

Current research progress has been focused on capturing and analysing real-time data to 
optimize energy efficiency and thermal comfort. This entails research and infrastructure building 
activities to capture and gain insights from real-time data. We installed energy and motion sensors 
to capture the data points of the people working at a certain time period within the office space 
environment. To further refine energy optimization strategies, a controlled test environment has 
been designed to replicate office space conditions. This setup enables researchers to analyze 
factors contributing to energy inefficiencies, such as external environmental influences and 
thermal leakages. By assessing the impact of these variables, the research aims to develop 
precise temperature regulation mechanisms that reduce unnecessary energy consumption. 
These efforts contribute to a more AI-enhanced intelligence and sustainable energy management 
system, paving the way for improved decision-making and proactive energy conservation 
measures. These steps have helped us to set the background for the upcoming research to be 
done by the TIS/TES researchers on the assigned challenges.   

 
WORK IN PROGRESS (TES/TIS Collaboration): AI to create a sustainability index for 
cities 

Use case: UC12. City sustainability index 

Description: The City Sustainability Index leverages a Digital Twin (DT) model to integrate multiple 
data sources, including air pollution, energy consumption, and building environments, into a real-
time living laboratory. Built on the MIRA platform of MAG and enhanced with AI-driven Smart Eye 
technology, this system enables the analysis of energy sustainability KPIs, root cause mapping, 
and ‘what-if’ scenario simulations. By aggregating diverse environmental and operational data, 
the index provides critical insights into urban energy sustainability efforts and the impact of energy 
usage on the city’s ecological footprint. The primary goal of the City Sustainability Index is to 
quantify and enhance urban sustainability by developing a dynamic index service. This service 
aids policymakers and urban planners in making data-driven decisions to optimize sustainability 
strategies. Through predictive analytics and scenario modeling, it enables real-time 
environmental impact assessments and supports smarter, greener urban development. The 
integration of AI and Digital Twin technology ensures that sustainability measures are effectively 
analysed and implemented for long-term urban resilience. 

Current research progress includes a cross-layer design in a human-centric AI systems 
environment leading to optimized energy management and sustainability in cyber-physical 
systems. The main focus for Enfield research shall be Energy and Green AI-targeted sub-domains 
in Model-View-Controller MVC architecture. The base idea will also encompass sustainable 
energy manufacturing and serve as a foundation for lower computation power to process smaller 
and more precise targeted inputs (like in SLM). 

This research is currently at a preliminary stage, where we strive to gain input from various other 
industrial perspectives to curate a more robust final research outcome. 

The other side of the research is carried on facilitating further the upcoming TIS#2 open 
challenges calls where we mirror the energy requirements of our industries to run the digital twin 
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analytics services. The current research focuses on creating the twin base for energy models and 
setting up data granularities in the form of metadata. Furthermore, mapping energy KPIs to the 
sustainability index is the groundwork for establishing the energy metrics and an attempt to refine 
the infrastructure to accommodate the applicants and future challenges. 

 

RESEARCH OUTCOME: Assessing the Efficiency of DC and Hybrid DC Topologies in Net-
Zero Energy Buildings 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The study involves analysing annual load profile data from 16 neighbouring houses 
in Estonia, simulating their transition to net-Zero Energy Buildings (nZEBs) with DC, hybrid DC, 
and pure DC topologies. It examines power conversion losses, the operational periods of power 
converters in relation to their maximum power capacity, and energy exchanges with the utility 
grid. Additionally, it explores the potential for creating energy communities based on the 
consumption patterns of these houses. The results indicate that pure DC nZEBs might not be as 
efficient as initially thought, especially when renewable resources are limited. Investigations into 
various nZEB topologies have revealed significant challenges in implementing a pure DC 
topology. The anticipated performance improvements are not as substantial as initially expected. 
This can be attributed to two main reasons. First, data profiles show that the interlink ac-DC power 
converter often operates at its least efficient stage due to low power demands during off-peak 
periods. Second, during Estonia's winters, with limited solar power availability, the system heavily 
relies on power from the AC utility grid, leading to energy loss during power conversion. In 
contrast, hybrid or partial solutions can mitigate this issue by utilizing the AC distribution network 
to directly supply heavy AC loads, potentially resulting in lower energy losses and higher annual 
efficiency. 

However, the main challenge for hybrid solutions lies in the complexity of the supervisory 
management algorithm. This algorithm needs to efficiently distribute power between DC and AC 
loads to outperform conventional AC nZEBs. This complexity demands advanced management 
algorithms and greater computational resources. Given the current absence of a low voltage DC 
distribution system, it is evident that both DC and hybrid topologies need further enhancements 
in power electronics and information technology to compete effectively with conventional AC 
nZEBs topology. 

Reference [35]: H. N. Hokmabad, N. Shabir, V. Astapov, E. Petlenkov, O. Husev and J. Belikov, 
"Feasibility Study of a DC House Connected to a Conventional AC Distribution Network," 2024 
IEEE 18th International Conference on Compatibility, Power Electronics and Power Engineering 
(CPE-POWERENG), Gdynia, Poland, 2024, pp. 1-6, https://doi.org/10.1109/CPE-
POWERENG60842.2024.10604419. 

RESEARCH OUTCOME: Comparative Analysis of Data-Driven Methods for Post-Retrofit 
Energy Use Modelling in Non-Residential Buildings 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The renovation wave aims to enhance the energy performance of existing buildings, 
a critical step towards achieving global sustainability goals. This initiative encourages the 
development of methods for predicting post-retrofit energy use and quantifying savings. 
Establishing an accurate energy use baseline is essential for computing changes and savings, 
making it a cornerstone of energy performance assessments. The study compares two distinct 
methods for establishing a baseline for post-retrofit evaluation. The first method utilizes monthly 

https://doi.org/10.1109/CPE-POWERENG60842.2024.10604419
https://doi.org/10.1109/CPE-POWERENG60842.2024.10604419


ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  38 

degree-day normalization and baseline derivation, a traditional approach that relies on monthly 
energy bill data. The second method employs advanced machine learning techniques, including 
clustering to address seasonal variations and non-linear regression models like random forest 
and neural network. The comparison is based on the Coefficient of Variation of the Root Mean 
Square Error (CVRMSE), applied to eight datasets comprising both metered and simulated data 
for heating and electricity energy use in two large non-residential buildings.  

The results indicate that machine learning models generally outperform the degree-day method, 
exhibiting lower uncertainty in both simulated and metered data. Specifically, the degree-day 
method showed an uncertainty range of 4.5% to 10.4% for simulated data and 8.4% to 19.3% for 
metered data. In contrast, machine learning models demonstrated an uncertainty range of 1.4% 
to 7.5% for simulated data and 6.11% to 17.5% for metered data. Monthly percentage error 
analysis further confirmed the superior performance of machine learning models. By utilizing both 
monthly degree-day normalization and sophisticated machine learning techniques (see Figure 
15), the study provides a detailed evaluation of their effectiveness in predicting energy use and 
quantifying savings. The inclusion of clustering to address seasonal variations and the use of non-
linear regression models like random forest and neural network offer innovative approaches to 
improving prediction accuracy. Additionally, the research highlights the importance of using both 
simulated and metered data, providing a robust validation framework that enhances the reliability 
of the findings.  

 

Figure 15.  Models' inputs description and uncertainty analysis of the prediction models for both, data gathered from 
simulation models and energy meters in 2017–2022. 

Reference [36]: Kuivjõgi, H., Vasman, S., Petlenkov, E., Thalfeldt, M., & Kurnitski, J. (2024). 
Data-driven baseline generation for post-retrofit energy saving assessment, a comparison of 
statistical and machine learning methods. Journal of Building Engineering, 98, 111016. 
https://doi.org/10.1016/j.jobe.2024.111016 

RESEARCH OUTCOME: Data-Driven Demand-Side Management Solutions for Optimizing 
Energy Consumption in Commercial Buildings 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The study introduces a DSM solution that uses data-driven estimation of building 
inertia and performs optimization through load shifting and peak shaving. This approach responds 

https://doi.org/10.1016/j.jobe.2024.111016
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to fluctuations in energy market prices without compromising indoor comfort. The practical 
implementation of demand response (DR) services for automatic upward and downward 
balancing of the energy grid is also discussed, highlighting the potential for third-party software to 
improve energy performance in commercial buildings without additional investments. The findings 
demonstrate that DSM can effectively enable commercial real estate owners to dynamically 
control energy consumption, addressing a complex optimization challenge. A notable case study 
from August 17, 2022, illustrates this capability, where the DSM algorithm reduced peak-hour 
electricity consumption by 26.8% during a high-price period in the Baltic Countries without 
affecting indoor comfort. Moreover, during the summer of 2023, the DSM system successfully 
managed demand response activations in the Baltic and Scandinavian regions amidst negative 
energy prices. A critical aspect of this research is the emphasis on maintaining indoor climate 
quality during the activation of demand response services. The need for accurate estimation of 
aggregated energy flexibility 24 hours in advance for both upward and downward activations was 
highlighted. The study concludes that software solutions and digital twin-based software-as-a-
service (SaaS) platforms offer a viable approach to enhancing the energy efficiency of commercial 
and public buildings across Europe. These improvements can be achieved without additional 
investments by using existing technical equipment and infrastructure. 

Reference [37]: A. Köse, I. Sukhanov, M. Maivel, A. Tepljakov, H. N. Hokmabad and E. Petlenkov, 
"Practical Demand Side Management and Demand Response in Large Scale Buildings with 
Multiple Case Studies," 2024 20th International Conference on the European Energy Market 
(EEM), Istanbul, Turkiye, 2024, pp. 1-5, https://doi.org/10.1109/EEM60825.2024.10608965.  

RESEARCH OUTCOME: Data-Driven Optimization of Cooling Systems in Commercial 
Buildings for Enhanced Energy Efficiency 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The study focuses on the implementation of a data-driven optimization framework for 
cooling systems in commercial buildings. This approach has delivered noteworthy and 
transformative outcomes, substantially improving energy efficiency and the overall operational 
performance of cooling systems within shopping malls. The optimized control strategy has proven 
effective in extending equipment lifespan by minimizing wear and tear, consequently reducing 
maintenance and replacement expenditures. The results indicate potential energy reductions of 
up to 24%, lower costs, and prolonged system lifespan. The study addresses cooling deficiencies, 
providing practical, lasting energy efficiency solutions for commercial buildings. The 
implementation of data-driven optimization has significantly improved energy efficiency and 
operational performance, particularly in shopping malls. Additionally, the optimized control 
strategy has proven effective in extending equipment lifespan by minimizing wear and tear, 
reducing maintenance and replacement costs. Exploring the framework's full potential involves 
going beyond climate considerations and delving into the energy performance of existing 
buildings. A methodology for building energy benchmarking was presented, analysing the energy 
efficiency of 35,000 diverse structures, including educational, office, and commercial buildings. 
The application of energy benchmarks could extend valuable insights to end-users, facilitating the 
estimation of future outcomes when implementing data-driven cooling optimization algorithms 
tailored to different building types and energy classes. 

Reference [38]: Sukhanov, I., Volkova, A., Kose, A., Hani, A., & Petlenkov, E. (2024). Challenges, 
benefits, and open questions in Data-Driven Commercial Building Cooling Optimization. E3S Web 
of Conferences, 562, 06003. https://doi.org/10.1051/e3sconf/202456206003 

RESEARCH OUTCOME: Data-Driven Methodology for Assessing Energy Savings in 
Commercial Buildings 

https://doi.org/10.1109/EEM60825.2024.10608965
https://doi.org/10.1051/e3sconf/202456206003
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Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: Advanced control algorithms can significantly improve building performance and 
reduce energy demand. A data-driven methodology for assessing potential savings in commercial 
buildings uses hourly energy consumption data to identify patterns, cluster buildings, and predict 
energy savings without physical inspections. Validated using shopping malls, this approach 
supports the European Green Deal targets by reducing building stock energy usage. The results 
indicated significant energy savings, affirming the effectiveness of the control systems applied. 
To identify common patterns and typical energy usage behaviours, buildings were clustered 
based on their monthly consumption profiles, creating group profiles that represent the energy 
behaviours of similar buildings. Using these group profiles and calculated baselines, potential 
energy savings were estimated. The average difference between the estimated and actual 
savings across all buildings in the group and analysed 10 months was 3.1%, with values ranging 
from −21% to 26% weekly. The difference in the building and group profiles, as well as large 
anomalies in baseline data, resulted in varied weekly savings/losses. However, the error was 
much smaller on an annual scale, with the difference between the estimated and actual savings 
ranging between ±15%. The methodology’s principles and techniques are broadly applicable 
beyond the specific subset of shopping malls tested, making it suitable for a wide range of building 
types and locations. The concept of energy flexibility—defined as the ability to adapt energy 
consumption in response to external signals while maintaining comfort—was integral to the 
approach. By estimating how buildings would behave under different control strategies, the 
methodology aligns with modern energy management practices that prioritize flexibility and 
responsiveness. 

Reference [39]: Matson, M., Vassiljeva, K., Parts, T. M., Kose, A., Petlenkov, E., & Belikov, J. 
(2025). Building Potential Energy Savings Estimation Through Portfolio-Based Modeling (pp. 
17–32). https://doi.org/10.1007/978-3-031-74741-0_2 

RESEARCH OUTCOME: Occupancy-Based Ventilation Scheduling for Energy Efficiency in 
Schools Using Data-Driven Algorithms 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The study introduces a novel occupancy estimation algorithm based on threshold 
and time-series methods, creating 12 occupancy schedules. These schedules are either based 
on classical detection with an on-off method or on occupancy estimation for Demand-Controlled 
Ventilation (DCV). The findings show that the latter can replace the 60% capacity of current on-
off schedules with 30% or even 0%, resulting in energy savings ranging from 3.5% to 66.4%. 
Corresponding costs are reduced from 18.1% up to 62.6%, while still complying with current 
national regulations for indoor air quality. The method can be extended to other countries, as it 
relies only on occupancy schedules that ignore weather and other location-specific factors. The 
results indicate significant energy savings and cost reductions, affirming the effectiveness of the 
proposed algorithm. The study demonstrates that by inferring occupancy from only the electricity 
consumption of the building, effective AHU scheduling can be defined with minimal data diversity. 
This approach is immediately applicable to any building requiring HVAC for indoor environmental 
comfort. The validation of the method shows that occupancy detection can replace the 60% 
capacity of current schedules with 30% or even 0%, leading to substantial energy savings. The 
more sophisticated DCV-based occupancy estimation methods induce systematic savings in both 
energy and costs (see Figure 16). Future research should focus on refining the models and 
expanding their applicability to a wider range of building types, advanced control algorithms, 
occupancy profiles, and geographical locations, further enhancing their utility and impact in the 
field of energy management.  

https://doi.org/10.1007/978-3-031-74741-0_2


ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  41 

 

Figure 16. Occupancy-based ventilation scheduling 

Reference [40]: Vassiljeva, K., Matson, M., Ferrantelli, A., Petlenkov, E., Thalfeldt, M., & Belikov, 
J. (2024). Data-Driven Occupancy Profile Identification and Application to the Ventilation 
Schedule in a School Building. Energies, 17(13), 3080. https://doi.org/10.3390/en17133080. 

RESEARCH OUTCOME: Cost-Effective Electricity Demand Forecasting in Administrative 
Buildings Using Daily Electricity Load Profiles 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The proposed method focuses on using Daily Electricity Load Profiles (DELPs), 
which are detailed records of electricity usage patterns for specific buildings and facilities. These 
profiles provide information about energy usage at different times of the day, week, and year, and 
can be used to forecast future electricity usage. The technique has shown good results and can 
make accurate forecasts for long periods, up to a month or even longer, without requiring 
additional information such as weather forecasts. This makes it a cost-effective solution for 
administrative building managers who need to plan for future expenses. The study demonstrates 
that by using DELPs, energy companies can make accurate predictions for long periods without 
needing to rely on hourly weather forecasts or other external data. This method is particularly 
useful for administrative buildings, as it allows for accurate electricity usage forecasts over 
extended periods. However, the technique may not work as well if there are drastic seasonal 
changes or other factors that could affect electricity usage. Significant changes in behavioural 
patterns, such as those observed during the onset of the COVID-19 pandemic, can also pose 
challenges to prediction accuracy. Therefore, while the method can be a cost-effective solution, 
it is crucial to consider the potential impact of significant behavioural changes and adjust 
forecasting models and strategies accordingly. Additionally, the electricity usage patterns 
identified through DELPs can potentially be used for behaviour anomaly detection in the future. 
This capability can help building managers optimize energy usage and reduce costs without 
compromising indoor climate comfort. 

Reference [41]: K. Vassiljeva, M. Matson, J. Belikov and E. Petlenkov, "Profiling and Schedule 
Based Forecast of Electricity Usage to Improve Energy Performance of Administrative 
Buildings," 2024 IEEE International Conference on Engineering, Technology, and Innovation 
(ICE/ITMC), Funchal, Portugal, 2024, pp. 1-8, 
https://doi.org/10.1109/ICE/ITMC61926.2024.10794299. 

 

https://doi.org/10.3390/en17133080
https://doi.org/10.1109/ICE/ITMC61926.2024.10794299
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RESEARCH OUTCOME: Real-Time Optimization of Heating Systems in Commercial 
Buildings Using AI-Based Demand-Side Management 

Use Case: UC15 AI for Enhanced Energy Efficiency in Building Systems  

Description: The study introduces a supervised learning model that achieves more than a 60% 
reduction in heating energy costs by implementing a nonlinear model with proactive optimization. 
This optimization considers hourly electricity market prices, weather forecasts, and estimated 
occupancy profiles in buildings (see Figure 17). The approach targets the use of existing hardware 
and infrastructure, avoiding additional investments while achieving significant energy savings and 
reducing the load of human operations. The proposed application is deployed during the heating 
season and is driven by real data collected at 15-minute intervals. The results demonstrate 
substantial improvements in energy efficiency and indoor climate control across various systems. 
For instance, a recently constructed office building achieved a heating consumption reduction 
exceeding 60% while maintaining the desired indoor climate during occupancy hours. The AI-
based control employs variables such as weather forecasts to improve preheating and achieve 
optimal heating loads based on dynamic occupancy patterns. Similarly, in a shopping centre, the 
AI-based solution reduced the central heating valve opening by more than 70%, maintaining the 
desired indoor climate. 

The study highlights the importance of multiple-level optimization to achieve maximum energy 
efficiency, as every building has unique parameters. Factors such as inertia, desired air 
temperature, technical parameters, conditions, and faults influence the actual heating 
requirement. The AI-based solution continuously learns using machine learning models through 
building-related data and these factors to optimize HVAC operations 24/7.  

 

Figure 17. The general structure of the provided AI-based solution to provide real-time optimization for the heating 

plant 

Reference [42]: A. Köse, I. Sukhanov, J. Belikov, A. Tepljakov and E. Petlenkov, "Demand Side 
Management for Commercial Buildings: Multiple Heating Systems Based Optimization in Real-
Time," 2024 IEEE International Conference on Engineering, Technology, and Innovation 
(ICE/ITMC), Funchal, Portugal, 2024, pp. 1-8, 
https://doi.org/10.1109/ICE/ITMC61926.2024.10794302. 
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3.4 Synthesis and Perspectives 
 

The evolving symbolic model concept enables deriving interpretable and transparent 
classification and control rules for human operators in control rooms. This approach can 
potentially expand into other knowledge representations, such as control graphs, marking a step 
toward neurosymbolic learning. Significant advancements have been made in symbolic modelling 
within the ENFIELD project, with opportunities for integration with large language models (LLMs) 
to refine and adapt symbolic structures dynamically, such as in [43]. A key focus has been 
leveraging domain knowledge to develop data-driven models that align with physical laws, 
ensuring coherence and reliability. 

Another research direction explores the hybridization of data-driven controllers, such as 
reinforcement learning (RL), with traditional control strategies like PID (Proportional–Integral–
Derivative) controllers. This combination enhances system stability by merging adaptive learning 
with well-established control methodologies. 

Explainable AI techniques, such as Shapley values, are also being applied to interpret the results 
of traditional mathematical optimization models. This is particularly useful when decisions are 
made under forecast uncertainty, as it provides decision-makers with interpretable insights into 
optimization outcomes. This research aligns with a recent trend [44] – developed in parallel with 
the ENFIELD project – where data-driven models are designed to explain complex optimization 
problems. In fact, this is a completely different angle in terms of explainability and AI, and can 
give AI new role and cooperation with traditional operations research.  

Decades of expertise in physical (model-driven) electrical system modeling are being combined 
with physics-aware machine learning to develop digital twins for electrical grids. These digital 
twins can compensate for missing or erroneous data and poorly characterized information. AI 
enhances adaptability across different data availability contexts, while reinforcement learning 
agents incorporate domain knowledge by leveraging LLMs to define safety constraints in natural 
language. This integration supports human-centric AI, allowing operators to introduce additional 
constraints through natural language while ensuring trustworthiness in safety-critical systems. 

Explainability plays a crucial role in human decision-making in energy asset inspection, 
particularly when using 3D data representations. Given that human-labeled data can introduce 
noise, ENFIELD is advancing AI solutions that incorporate geometric priors directly into models, 
enabling alignment with fundamental spatial principles. 

AI also plays a vital role in improving energy efficiency in buildings through predictive modeling 
and intelligent energy management. Machine learning techniques optimize load balancing, 
addressing seasonal variations and low-demand inefficiencies. Additionally, AI enhances post-
retrofit energy use modeling in non-residential buildings. Comparative studies indicate that ML 
models, such as random forests and neural networks, outperform traditional degree-day 
normalization in predicting energy savings, significantly reducing uncertainty in both simulated 
and metered data. This enables more accurate baseline assessments for post-retrofit 
performance, supporting energy efficiency objectives. 

This research industrial domain focuses on developing AI solutions and applying existing AI 

techniques across the entire energy value chain—from system-level optimization to consumer-

level benefits. It encompasses a range of assets, including energy storage, overhead lines, 

flexible loads, buildings, and the electrical grid, across multiple time horizons, from real-time 

control to days-ahead planning. The work leverages diverse data types, including time series, 

symbolic models, and 3D representations of terrain and assets. Collaboration with WP2 pillars 
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centres on adaptive AI, human-centric AI, and trustworthy AI, with green AI as a fundamental 

requirement. Since many AI-driven functions must operate at the edge, energy efficiency is a core 

consideration in several use cases. 

For what concerns the scientific outcome of the industrial domain, the different contributions of 

the UCs have been summarized in Table 3, where all the publications realised or submitted have 

been assigned a self-assessed “maturity level” which, from the lowest to the highest readiness, 

has been simplifies as:  

1. SA = State of the art;  

2. CF = Conceptual Framework;  

3. D = Demonstrator at laboratory Level;  

4. ML = Multi-level domain application. 

Table 3. Publications list for Energy industrial domain 

No. Reference Conference/
Journal 

Status Year Level 

1 F. Fernandes, R.J. Bessa, J.A. Peças Lopes, 
“Evolving symbolic models applied to 
converted-dominated isolated power 
systems,” Journal of Modern Power Systems 
and Clean Energy, in Press, 2025.  

Journal  In Press 2025 ML 

2 L. Bost, F.S. Fernandes, R. J. Bessa, “AI-
assistant for intelligent design of controllers 
in power systems, 

Conference Under 
Review 

2025 D 

3 Nosrati, K., Skiparev, V., Tepljakov, A., 
Petlenkov, E., & Belikov, J. (2024). Intelligent 
frequency control of AC microgrids with 
communication delay: An online tuning 
method subject to stabilizing parameters 

Journal Published 2024 D 

4 R.J. Bessa, Francisco S. Lobo, Francisco S. 
Fernandes, Bernardo Silva, “Data 
augmented rule-based expert system to 
control a hybrid storage system,”  

Conference Published 2024 ML 

5 D. Lavado, C. Soares, A. Micheletti, R. 
Santos, A. Coelho, J. Santos, “Learning 
under noisy labels, spurious points, and 
diverse structures: TS40K, a 3D point cloud 
dataset of rural terrain and electrical 
transmission systems,”  

Conference In Press 2025 CF 

6 C. Silva, R.J. Bessa, “Carbon-aware 
dynamic tariff design for electric vehicle 
charging stations with stochastic 
optimization,”  

Journal Under 
Review 

2025 ML 

7 H. N. Hokmabad, N. Shabir, V. Astapov, E. 
Petlenkov, O. Husev and J. Belikov, 
"Feasibility Study of a DC House Connected 
to a Conventional AC Distribution Network"  

Conference Published 2024 CF 

8 Kuivjõgi, H., Vasman, S., Petlenkov, E., 
Thalfeldt, M., & Kurnitski, J. (2024). Data-
driven baseline generation for post-retrofit 
energy saving assessment, a comparison of 
statistical and machine learning methods. 

Journal Published 2024 CF 
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9 A. Köse, I. Sukhanov, M. Maivel, A. 
Tepljakov, H. N. Hokmabad and E. 
Petlenkov, "Practical Demand Side 
Management and Demand Response in 
Large Scale Buildings with Multiple Case 
Studies,"  

Conference Published 2024 D 

10 Sukhanov, I., Volkova, A., Kose, A., Hani, A., 
& Petlenkov, E. (2024). Challenges, benefits, 
and open questions in Data-Driven 
Commercial Building Cooling Optimization 

Conference Published 2024 CF 

11 Matson, M., Vassiljeva, K., Parts, T. M., 
Kose, A., Petlenkov, E., & Belikov, J. (2025). 
Building Potential Energy Savings 
Estimation Through Portfolio-Based 
Modeling  

Conference Published 2024 CF 

12 Vassiljeva, K., Matson, M., Ferrantelli, A., 
Petlenkov, E., Thalfeldt, M., & Belikov, J. 
(2024). Data-Driven Occupancy Profile 
Identification and Application to the 
Ventilation Schedule in a School Building 

Journal Published 2024 D 

13 K. Vassiljeva, M. Matson, J. Belikov and E. 
Petlenkov, "Profiling and Schedule Based 
Forecast of Electricity Usage to Improve 
Energy Performance of Administrative 
Buildings,"  

Conference Published 2024 CF 

14 A. Köse, I. Sukhanov, J. Belikov, A. Tepljakov 
and E. Petlenkov, "Demand Side 
Management for Commercial Buildings: 
Multiple Heating Systems Based 
Optimization in Real-Time,"  

Conference Published 2024 ML 

 

The overall scientific contribution of the Energy industrial domain to the scientific community 

materialises in 10 articles already available, against 2 in press and 2 under review. The overall 

maturity of the proposed contributions appears to be to be quite high, with 4 works applied in 

real-life applications, and 4 other ones in controlled environments, while the number of 

conceptual works assesses to 6. 
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4 Healthcare Industrial domain 
 

The Healthcare Industrial domain’s goal is to use AI to solve compliex problems in the healthcare 
domain, increase the trust and vast adoption, enable the advancement of personalized medicine, 
and augment medical data. 

It is a large global ecosystem, and partners are working on multiple challenges, but the main 
achievements are currently focused on three categories: 

• Real-time monitoring – in the same place or remotely, special algorithms monitor specific 
input and issue alerts or simple reports 

• Diagnosis – depending on a patient's condition and special personal context, AI considers 
and compares the most probable diagnosis and the most appropriate personalised 
treatment 

• Decision support – regarding administrative decisions that affect the probability of multiple 
patients' life and death, such as the appropriate time of releasing one person from the ICU 
to re- admit another 

This document presents the research plans and advances in the Healthcare industrial domain 
along the use cases defined in Task 3.2 and listed in Table 4. Please note that research is 
dynamic, so we also present here some changes in the original definitions, as well as some new 
use cases (Appendix section). 

Table 4. Healthcare industrial domain UCs list 

Use Cases Sub-domain 

UC1. AI-Powered remote patient monitoring Real-time monitoring 

UC2. AI-Powered data quality enhancement Real-time monitoring 

UC3. AI-Powered remote patient monitoring Real-time monitoring 

UC4. Explainable electrocardiography (ECG) signal segmentation 
and classification 

Decision support 

UC5. Digital twin for enhancing cybersecurity in healthcare 
Real-time monitoring, 
Diagnosis, Decision support 

UC6. Patient monitoring system Real-time monitoring 

UC7. Nonlinear direct effect estimation Decision support 

UC8. HOT- Health Optimization Tool, pharmaceutical data exploration 
and decision-making 

Diagnosis, Decision support 

UC9. Early detection of diabetic retinopathy 
Real-time monitoring, 
Diagnosis 

UC10. VR in pain management (for distraction) Real-time monitoring 

UC11. Readmissing risk prediction Decision support 

UC12. Evidence-based research with LLM oracles and Visual 
Analytics 

Diagnosis, Decision support 

UC13. Mixed-reality based gamified assessments 
Real-time monitoring, 
Diagnosis 

UC14. Explainable prediction of the outcome performance for 
different clinical pathways 

Decision support 

UC15. Primary healthcare full-cycle patient support, ecosystem 
administration- and logistic-aware 

Real-time monitoring, 
Diagnosis, Decision support 

UC16. ICU readmission analysis and support Decision support 
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UC17. AI-Based Detection of Parkinson’s Disease Symptoms with 
Wearables 

Real-time monitoring 

 

As depicted by Table 5, many use cases and challenges involve two of the above categories, or 
even all of them. This “inclusive” approach has been adopted to grant as much flexibility as 
possible to TES and TIS projects, with respect to which the industrial domain expects to be 
attractive. 

In any case, the AI solutions appear to be particularly appealing for the “patient centric” dimension 
(i.e., Real-time monitoring and Diagnosis sub-domains), while the Medical Doctor/management-
oriented practices (i.e., Decision support sub-domain) either are deemed less interesting or the 
AI tools available are considered less promising. This unbalance could be attributed to two roots: 
i) the professional background of the ENFIELD researchers involved in this industrial domain is 
more oriented to the sub-domains most investigated, or ii) AI tools involved in the most-
investigated sub-domains are more promising in terms of results (e.g., computer vision applied to 
diagnosis [45]).   
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Table 5. Healthcare UCs' mapping 

 

 

4.1 Real-time monitoring sub-domain 
 

This sub-domain is related to real-time monitoring of patients. It may take place at home, on the 
move or in a hospital, equipment and software may be in the same place as the patient or 
connected remotely, while AI supports special algorithms monitoring specific input and issue alerts 
or simply gather data, infer higher-level data and report. 
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PLANNED RESEARCH: 

Use cases: 

UC1. AI-Powered remote patient monitoring  

UC2. AI-Powered data quality enhancement  

UC3. AI-Powered remote patient monitoring 

Description: Partners MAG and UPB are working together on the definition of clear requirements, 
as well as a TIS challenge to support their work on an enhanced combination of the three use 
cases. First results are expected towards the end of 2025. 

PLANNED RESEARCH: 

Use case: 

UC5. Digital twin for enhancing cybersecurity in healthcare   

Description: Partner NRS has been working on Digital Twin research and claimed a TES 
challenge to support this work. First results are expected towards the end of 2025. 

PLANNED RESEARCH: 

Use cases: 

UC6. Patient monitoring system 

UC9. Early detection of diabetic retinopathy   

UC10. VR in pain management (for distraction)     

UC13. Mixed-reality based gamified assessments   

Description: Partner KNOW has assigned three TIS challenges to support their research work, 
which includes these areas. First results are expected towards the end of 2025. 

PLANNED RESEARCH: 

Use cases: 

UC15. Primary healthcare full-cycle patient support, ecosystem administration- and logistic-aware  

Description: Partner ICCS researchers consider this an interesting and meaningful use case, but 
are currently focusing elsewhere. More information will be available towards the end of the year. 

 
WORK IN PROGRESS: Soft/hardware for detecting Parkinson’s Disease symptoms 
unobtrusively, without any information about the task that the patients are performing and 
the kind of motion that this involves, supporting the transition from restricted clinical 
environments to free-living settings. 
Use cases: 
UC17. AI-Based Detection of Parkinson’s Disease Symptoms with Wearables 
Description: Partner ICCS has been working on AI-Based Detection of Parkinson’s Disease 
Symptoms with Wearables, building on the work of previous and ongoing relevant projects. 
Challenges in Parkinson’s Disease Monitoring and Management include inter- & intra-patient 
symptom variability, as well as problems in symptom reporting using rating scales (e.g., MDS-
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UPDRS, UDysRS, SCOPA, etc.). There is a need for personalized treatments, dosage 
adjustments, and objective monitoring and assessment of PD symptoms. Objective, unobtrusive 
monitoring of PD motor symptoms with the help of AI and wearables can enable clinicians making 
personalized, evidence-based treatment suggestions. The proposed approach allows monitoring 
without previous information about the task that a patient is performing and the kind of motion that 
this involves, supporting the transition from restricted clinical environments to free-living settings. 
The results so far are encouraging, and the next steps involve: 

• Employing larger datasets with broader cohorts of PD patients and longer monitoring 
periods. 

• Using data collected under actual free-living (and not simulated) conditions. 

• Experimenting with SOTA architectures, DNNs, transformers, and hybrid methods. 

• Employing semi-supervised and self-supervised learning methods to address the lack 
of annotations in real-world settings. 

• Enhancing explainability with SHAP and LIME techniques. 

• Predicting symptoms evolution through time. 

Increased accuracy in real-world settings can significantly enhance patients’ quality of life 
immediately and at the same time offer timely personalised treatment. The first results from this 
work are to be published within the following months, while we will be monitoring the next steps 
closely. 

 

4.2 Diagnosis sub-domain 
 

Depending on a patient's condition and special personal context, AI considers and compares the 
most probable diagnosis and the most appropriate personalised treatment. This subindustrial 
domain is all about combining data from various sources and focusing on one patient at a time. 

PLANNED RESEARCH: 

Use case: 

UC5. Digital twin for enhancing cybersecurity in healthcare   

Description: Partner NRS has been working on Digital Twin research and claimed a TES 
challenge to support this work. First results are expected towards the end of 2025. 

PLANNED RESEARCH: 

Use cases: 

UC8. HOT- Health Optimization Tool, pharmaceutical data exploration and decision-making 

UC9. Early detection of diabetic retinopathy   

UC12. Evidence-based research with LLM oracles and Visual Analytics      

UC13. Mixed-reality based gamified assessments   

Description: Partner KNOW has assigned three TIS challenges to support their research work, 
which includes these areas. First results are expected towards the end of 2025. 

PLANNED RESEARCH: 

Use cases: 
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UC15. Primary healthcare full-cycle patient support, ecosystem administration- and logistic-aware  

Description: Partner ICCS researchers consider this an interesting and meaningful use case, but 
are currently focusing elsewhere. More information will be available towards the end of the year. 

 

4.3 Decision support sub-domain 
 

AI has been used for a long time in use cases regarding administrative decisions that may even 
affect the probability of multiple patients' life and death, such as the appropriate time of releasing 
one person from the ICU to re- admit another. This sub-domain is about the large variety of 
decision support use cases in healthcare. 

PLANNED RESEARCH: 

Use cases: 

UC4. Explainable electrocardiography (ECG) signal segmentation and classification 

Description: Partner TU/e researchers are collaborating with cardiologists from the Catharina 
Hospital in Eindhoven to apply AI/machine learning to predict recovery outcomes from myocardial 
infarction. The ultimate goal is to use those predictions to better target interventions, but work is 
still in the initial stages. Researchers are exploring what's possible with the given data, going 
down the road of explainability in healthcare/cardiology, but the actual topic depends on how the 
collaboration will unfold. 

PLANNED RESEARCH: 

Use cases: 

UC7. Nonlinear direct effect estimation   

UC8. HOT- Health Optimization Tool, pharmaceutical data exploration and decision-making 

UC11. Readmissing risk prediction       

UC12. Evidence-based research with LLM oracles and Visual Analytics 

Description: Partner KNOW has assigned three TIS challenges to support their research work, 
which includes these areas. First results are expected towards the end of 2025. 

PLANNED RESEARCH: 

Use cases: 

UC14. Explainable prediction of the outcome performance for different clinical pathways 

Description: Partner TU/e researchers consider this an interesting and meaningful use case, but 
are currently focusing elsewhere. More information will be available towards the end of the year. 

PLANNED RESEARCH: 

Use cases: 

UC15. Primary healthcare full-cycle patient support, ecosystem administration- and logistic-aware  
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Description: Partner ICCS researchers consider this an interesting and meaningful use case, but 
are currently focusing elsewhere. More information will be available towards the end of the year. 

 

WORK IN PROGRESS: Exploratory models and correlation analysis 

Use case:  

UC16. ICU readmission analysis and support   

ICCS has been working on the MIMIC-IV database, reviewing relevant literature and exploring 
potential solutions to the ICU readmission problem. Of particular concern is that readmitted 
patients have much worse prognoses than those not readmitted, which can lead to increased 
mortality rates the longer the hospital stay is, while also the length of stay and the total cost can 
burden the patient's psychology and recovery. Studies until now [46] have identified some risk 
factors including but now limited to (a) patient location before ICU admission; (b) acute physiology 
score at the time of ICU admission; (c) APACHE II score, (d) older age; (e) co-morbidities; (f) ICU 
length of stay; (g) physiologic abnormalities at the time of ICU discharge or on the ward; (h) ICU 
discharge at night or afterhours; (i) discharge to another critical care area or hospital; (j) shock 
index (heart rate/systolic blood pressure), (k) respiratory rate and Glasgow Coma Score; and (l) 
higher Nursing Activity Score at the time of discharge. Also, there seems to be a higher probability 
for readmission based on specific diseases [47]  such as those involving the cardiac and 
respiratory systems, sepsis, ischaemic heart disease, cerebrovascular disease, pneumonia, heart 
failure, chronic liver disease, etc. To that end, it is beneficial for medical providers, caregivers, and 
patients if high-risk ICU readmission can be detected and potentially reduced before patient 
discharge. Studies until now focus on explainable Machine Learning techniques to analyse and 
interpret the vast amount of data, since the application of artificial intelligence to healthcare 
involves several ethical concerns, such as unfair algorithmic bias. In that context, prediction 
models in current studies include techniques from explainable ML, nonlinear regression, 
classification models, time series models and so on. Nonetheless, various machine learning 
algorithms can be trained on electronic health records (EHRs) and patient data to predict ICU 
readmission [47]. (a) Techniques such as logistic regression, decision trees, random forests, and 
gradient boosting machines can learn patterns from historical data to identify factors contributing 
to readmission risk. (b) ICU data often involves time-stamped measurements of vital signs, lab 
results, and interventions. Time series analysis techniques, including ARIMA models and 
recurrent neural networks (RNNs), can capture temporal dependencies in the data to forecast the 
likelihood of readmission at future time points based on current and past observations. (c) Survival 
analysis techniques, such as Cox proportional hazards models or Kaplan-Meier estimators, are 
suited for analysing time-to-event data, such as time to ICU readmission. These methods consider 
censored data and time-dependent covariates to estimate the probability of readmission within a 
specified timeframe. (d) Deep learning architectures, such as recurrent neural networks (RNNs), 
long short-term memory networks (LSTMs), or transformers, can process sequential patient data 
and capture complex temporal patterns. These models excel at learning from high-dimensional 
data and can automatically extract relevant features for predicting ICU readmission. (e) Feature 
engineering plays a crucial role in predictive modelling for ICU readmission. Domain knowledge-
driven feature selection and engineering techniques can help identify clinically relevant variables, 
such as demographics, comorbidities, severity scores, medications, and procedures, which 
contribute to readmission risk. (f) Ensemble methods, such as bagging and boosting, can combine 
predictions from multiple base models to improve predictive performance. By leveraging the 
diversity of different models, ensemble techniques can mitigate overfitting and capture a broader 
range of predictive patterns in the data. This study aims to support medical and hospital 
professionals in making accurate and timely decisions regarding patient admissions to the 



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  53 

Intensive Care Unit (ICU). By identifying key risk factors associated with ICU readmissions, the 
research seeks to enhance predictive capabilities, thereby improving patient outcomes and 
optimizing resource allocation. The initial literature review stage is over and the first exploratory 
models have been developed, while a TES project has been set up to assist in this effort. The first 
set of interesting results is expected towards the end of the year. 
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4.4 Synthesis and perspectives 
 

Starting from simple Iifestyle support gadgets and real-time monitoring devices used as a 

precaution by healthy individuals, the healthcare-related technology follows the entire circle of life, 

supporting patients and caregivers, enabling local and remote expert support for diagnosis or 

even surgery, and then back to a healthy state, potentially with a couple of extra parameters to 

monitor 

A constantly increasing number of people uses various lifestyle gadgets and applications full of 

AI modules in healthy state. The youngest enthusiasts tend to prefer diet and gym support 

technology, usually connected straight to social media output channels. Older people start paying 

more attention to real-time heart monitoring, sugar levels, and assisted living technology. Finally, 

real-time alerts and emergency calls to carers, for example in case of elevated blood pressure or 

a sudden fall, along with simple chatbots helping with medication and everyday tasks are currently 

the most popular for the elderly. 

When exam results are alarming or various symptoms and flags appear, people typically go to 

doctors and hospitals to find out what’s wrong. It should be no surprise that doctors use heavy 

equipment and complicated applications that often rely on AI to lead to a diagnosis or verify one. 

Huge amounts of resources have been invested over the last few decades in methods that can 

help doctors analyse medical imaging or large volumes of data series faster and more accurately, 

sometimes even aiming at fully automated results. Experience of doctors, engineers, and patients 

themselves has been bottled into amazing hard- and software solutions making every single bit 

of relevant data stored in some of the largest distributed global ecosystems count. A less known 

aspect of such solutions, however, their ability to provide precision medicine and personalized 

treatment support, has been gaining momentum. Complicated diseases that require very specific 

combinations of food, exercise, medication, and radiation, sometimes using or even testing 

experimental procedures, benefit from AI methods often working in mysterious ways. 

AI support for surgery, including high-precision interfaces for remotely performed procedures, is 

a very particular area, more related to real-time monitoring of a number of critical parameters and 

offering real-time feedback using previously unthinkable features, such as surgical robots and 

augmented reality. 

Last, but not least, AI is playing a very significant role in offline analysis of medical files for gaining 

insight into new medicine interactions, the way specific diseases can be prognosed or treated 

more effectively, providing support for pandemic management issues, as well as identifying 

potentially dangerous trends, while proposing appropriate course of actions. The access to global 

datasets alone can be too complicated for conventional methods, but especially the parallel 

processing of big data streams involving such a large number of parameters from such a large 

number of sources without knowing exactly what to look for or how to extract useful information 

is exactly the type of situation that AI thrives in. 

Healthcare Industrial domain partners are active in all of the above areas, while TES & TIS 

partners are also contributing to get better results faster. All results will be included in the final 

version or this report, as will the results of a special survey presenting another point of view. 

 

WORK IN PROGRESS: SURVEY ON PUBLIC PERCEPTION OF AI IN HEALTHCARE 

 



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  55 

The use of AI in healthcare depends on what people think, as everyone is particularly sensitive 

when it comes to health issues. Our partners LUSIADAS and INOVA+ have completed the 

literature review phase and are currently working on a survey (more than 1000 participants) that 

will unveil the public perception of AI in healthcare, particularly in Portugal, their own domain. The 

survey is looking into the following aspects: 

• general attitudes of the public toward the use of AI in healthcare. 

• public perception of the benefits and risks of AI in different healthcare applications (e.g., 

diagnostics, treatment, administrative support). 

• significant differences in the perception of AI in healthcare across the country/globe.  

• difference in attitudes of various age groups, genders, education levels. 

• factors influencing acceptance or scepticism of AI in healthcare among specific 

demographic groups.   

• key factors influencing trust in AI (e.g. transparency, data privacy).  

• whether patients prefer AI involvement in certain tasks (e.g., administrative, diagnostics) 

over others (e.g., therapeutic decisions). 

• main ethical concerns the public associates with AI in healthcare, such as privacy, bias, 

or depersonalization. 

• barriers in adopting AI in the healthcare system (e.g., cost, lack of regulation, or technical 

complexity). 

• public awareness of existing regulations governing AI in healthcare. 

• expectations for policymakers to ensure ethical and effective AI implementation.  

 

This observational, descriptive/analytical, cross-sectional study with a quantitative/qualitative 

approach will give us all very significant feedback and allow us to find the best approach for each 

relevant barrier. 
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5 Manufacturing Industrial domain 
 

AI is significantly transforming conventional manufacturing practices [48]. AI's ability to analyse 

huge amounts of data, generate decisions, and adapt in real-time drives this revolution, leading 

to major and significant changes. AI integration in manufacturing refers to the embodiment of 

cutting-edge technologies and algorithms that enable machines and systems to do tasks that 

have traditionally been performed by people, bringing in greater automation, efficiency, and 

precision [49]. AI is easing the creation of smart factories, according to the principles of the so-

called “Industry 4.0”, where the data generated by production machines is exploited for training 

of data-driven AI models. Embodying AI into these smart factories paves then the way for 

improved productivity, real-time monitoring of manufacturing processes, and data driven decision-

making [50]. 

Exploiting AI in manufacturing systems involves several approaches and various applications, to 

provide a mapping between AI technologies and manufacturing industrial domain: here, three 

sub-domains have been depicted each of which representing one aspect of the manufacturing 

systems in a comprehensive taxonomy. These sub-domains are Product, Factory and Value 

Chain: these three sub-domains are indeed supposed to entirely cover the manufacturing 

industrial domain in terms of product lifecycle, production and supply chain. Considering the 

mentioned sub-domains, the overall connection of the manufacturing use cases has been listed 

in Table 6. 

Table 6. Manufacturing industrial domain UCs list 

Use Cases Sub-domain 

UC1. Automatic identification of batch production patterns. Factory 

UC2. Smart Factory: Optimization of energy consumption in industrial 
robots. 

Factory 

UC3. Smart Factory: Toward a more sustainable manufacturing 
industry. 

Factory 

UC4. Flexible remanufacturing facility Optimization of remanufacturing 
process configuration, scalability, and efficiency. 

Product, Factory 

UC5. Self-X Integration in manufacturing domain. Product, Factory, Value Chain 

UC6. Low-volume training dataset for computer vision. Product, Factory 

UC7. Context-agnostic Computer Vision human detection Factory 

UC8. Machine Learning-based stress detection for human operators   Factory 

UC9. Ensuring data reliability, robustness, and transparency with 
synthetic data 

Value Chain 

UC10. Computer Vision for feet recognition Factory 

UC11. Egocentric perception for shopfloor operators Factory 

UC12. AI techniques for products improvement based on customers’ 
review   

Product 

 

Additionally, as per the other industrial domain, a mapping depicted in Table 7 has been realised 

to understand the matching between AI attributes and the proposed UCs in the different sub-

domains. Given the fact that these UCs have been derived from real-world issues come to the 

attention of the T3.3 researchers, the UCs listed are highly unbalanced towards the Factory sub-

domain. This witness a higher interest towards AI applications in the production phases, but could 
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also be related to a higher proficiency of the Manufacturing partners in the production-related 

operations. In any case, the Manufacturing partners of the consortium are focusing this sub-

domain to achieve a high consortium positioning in the factory-related scientific communities.  

Table 7. Manufacturing UCs' mapping 
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5.1 Product Sub-domain 
 

In recent years, the role of AI has expanded beyond its initial purposes, reaching many aspects 

of product development. The ability of AI algorithms to analyse large datasets, identify trends, and 

optimize design parameters has not only speeded the ideation phase up, but has also significantly 

increased the quality and usefulness of the final products [51]. The Product sub-domain 

investigates hence the opportunities offered by AI to enhance efficiency, innovation, and 

sustainability throughout the product lifecycle, from design and prototyping to its end-of-life, 

through production and quality assurance. Some of the main schemes in which AI can be 

leveraged to make a product smart can be mentioned as follows: 

• Design and improvement of products and services 

• Marketing and sales 

• Product knowledge management 

 

RESEARCH OUTCOME. Framing human operators into control loops involving 

autonomic computing in process industry. 

Use case: UC5. Self-X Integration in manufacturing domain. 
Description: Process industry (e.g., paper, metals, and plastics) is one of the first 

industrial macro-sectors which embodied IoT and data analytics in its production, given 

the usual high CapEx investments in its production plants. The wide availability of data, 

hence, set a fertile ground for the application of Machine Learning algorithms, which have 

been used for various purposes, such as the maintenance of the expensive/critical 

production assets or the design of product recipes. Apart from these structural 

characteristics, process industry suffers of an intrinsic issue related to the input materials: 

on the contrary of discrete manufacturing, which can count on standard input materials 

(e.g., components to be assembled which are usually fixed in terms of dimensions and 

chemical composition), process industry rely on a high variability of the raw material, 

given the fact they either are natural (e.g., minerals in the primary metal production) or 

they are extremely variegated (e.g., scrap in the secondary metal production). A 

systematic literature review showed indeed that, given the slow dynamics which reign 

over these variability, usual ML models tend to fail, falling under catastrophic effects which 

trigger forgetting or showing some drifting behaviours which prevent an efficient 

exploitation of ML models. Recent studies have however demonstrated how the “old” 

discipline of autonomic computing can prevent or mitigate such effects, dealing with an 

effective triggering of re-trainings of the models.  

Before an actual scale-up into real industrial environment, however, the autonomic 

computing discipline needs to be adapted to a manned environment (as any industrial 

shop floor is). In order to frame the autonomic computing solution into a format easily 

understandable and scalable by the industrial community, POLIMI has then developed a 

three-step methodology which (i) cluster the specific AI application context, (ii) analyses 

the target of the human-autonomic computing collaboration, and (iii) frames this 
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collaboration assigning roles and reciprocal relationships. This last step, which closes the 

methodology, has been depicted as a “classic” control loop (see Figure 18) where the 

autonomic computing functionalities have been represented according to the MAPE-K 

control framework (strongly coupled with the autonomic computing discipline). 

 

 

(ON-GOING, TIS COLLABORATION) RESEARCH OUTCOME. End-of-Life of electronic 

components 

Use case: UC6. Low-volume training dataset for computer vision. 
Description: Recent past has shown the entire consumers’ good market the fragility of the supply 

chain of electronic components, leading companies to deeply redesign the architecture of Printed 

Circuit Boards (PCBs) to minimize the usage of Integrated Circuits (ICs) and Electric Components 

Figure 18. Autonomic computing vs. human agent coupling 
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(ECs) whose availability after the COVID-19 pandemic has significantly decreased, increasing in 

turn their price. This trend, in conjunction with the recent trends of Circular Economy (and with 

the related new business models) offered by the academic and practitioners’ community, led the 

research community to investigate whether some of the components could be retrieved from 

PCBs at their end of life, to be reused for new products, shortening the supply chain and 

decreasing their price on the market. 

One of the issues with this approach sits in the fact that the used components to be dismantled 

from PCBs could be defective because of various reasons (e.g., short-circuits or mechanical 

damage) and, thus, not reusable for any further application, but, at the same time, all the available 

datasets propose PCB defects focused on production defects (e.g., errors in soldering, mice-

bites), limiting the exploitation of Machine Learning-based Computer Vision solutions which could 

further automate the dismantling process, reducing its costs. To overcome this issue, POLIMI is 

working with TIS Open Call winners. The proposed methodology follows two different paths. 

The first one sees an approach recently implemented for similar problems in settings with scarce 

training data. Those include a few-shot object detection framework based on the two-stage fine-

tuning approach [52] and a few-shot classification framework based on API-Net [52], which is 

supposed to be extended to allow incremental learning [53]. Given the particular constraints, the 

expectation is that the detection will require identifying features that are likely to be more robust 

even for defected parts. The pairwise training setup of [52] has shown to be capable of such fine-

grained discrimination in classification tasks, and the TIS winner is planning to leverage on this 

for detectors and segmenters. Synthetic data production is also planned to extend the training 

dataset for detection and defect classification models. Models trained on the synthetic data will 

benefit from the extension of the model soup approach [54] to improve generalization on out of 

distribution data (i.e. in this case real data).  

To assist users in working with the trained models and to identify needed training improvements, 

the TIS winners are also leveraging on an existing work on Locally Interpretable Boosted Feature 

[55] and Explainable Boosting Machines to provide explanations understandable for non-experts 

by describing the impact of semantically meaningful image regions.  

The second approach will follow the usage of Neural Architecture Search (NAS), which already 

achieved some results in image-based defect detection [56], showcasing its effectiveness for 

different deep learning models and datasets. This approach has been selected because of an 

earlier application where NAS has been applied to defect detection in an industrial case of data 

scarcity problems into account, designing lightweight network search spaces accordingly. 

Both of these approaches have just started their activities, so the current status of the application 

is in the dataset-building phase as shown in Figure 19. 
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Figure 19. Automotive PCB image within the annotation tool environment during the annotation process, with ICs and 
capacitors labeled into four classes: IC_working, IC_defective, capacitor_working, and capacitor_defective for defect 
detection.  

 

NEW USE CASE. 

Use case: UC12. AI techniques for products improvement based on customers’ review   
New use case has been drafted to improve the representativeness of the Product sub-domain in 

the Manufacturing industrial domain, to intercept interest from the product Design community. 

This UC leverages on the product improvement through text mining techniques applied to the 

online reviews of marketplaces devoted to the pass market. It is however supposed to constitute 

the basis of further researches (e.g., via a comparative analysis of different models and 

approaches). For a detailed description, see Annex 1. 

 

 

RESEARCH OUTCOME. Attribute extraction and prioritization methods for online product 

reviews. 

Use case: UC12. AI techniques for products improvement based on customers’ review   
Description: In the contemporary market, online reviews have become the most important source 

of customer feedback, offering insights into product performance and user satisfaction. For Small 

and Medium Manufacturing Enterprises (SMMEs), effectively analysing this information affects 

product enhancement and helps in maintaining competitiveness. However, SMMEs often face 

challenges in processing the big amount of unstructured data, typical of online reviews, due to 

limited resources and technical expertise. The outcome of this activity introduces a novel method 
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designed to assist SMEs in extracting and prioritizing product attributes from online reviews, 

easing informed decision-making in product development. 

The proposed method, depicted in Figure 20 integrates natural language processing (NLP) 

techniques with a prioritization framework tailored to the needs of SMMEs: the process begins 

with data collection, where online reviews are gathered from different digital marketplaces, then, 

text preprocessing steps, including tokenization, lemmatization, and stop-word removal, are 

applied to prepare the data for analysis. 

 

Figure 20. Proposed framework 

For attribute extraction, it is employed combination of part-of-speech tagging and dependency 

parsing to identify product attributes and associated sentiments expressed in the reviews. To 

prioritize these attributes, a scoring system is developed that considers factors such as frequency 

of mention, sentiment intensity, and relevance to key product features (see Figure 21). This 

scoring system enables SMMEs to focus on attributes that significantly impact customer 

satisfaction and product performance. 
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Figure 21. Attribute evaluation 

The method has been evaluated through a case study involving an SMME in the consumer 

electronics sector (i.e., an automated roaming vacuum cleaner). By applying the proposed 

approach, the company identified critical product attributes that required improvement. The 

prioritization framework highlighted attributes with the highest impact on customer satisfaction, 

allowing the SME to allocate resources effectively and implement targeted enhancements. Post-

implementation feedback indicated a notable increase in positive customer reviews and a 

reduction in reported issues related to the addressed attributes. 

The findings suggest that the integration of NLP techniques with a prioritization framework offers 

a practical solution for SMMEs wanting to leverage on online reviews for product improvement. 

The method's scalability and adaptability make it applicable across various industries, enabling 

SMMEs to overcome common barriers associated with data analysis, such as limited technical 

expertise and resources. Moreover, by focusing on attributes that matter most to customers, 

SMEs are supposed to increase product quality and customer satisfaction, leading to increased 

competitiveness in the market. 

Reference [57]: Wang, K., Lei, A., Huang, Z., Gao, Z., Ma, Q., Zheng, C., Li, J., Eynard, B., & 

Xiao, J. (2025). Online Review-Assisted Product Improvement Attribute Extraction and 

Prioritization Method for Small- and Medium-Sized Enterprises. Systems, 13(3), 149. 

https://doi.org/10.3390/systems13030149 

  

https://doi.org/10.3390/systems13030149
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5.2 Factory Sub-domain 
 

The smart factory is a core concept of Industry 4.0, in which the entire manufacturing system is 

connected. This connection generates a considerable volume of data. AI seeks to produce 

machines as intelligent as humans. Machine learning is perhaps the most complex approach 

within AI, defining the ability to detect patterns in huge quantities of data in order to predict, for 

example, machine failure. As a result, the opportunities for AI in smart manufacturing are 

numerous and extensively discussed in literature [58]. AI is transforming manufacturing by 

allowing for intelligent automation, predictive maintenance, quality control, and human-robot 

collaboration. This change improves production efficiency, sustainability, and adaptability. The 

potential schemes in which AI may be exploited can be classified as below: 

• Operator support 

• Production planning and control, control of processes and systems 

• Factory knowledge management 

 

(ON-GOING, TES COLLABORATION) RESEARCH OUTCOME. Exploring AI-Driven 

Automation for FMEA in Industrial Contexts 

Use case: UC1. Automatic identification of batch production patterns. 
Description: the activity starts from the literature evidence according to that most of the existing 

works are focused on the improvement of Failure Mode and Effect Analysis (FMEA) risk 

assessment by AI. Conventional FMEA methods have limitations, such as oversimplified risk 

calculations, equal weighting of factors, limited consideration of elements, and the potential for 

different evaluations yielding the same risk priority number (RPN). These issues can be 

addressed by combining FMEA with multi-criteria decision-making (MCDM) methods like AHP, 

ANP, TOPSIS, DEMATEL, COPRAS, and GRA, which can enhance risk assessment in FMEA. At 

the same time, a recent work published [59] by the TES winner presented a methodology for 

improving risk assessment in smart grids. Furthermore, most FMEA analyses rely heavily on 

expert evaluations and manual experimentation, with few studies focusing on leveraging AI to 

reduce this dependence and improve the reliability of results. A performed literature review 

highlights as only a small number of papers addresses a fully data-driven FMEA process. Many 

still rely on manual expert analysis for critical parameters such as Occurrence (O), Detection (D), 

and Severity (S). A few papers have proposed methodologies for automating FMEA but typically 

require comprehensive operational data, including sensor data (time series), operational logs 

(textual data) and labelling. These often utilize Natural Language Processing (NLP) with deep 

learning to extract features for predicting D and S parameters. 

Therefore, the winner and POLIMI are working on building an AI model able to enhance accuracy 

and consistency to reduce subjective biases and inconsistencies in assessments, to integrate real 

time data from IoT enabling real-time risks evaluation and a continuous assessment on the 

production asset. The AI-based solution is also proposed to decrease the manual effort in realizing 

FMEAs, which is currently a source of costs for companies aiming to improve their maintenance 

routines. 
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The datasets selected for the initial exploration include Machinery Fault Database (MAFAULDA, 

12GB, unstructured) and Machine Tool and Process Health Assessment (24GB, unstructured). A 

further dataset realized and shared by POLIMI is also made available (250MB), with an 

accompanying FMEA realized by POLIMI team supervising the industrial plant which generated 

the data, which will be used as validation mean to assess the robustness of the proposed solution 

(see Figure 22). 

 

Figure 22. POLIMI dataset overview 

The training dataset preparation sees the synthetic generation of anomalies and their injection in 

the Machine Tool and Process Health Assessment dataset, to create different time-series 

segments corresponding to industrial batches processing, as per Figure 23. 

 

Figure 23. Training dataset sample batch 

At the time being, three different approaches are under evaluation for the anomalies detection: 
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1. Supervised learning, where feature generation is followed by autoencoding for 

dimensionality reduction, and the training and saving of the model is realized via an 

XGBoost classifier. 

2. Unsupervised learning, where, after the feature generation, is run a K-means clustering. 

3. Mixed approach, where, after the feature generation, is run a K-means clustering to 

classify the anomalies, which is followed, on turn, by a supervised approach based on 

similarity detection.  

For the inflection of the detection algorithms in the FMEA, existing stochastic approaches have 

been used [60]. Against the dataset and the FMEA provided by POLIMI, D and O parameters 

appear to be well addressed and coherent, while the S one is currently subject of deeper 

investigation. 

A conference paper and a journal one are currently being drafted from the aforementioned 

investigations and initial outcome. 

(ON-GOING, INTERNAL COLLABORATION) RESEARCH OUTCOME: INVESTIGATING 

ADAPTIVE AI APPROACHES TO IMPROVE DTW METHOD PERFORMANCES  

Use case: UC1. Automatic identification of batch production patterns. 
This use-case addresses a critical challenge hindering the widespread adoption of smart 

manufacturing and Condition-Based Maintenance: the contextualization step for behavioural 

indicator extraction. Contextualization is an essential step for a reliable and robust assessment of 

the health condition of an operating machine. This process involves identifying and labelling 

patterns from raw data prior to the extraction of behavioural indicators. From a machine learning 

perspective, this problem corresponds to pattern matching and time series classification. 

However, traditional machine learning techniques only address the later and suffers from a 

scarcity of labelled data. To highlight this issue, we present an industrial-focused problem 

formulation and demonstrate it through two use cases, applying a modified Dynamic Time 

Warping (DTW) algorithm. The results show that while the DTW-based method is one of the few, 

if not the only, that addresses industry-specific constraints, its performance varies significantly 

across applications and lacks scalability for complex manufacturing processes. 

Problem formulation:  

The general approach for reliable Prognostics and Health Management (PHM) solution could be 

summarized as the following:  
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Figure 24. general approach for reliable Prognostics and Health Management 

We start by giving the following definitions: 

• Time series: an ordered set of raw observations, here typically captured by a sensor. 

Multivariate time series refers to multi-dimensional raw observation. 

• Pattern: a group of similar sequences in a time series. 

• Sub-pattern: a continuous part within a pattern. 

• Reference: a business knowledge pattern to search for, defined beforehand. 

• Query: undefined length time series that may contain reference patterns. 

• Similarity measure: distance measure between the references and the query. 

The addressed task aims to precisely define starting and ending of a pattern at various levels. By 

recursively chaining the search for pattern and sub-pattern, one can improve the desired 

contextual discrimination capability to identify specific operating conditions. This is illustrated by 

step 1 and 2 of Figure 25. 

1. Retrieve references patterns in query, i.e. matching, 

2. Assign sub-pattern for each pattern, i.e. labelling. 
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Figure 25. Conceptual illustration of the pattern identification and labeling problem 

. 

Research progress:  

Finding similar time series is a well-studied field in the data mining and pattern recognition 

communities with a broad range of applications in various domains and numerous approaches 

are studied in the field of Time Series Classification (TSC). Among those, Bagnall et al. [61] 

described whole series similarity algorithms which compare two series by a distance measure. 

The standard benchmark algorithm Dynamic Time Warping (DTW) is a good starting reference. 

Based on an elastic measure, the distance is obtained with the path that minimizes the total 

distance in the pointwise distance matrix between the two series. However, it is worth to point out 

the warping constraints introduced to limit possible paths: 

• Continuity: no element is skipped to maintain the point-to-point warping; 

• Monoticity: preserve time ordering, i.e. matrix indexes are increasing; 

• Boundary: first (resp. last) point of the query is attributed to first (resp. last) point of the 

reference so the matching is made for the whole length of the two time series. 

We want to extend the problem to find, if available, one or multiple patterns in a query. Moreover, 

those methods demand a large amount of observations which is not always available in the 

industry. The most efficient way to search for pattern in a real world is to skip the time-consuming 

data labelling part. Hence, we want to use the minimum “training set” size of one sample. So, we 

propose an appropriate approach allowing to tune and extend DTW to cope with the problem 

definition. 
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To demonstrate the issue outlined above and assess the effectiveness of the proposed DTW-

based approach, we study two industrial use cases frequently encountered in our daily work. The 

first case involves the automotive industry, where the goal is to continuously monitor the quality 

of manufactured products in a real-time data stream in which we need to identify the pattern and 

then label it (steps 1 and 2 of the problem in Figure 25).  

 

Figure 26. Industrial Use Case 

The second use case focuses solely on step 2, dealing with a valve opening/closing process in 

the oil & gas industry. In this use case, acquisition is launched only when the valve is open, 

meaning the pattern is already identified (start, end), but the sub-patterns still need to be labelled. 

The two uses case as well as the contextualization results obtained using DTW-based approach 

are presented in detail in the article published and presented on the International Conference on 

Industry 4.0 and Smart Manufacturing.  

Reference [62] : P. Lepetit, L. Belmerhnia, and F. Peysson, ‘Automating the labeling of industrial 

data: a challenge and an opportunity to boost the development of Condition-Based Monitoring in 

Industry 4.0’, Procedia Comput. Sci., vol. 253, pp. 1680–1690, 2025, doi: 

10.1016/j.procs.2025.01.230 

 

[ON-GOING] RESEARCH OUTCOME. Enhance energy efficiency and operational 
performance in circuit board assembly machines using advanced energy-harvesting 
technologies. 
Use case: UC3. Toward a more sustainable manufacturing industry. 

Description:  

This on-going research explores the nonlinear dynamics of metamaterials, focusing on enhancing 
power output and achieving vibration suppression through piezoelectric energy harvesters 
(PEHs). The study progresses from modelling mechanical resonators to integrating piezoelectric 
components, revealing the interplay of mechanical and electrical energies. It further examines 
mechanical and electromechanical internally coupled resonators, highlighting the role of internal 
couplings in energy harvesting and vibration resilience. Simulations and analyses demonstrate 
the significant influence of specific PEH nonlinear parameters on system efficiency, offering 
insights for optimizing PEHs in practical applications. 
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Key contributions include developing a comprehensive theoretical model for electromechanical 
nonlinearity, examining the band gap phenomenon in piezoelectric systems, and investigating 
various models of nonlinearity within piezoelectric resonators. The study also explores the effects 
of shunt capacitance on internal resonator coupling and its implications for enhancing energy 
harvesting capabilities. The results underscore the balance required between nonlinearity 
parameters and system efficiency, opening avenues for optimizing energy harvesters. 

AI plays a crucial role in this research, particularly in optimizing system parameters. 
Reinforcement Learning (RL) algorithms are employed to fine-tune notch filter parameters in 
piezoelectric actuators, significantly enhancing vibration isolation and bandgap depth in 
overdamped systems. The use of AI algorithms enables precise tuning of the system's dynamic 
response, demonstrating substantial advancements in vibration control technologies. 

Future research will focus on optimizing coupling parameters to maximize energy harvesting 
efficiency and stability. Extending the analysis to networks of internally coupled resonators will 
help understand their collective stability and energy efficiency. Additionally, exploring adaptive 
control techniques to dynamically adjust coupling parameters promises to enhance system 
performance, with AI further refining and optimizing these advanced energy-harvesting systems. 

Reference [63]: Alimohammadi H, Vassiljeva K, HosseinNia SH, Petlenkov E. Stability analysis 

and energy harvesting in lumped parameter systems with internally coupled resonators. Journal 

of Vibration and Control. 2024;0(0). doi:10.1177/10775463241241161 

 

NEW USE CASE. 

Use case: UC7. Context-agnostic Computer Vision human detection 
New use case has been drafted to enhance the robustness of Computer Vision current 

solutions, to pave the way to solutions able to identify human activities in workspaces shared 

with robots, limiting the on-site training of these ML-based solutions and allowing manufacturing 

companies to rely on plug-and-play solutions for the environmental safety of operators. For a 

detailed description, see Annex 1. 

RESEARCH OUTCOME. Safety increase in human-robot collaboration workspace. 

Use case: UC7. Context-agnostic Computer Vision human detection 
The global semiconductor shortage has increased the practitioners’ interest in the recovery of 

ECs from WPCBs, positioning semi-automated disassembly as a suitable approach to balance 

efficiency and sustainability [64]. Traditional disassembly methods either compromise component 

reusability or introduce safety risks when human operators are involved [65], but human-robot 

collaboration offers a promising solution. However, the absence of physical safety barriers needs 

advanced monitoring strategies to mitigate collision risks with hazardous tools (such as the hot 

air desoldering equipment). This outcome leverages AI-driven CV techniques to enforce safety 

measures within a human-robot collaboration framework, ensuring operator safety without 

diminishing productivity [66], [67]. 

The developed system (depicted in Figure 27) consists of a UR5e cobot equipped with a hot air 

nozzle for desoldering, an Intel RealSense D435i camera for visual tracking, and a CV module 

employing YOLOv5 and MediaPipe algorithms [68]. The perception layer of the system detects 

and locates the operator’s hands and the cobot’s end effector, computing real-time proximity data; 

then, the decision layer determines whether predefined safety thresholds are breached, triggering 

https://doi.org/10.1177/10775463241241161
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a prompt trajectory adjustment to prevent unsafe interactions. The control layer implements 

corrective movements using the MoveIt motion planning framework integrated into ROS Noetic 

system [69], [70]. 

 

Figure 27. System's architecture 

Experimental trials confirmed that the proposed safety mechanism achieves a reaction time of 

0.52 ± 0.06 seconds when an operator’s hand enters the risk zone (as per Figure 28). This 

response time ensures that hazardous situations are mitigated before contact occurs, significantly 

reducing the likelihood of thermal or mechanical injuries [71], [72], highlighting the potential of AI-

enhanced human-robot collaboration frameworks to improve safety and operational efficiency in 

industrial settings [73]. 
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Figure 28.Highlights of keypoints and areas in the workspace 

Reference [74] : N. R. Choubeh, M. Zarei, W. Quadrini, S. Gusmeroli, and L. Fumagalli, ‘Safety-

driven Electronic Components disassembly through Human-Robot Collaboration framework’, 

Procedia Comput. Sci., vol. 253, pp. 1103–1112, 2025, doi: 10.1016/j.procs.2025.01.172. 

 

NEW USE CASE. 

Use case: UC8. Machine Learning-based stress detection for human operators 
A new use case has been released, to cope with the increased interest of scientific and 

practitioners’ communities with respect to huma-centric manufacturing, and in particular 

to enable a objective identification of stressful tasks assigned to manual operators. For a 

detailed description, see Annex. 

 

RESEARCH OUTCOME. Overcome of interoperability and latency burdens in collection of 

biometric signals in a human-centric industrial scenario. 

Use case: UC8. Machine Learning-based stress detection for human operators. 
Description: in the context of this use case, POLIMI developed an analysis of industrial 

requirements, which included latency performances of the network (crucial, give the time 

constants of the biological signals) and the interoperability of the different technologies, coming 

from the healthcare domain, which allow the collection of such data. This analysis brought to the 

definition of a reference architecture, which will characterize the future development of this use 

case. In particular, the architecture relies on open ETSI standards (NGSI-LD) broadly accepted 

by the industrial community to mitigate the interoperability issues, and on private 5G connection, 
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to ensure a reliability and throughput of the data transmission coherent with the time-constants 

which characterize the biometric signals and transducers, like the ones worn by the author in 

Figure 2529. 

 

Figure 2529. Researcher mimicking an industrial operator in its tasks, to test the pipelines of UC8. The fact the 

researcher is dressed like in Figure 28 probably indicates the experiments happened the same day 

Reference [75]: D. A. Syed, W. Quadrini, N. Rahmani Choubeh, M. Pinzone, and S. Gusmeroli, 
‘Approaching Interoperability and Data-Related Processing Issues in a Human-Centric Industrial 
Scenario’, in Global Internet of Things and Edge Computing Summit, M. Presser, A. Skarmeta, 
S. Krco, and A. González Vidal, Eds., Cham: Springer Nature Switzerland, 2025, pp. 21–34. doi: 
10.1007/978-3-031-78572-6_2 

RESEARCH OUTCOME. Overcome of interoperability and latency burdens in collection of 

biometric signals in a human-centric industrial scenario. 

Use case: UC8. Machine Learning-based stress detection for human operators. 
Description: POLIMI employed 28 participants (11 females and 17 males, mostly university 

students aged 29±6 years) in a manual operation of valve assembling. In a “classic” strain 

evaluation experiment, exploiting the usage of NASA TLX assessment, participants have been 

embodied with wearable sensors (Empatica E4 to capture EDA and ST, Neon Glasses for 

capturing pupil data and a Polar H10 for capturing cardiac activity, as per Figure 2630), to check 

whether the different in the baseline assessment (sitting vs. standing) affected the overall data-

driven stress detection.  



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  74 

 

Figure 2630. Equipment used through the experiment 

Results showed an appreciable difference, despite the results are still to be further investigated, 

increasing the set of normalization procedures applied to the raw dataset. 

Reference [77]: D. A. Syed, W. Quadrini, M. Pinzone, “Impact of Sitting vs Standing Baselines on 

Performance Parameters of Stress Classification Models in Assembly Tasks  ”, SUBMITTED TO 

15th IFAC Workshop on Intelligent Manufacturing Systems, 2025 

 

NEW USE CASE. 

Use case: UC10. Computer Vision for feet recognition 
A new use case has been added, to address the lack of diffusion of gesture recognition 

applications in the Human-Machine collaboration. This lack of application is deemed to be linked 

to the continuous interruptions an operator at work has to make to instruct the machine with hand-

gestures, which prevent him/her from efficiently performing manual tasks. To overcome this 

shortcoming, ML model based on feet recognition is supposed to be developed, trained, and 

demonstrated in an industrial-like scenario. For a detailed description, see Annex. 

 

NEW USE CASE. 

Use case: UC11. Egocentric perception for shopfloor operators 
A new use case has been designed to help assembly operators to deal with the increasing 

variety of tasks of manual workers in assembly workspaces, after the demand for flexibility and 

customization introduced by the so-called “Industry4.0”. This industrial issue is supposed to be 

addressed through a model able to estimate the current task in charge of the operator and to 

assist him/her with the task-list to complete the assembly procedure.  

(ON-GOING, WP2-WP3 COLLABORATION) RESEARCH OUTCOME. Comparative study of 

existing approaches for egocentric computer vision. 

Use case: UC11. Egocentric perception for shopfloor operators 
Description: Collaboration has started with the Adaptive AI pillar, in order to realise the model 

addressing the use case. Current progress limits to a systematic study of the existing literature in 



ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  75 

the domain of ego-centric CV applications. Existing training open datasets have then also been 

retrieved [78], [79], [80]. 
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5.3 Value Chain Sub-domain 
 

Artificial intelligence has reshaped the manufacturing value chain by optimizing supply chains, 

logistics, procurement, and customer service. AI’s influence in manufacturing extends beyond the 

factory environment, encompassing various dimensions of supply chain management. AI 

algorithms deal with big amounts of data, including inventory levels, demand forecasts, and 

logistical constraints, in order to improve strategies for planning production managing inventories, 

and distributing goods. Streamlining these operations could enhance customer satisfaction, 

reduce stockouts, and shorten production times for manufacturers [49]. Two main schemes can 

be mentioned for this sub-domain: 

• Logistics/Supply chain management 

• Value chain knowledge management 

 

NEW USE CASE. 

Use case: UC9. Ensuring data reliability, robustness, and transparency with synthetic data 
Description: In a manufacturing context, synthetic data are often necessary, as acquiring and 

annotating data may be time consuming and require expert knowledge. On the one hand, the use 

of synthetic data (artificially generated) is a well-known approach to complement scares and non-

representative datasets to train more reliable and robust AI model. On the other hand, it must be 

transparent for the users of AI systems that synthetic data are used. Ensuring data reliability, 

robustness, and transparency guaranties thus the safety of AI systems. 
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5.4 Synthesis and perspectives 
Given the sub-domains specified within the Manufacturing Industrial domain (Product, Factory, 

and Value Chain), several directions and perspectives can be considered for future research 

within the ENFIELD project. 

• Synergistic Integration: The sub-domains are interconnected regardless of their different 

nature. Future research might focus on establishing well-connected collaboration between 

them. As an example, data collected from product lifecycle analysis (Product sub-domain) 

may support factory workflow optimization (Factory sub-domain) in addition to enhance 

value chain resilience. Efforts to create a holistic view of the manufacturing ecosystem 

should be prioritized. 

• Human-AI Collaboration: While AI offers automation opportunities, it's crucial to consider 

the human element. Future research should explore how AI can augment human 

capabilities, empower factory workers, and promote a collaborative environment where 

humans and AI systems work together seamlessly.  

• Scalability and Adaptability: Manufacturing environments are dynamic and diverse. AI 

solutions must be scalable to accommodate varying production volumes and adaptable to 

changing market demands and technological advancements. Research should emphasize 

the development of flexible and reconfigurable AI systems. 

• Sustainability and Circularity: The manufacturing sector has a significant environmental 

footprint. AI can contribute to sustainability goals by optimizing resource utilization, 

reducing waste, and promoting circular economy principles. Future efforts should prioritize 

the development of AI-driven solutions for sustainable manufacturing practices. 

• Addressing Data Scarcity: As seen in the End-of-Life of electronic components use case, 

data scarcity can be a major challenge. Exploring and refining techniques like few-shot 

learning, synthetic data generation, and neural architecture search will be critical for 

broader AI adoption in manufacturing. 

By focusing on these directions, the ENFIELD project can contribute significantly to the 

advancement of trustworthy and green AI in the manufacturing sector, paving the way for more 

efficient, sustainable, and resilient manufacturing systems. 

For what concerns the scientific outcome of the industrial domain, the different contributions of 

the UCs have been summarized in Table 8, where all the publications realised or submitted have 

been assigned a self-assessed “maturity level” which, from the lowest to the highest readiness, 

has been simplifies as:  

1. SA = State of the art;  

2. CF = Conceptual Framework;  

3. D = Demonstrator at laboratory Level;  

4. ML = Multi-level domain application. 

 

Table 8. Publication list for Manufacturing industrial domain 

No. Reference Conference/
Journal 

Status Year Level 
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1 Wang, K., Lei, A., Huang, Z., Gao, Z., Ma, 
Q., Zheng, C., Li, J., Eynard, B., & Xiao, J. 
(2025). Online Review-Assisted Product 
Improvement Attribute Extraction and 
Prioritization Method for Small- and Medium-
Sized Enterprises. Systems 

Journal Published 2025 ML 

2 Philippe Lepetit, Leïla Belmerhnia, Flavien 
Peysson, Automating the labeling of 
industrial data: a challenge and an 
opportunity to boost the development of 
Condition-Based Monitoring in Industry 4.0 

Conference Published 2025 D 

3 
Alimohammadi H, Vassiljeva K, HosseinNia 
SH, Petlenkov E. Stability analysis and 
energy harvesting in lumped parameter 
systems with internally coupled resonators 

Journal Published 2024 D 

4 Nima Rahmani Choubeh, Mostafa Zarei, 
Walter Quadrini, Sergio Gusmeroli, Luca 
Fumagalli, Safety-driven Electronic 
Components disassembly through Human-
Robot Collaboration framework 

Conference Published 2025 D 

5 Syed, D. A., Quadrini, W., Rahmani 
Choubeh, N., Pinzone, M., & Gusmeroli, S. 
(2024). Approaching Interoperability and 
Data-Related Processing Issues in a 
Human-Centric Industrial Scenario 

Conference Published 2024 CF 

6 D. A. Syed, W. Quadrini, M. Pinzone, 
“Impact of Sitting vs Standing Baselines on 
Performance Parameters of Stress 
Classification Models in Assembly Tasks”  

Conference Under 
Review 

2025 D 

 

Manufacturing industrial domain also poses itself as a application-oriented task, where fiver over 

the six contributions (including the one submitted) debate applications of AI hosted in controlled 

environments. Under this aspect, the all the non-real-life works are contextualised in the Factory 

sub-domain, while the only one dealing with data coming from real businesses is related to the 

Product sub-vertical. 
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6 Space Industrial domain 
 

In the recent years, AI has remarkably benefited EO by introducing new trends, algorithms models 

and showing the pathways to follow [81]. AI enables rapid processing of large EO datasets, 

allowing for real-time monitoring and data-driven decision-making [82]. For example, AI-powered 

satellites can filter and analyse data onboard, lowering latency and increasing efficiency1. 

Furthermore, AI helps with environmental monitoring and disaster response by detecting patterns 

and anomalies in EO data, resulting in better management of natural resources and emergencies. 

Space industrial domain encloses research activities related to the application of Artificial 

Intelligence (AI) in satellite-based Earth Observation (EO). The appliance of AI in EO through 

ENFIELD project is engaged in different fields (i.e., sub-domains) such as agriculture, 

atmosphere, aerospace, resilient society, and pre-processing methods of raw satellite images.  

Considering the mentioned sub-domains, the overall connection of the manufacturing use cases 

has been listed in Table 9. 

Table 9. Space industrial domain UCs' list 

Use cases Sub-domain 

UC1. AI satellite on-board processing model for cloud and 
cloud shadow masking on hyperspectral images with a 
metadata perspective. 
 

Pre-processing 

UC2. Causal Machine Learning model to identify agricultural 
practices aiding in yield productivity improvement using Earth 
Observation (EO) data.  

Agriculture 

UC3. Loss of satellite communication. Aerospace 

UC4. Icing condition prediction. Aerospace 

UC5. Flood zone mapping 
 

Resilient Society 

UC6. Fast and accurate atmospheric RT simulations for satellite 
microwave instruments. 

Atmosphere 

UC7. Generative models for 3D cloud fields Atmosphere 

UC8. Cost-effective precipitation retrievals Atmosphere 

UC9. Foreign object debris (FOD) detection Aerospace 

UC10. Automatic Speech Recognition (ASR) for automatic 
callsign detection on ATC voice communications 

Aerospace 

UC11. Monitoring of maritime illegal activities Resilient Society 

UC12. Forecasting soil water availability for monitoring illegal 
abstractions 
 

Agriculture 

UC13. Fleet scheduling Aerospace 

UC14. Fine-tuning the CCIC network for more trustworthy retrievals 
 

Atmosphere 

 

 
1 https://www.earthdata.nasa.gov/learn/earth-observation-data-basics/artificial-intelligence  

https://www.earthdata.nasa.gov/learn/earth-observation-data-basics/artificial-intelligence
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Space industrial domain has been divided into 5 sub-domain, driven by the domain expertise of 

the involved partners, who populated the sub-domains with UCs where the attributes coming 

from research pillars are mapped in Table 10, which depicts some kind of a sparse matix, mostly 

influenced by the high expectations on adaptive attributes of AI, given the domain shift problem 

affecting Space-related analyses. 

Table 10. Space UCs’ mapping 
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6.1 Agriculture sub-domain 
Description 

AI technologies can enhance the agricultural industry with the development of novel and 

advanced applications. For example, AI can help in the optimization of irrigation scheduling and 

management, the yield prediction and the detection of illegal irrigation activities to preserve the 

natural resources. Moreover, novel technologies like Causal Machine Learning can help in the 

evaluation of farming practices and thus help farmers, stakeholders and policymakers with 

decision-making support tools [83]. 

Sub-domain progress 

Data has been collected from open sources for soil moisture, weather and yield data for the 

research needs of Agriculture Sub-domain. Moreover, more specific confidential datasets have 

been collected from different collaborators of ECoE. The research activities of the sub-domain 

yielded two conference papers and one journal publication. Furthermore, another journal 

publication is under preparation. Two TES will be available on the third call for the Use Cases 2 

and 12 for further research and development. 

 

UC12. Forecasting soil water availability for monitoring illegal abstractions and UC2. Causal 

Machine Learning model to identify agricultural practices aiding in yield productivity 

improvement using Earth Observation (EO) data.    

Climate change drives the environment to more extreme weather events. Increased air, land 

surface and canopy surface temperatures affect the industry of agriculture in different ways. 

Significant crop damages and losses are emerging and spreading throughout different regions, 

accompanied by water scarcity and imposed restrictions on farmers' water usage. The Eastern 

Mediterranean, Middle East, and North Africa (EMMENA) region is one of the most affected 

areas globally. The United States (US) developed a system for monitoring droughts in different 

counties and classifying them into six categories (i.e., no drought, abnormally dry, moderate 

drought, severe drought, extreme drought, and exceptional drought) based on the assigned 

drought score. To predict drought scores, Artificial Intelligence (AI) methodologies are applied to 

a dataset that combines meteorological variables from the NASA Langley Research Center with 

drought scores from the US drought monitor system. The main objective of this work is to 

propose a novel explainable ΑΙ technique based on unsupervised learning for drought severity 

predictions and raise the awareness for drought events in the wider EMMENA region. 
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Figure 31. Decision tree features 

In Figure 31, from left to right, is the most important to the least important feature. X-axis defines 

each feature, and y-axis represents their importance score. 

Through this work a novel explainable AI methodology was suggested for unsupervised 

classification models. The proposed methodology uses k-means algorithm and SHAP-based XAI 

techniques applied in drought monitoring, and thus, can be effective in cases where the ground 

truth labels are missing and/or interpretability is necessary. 
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Figure 32. SHAP summary plot for samples classified as “No drought”. 

X-axis defines the calculated Shapley value for each data point and y-axis defines the different 

features involved in the dataset. The colour differentiation in Figure 32 distinct the feature value 

for each point (low values are blue and high values are red). 
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Figure 33. SHAP summary plot for samples classified as “Exceptional drought”. 

X-axis defines the calculated Shapley value for each data point and y-axis defines the different 

features involved in the dataset. The colour differentiation distinct the feature value for each point 

(low values are blue and high values are red). 

According to the SHAP-based XAI applied to the decision tree trained on clusters, the most 

effective predictive features are the maximum air temperatures at 2 meters, the range of air 

temperatures at 2 meters, the precipitation, the surface temperature, and the surface pressure. 

Based on XAI techniques, it is easier to understand the importance of these features in classifying 

extreme classes like “No Drought” and “Exceptional Drought”. 

Reference [84] : S. P. Neophytides, M. Mavrovouniotis, M. Eliades, F. Bachofer, and D. 

Hadjimitsis, ‘Tree-based explainable clustering for drought severity predictions in United States’, 

in Tenth International Conference on Remote Sensing and Geoinformation of the Environment 

(RSCy2024), S. C. Michaelides, D. G. Hadjimitsis, C. Danezis, N. Kyriakides, A. Christofe, K. 

Themistocleous, and G. Schreier, Eds., Paphos, Cyprus: SPIE, Sep. 2024, p. 48. doi: 

10.1117/12.3037320 
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UC2. Causal Machine Learning model to identify agricultural practices aiding in yield productivity 

improvement using Earth Observation (EO) data.    

Precision agriculture is the application of correct amount of fertilizers and water pesticide to 

achieve higher agricultural productivity. Furthermore, under the framework of precision agriculture 

is the automated estimation of yield with advanced technologies including Artificial Intelligence 

(AI) and Remote Sensing (RS). The use of RS has advanced crop yield estimations and 

predictions in recent years. However, to validate RS-based models it is important to perform in-

situ exercises such as fruit counting, which is a time-consuming task that increases the production 

costs. Drones, robots, and in-situ cameras in combination with AI algorithms are widely used to 

efficiently address these issues. The recent advancement in computational resources and power 

available has enabled the utilization of Deep Learning AI models. One of the best-performing 

models for object detection is the You-Only-Look-Once (YOLO). In this study, the YOLOv5s is 

used for object detection, which is the second smallest and fastest YOLOv5 architecture, on two 

different benchmark datasets collected from AgML. The first dataset consists of 1730 images of 

mango trees in Australia during night, and the second dataset consists of 6512 images of wheat 

heads collected from different regions around the world. The main objective of this work is to 

demonstrate the capabilities of light AI models for object detection and to evaluate their 

performance, which will serve as a benchmark for future comparison with the on-board 

environment. 

 

Figure 34. Indicative examples of detected mangoes 
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Figure 35-Indicative examples of detected wheat heads 

The accuracy metrics used in this study are the precision, recall, mAP@50 and mAP@50:95 on 

both datasets. The investigated object detection model performed better on the mango dataset 

with respect to all the evaluation metrics, i.e., Precision = 0.960, Recall = 0.954, mAP@50 = 

0.981, and mAP@50:95 = 0.734. On the wheat head dataset the model achieved relatively high 

accuracy with respect to three of the evaluation metrics, i.e., Precision = 0.910, Recall = 0.824, 

and mAP@50 = 0.896, but has low accuracy in mAP@50:95. This is because mango colour, 

shape, and size (especially when they are ripening) creates a contrast with the background of the 

image and, thus, it is easier for YOLOv5s to detect and generate a bounding box around the fruits. 

In contrast, wheat colour together with the density of the stems (during both of their states, green 

and dry) in an image imposes challenges for YOLOv5s to detect the wheat heads. Furthermore 

the limitations on detecting tiny objects probably influences the performance of the model, despite 

the large dataset. The model counted a total of 1151 mango instances on the 127 images of the 

testing set, and 4399 wheat heads instances on the 100 images of the testing set. Figures 3 and 

4 present examples of the detected mangoes and wheat heads, respectively. 

Reference [85] : S. P. Neophytides, G. Guerissi, M. Mavrovouniotis, M. Tzouvaras, F. Del Frate, 

and D. G. Hadjimitsis, ‘Estimation of crop yield using deep learning for precision agriculture’, in 

Tenth International Conference on Remote Sensing and Geoinformation of the Environment 

(RSCy2024), S. C. Michaelides, D. G. Hadjimitsis, C. Danezis, N. Kyriakides, A. Christofe, K. 

Themistocleous, and G. Schreier, Eds., Paphos, Cyprus: SPIE, Sep. 2024, p. 47. doi: 

10.1117/12.3037319 

Furthermore, on the rest of related work to this sub-domain we evaluated the performance of 

Particle Swarm Optimization neural networks on groundwater salinization which outperformed 

one of the most used training algorithms for neural networks Stochastic Gradient Descent. 

Reference [86] :S. P. Neophytides, M. Mavrovouniotis, C. F. Panagiotou, M. Eliades, A. 

Chekirbane and D. Hadjimitsis, "Prediction of Groundwater Salinization Using Particle Swarm 

Optimization for Neural Network Training," IGARSS 2024 - 2024 IEEE International Geoscience 

and Remote Sensing Symposium, Athens, Greece, 2024, pp. 1927-1932, doi: 

10.1109/IGARSS53475.2024.10641861.  
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Moreover, a novel approach on the calculation of water demands in Cyprus was proposed through 

ENFIELD project as shown in the figure below. 

 

 

Figure 36- Calculation of water demands diagram 

 

Through this approach we identify that citrus, olives and potatoes required 84% more water than 

the average yearly inflow into the water reservoirs. To be more precise, the actual inflow during 

the period was 21.59 mcm, as Cyprus suffered from a dry winter. In comparison, the crops needed 

approximately 612% more water than the accumulated inflow. Such approach, can be further 

extended by leveraging AI algorithms. 

Reference [87]: S. P. Neophytides, M. Eliades, M. Mavrovouniotis, C. Papoutsa, G. Papadavid, 

and D. G. Hadjimitsis, ‘Improved water resources management for smart farming: a case study 

for Cyprus’, Sci. Rep., vol. 14, no. 1, p. 31751, Dec. 2024, doi: 10.1038/s41598-024-82797-7. 

Publications, events and the collaborations 

• [85] S. P. Neophytides, G. Guerissi, M. Mavrovouniotis, M. Tzouvaras, F. Del Frate, D. 

Hadjimitsis. Estimation of crop yield using deep learning for precision agriculture, 

Proceedings SPIE 13212, Tenth International Conference on Remote Sensing and 

Geoinformation of the Environment (RSCy2024), 132121A, Paphos, Cyprus, 2024.   

• [84] S. P. Neophytides, M. Mavrovouniotis, M. Eliades, F. Bachofer, D. Hadjimitsis. Tree-

based explainable clustering for drought severity predictions in United States., 

Proceedings SPIE 13212, Tenth International Conference on Remote Sensing and 

Geoinformation of the Environment (RSCy2024), 132121B, Paphos, Cyprus, 2024 

• [86] S. P. Neophytides, M. Mavrovouniotis, C. F. Panagiotou, M. Eliades, A. Chekirbane 

and D. Hadjimitsis, "Prediction of Groundwater Salinization Using Particle Swarm 
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Optimization for Neural Network Training," IGARSS 2024 - 2024 IEEE International 

Geoscience and Remote Sensing Symposium, Athens, Greece, 2024, pp. 1927-1932, doi: 

10.1109/IGARSS53475.2024.10641861. 

 

• [87] S. P. Neophytides, M. Eliades, M. Mavrovouniotis, C. Papoutsa, G. Papadavid, and 

D. G. Hadjimitsis, ‘Improved water resources management for smart farming: a case study 

for Cyprus’, Sci. Rep., vol. 14, no. 1, p. 31751, Dec. 2024, doi: 10.1038/s41598-024-

82797-7. 

• Neophytides et al, Soil moisture estimation (under preparation) 

• S. P. Neophytides, E. Neofytou, M. Eliades, C. Chrysostomou, M. Mavrovouniotis, D. G. 

Hadjimitsis, An Empirical Comparison of Machine Learning Algorithms for Groundwater 

Quality Classification (submitted to RSCy 2025 – not published) 

Research outcomes 

• An approach of water need calculations based on crop evapotranspiration. 

• Pre-trained model for yield estimation of mangoes and wheat heads. 

• A novel methodology for explainability on unsupervised learning algorithms. 
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6.2 Atmosphere sub-domain (ECoE) 
 

Description 

AI applications for the enhancement of atmospheric monitoring using Earth Observation Data. 

Related Use cases 

Use case 6_SPACE: Fast and accurate atmospheric RT simulations for satellite microwave 

instruments. 

Use case 7_SPACE: Generative models for 3D cloud fields 

Use case 8_SPACE: Cost-effective precipitation retrievals 

Use case 14_SPACE: Fine-tuning the CCIC network for more trustworthy retrievals 

Sub-domain progress 

Use cases 6, 7, and 8 were defined in combination with the first TES open call. There were no 

applications. They have not been considered again for new TES open calls. 

Work towards use case 7 was never initiated besides a survey conducted to define the TES 

challenge, and there are no current plans to pursue it. Work for use case 6 is yet to be initiated 

and will only be pursued if there is time within the project to conduct it. 

UC8. Cost-effective precipitation retrievals 

Geostationary satellites offer a vantage point for Africa, where ground-based measurements for 

estimating precipitation are greatly lacking. Using space-borne observations, rainfall can be 

estimated, but the problem is ill-posed, since the solution is often not unique. This is exacerbated 

with geostationary imagery. Statistical approaches to address this problem are either naive or too 

computationally expensive. Work conducted in this use case not only ported a machine learning 

precipitation retrieval method to the geostationary satellite covering Africa, enabling cost-effective 

but case-specific statistically sound estimates, but also showed superior performance to 

established products. Moreover, the accompanying software2, shows that anyone can obtain the 

estimates after about a minute since the dissemination of input data, offering an unrivalled 

accuracy which can help disaster mitigation. Some results of this use case are illustrated in the 

figure below, extracted from the manuscript under review in a journal [88] which compares 

precipitation estimates from this use case (RoA) and an established product (IMERG Final), which 

takes months to obtain. 

 
2 https://github.com/SEE-GEO/roa  

https://github.com/SEE-GEO/roa
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Figure 37. Extracted from Amell et al.[88]. 

In addition to the journal paper for disseminating the outcomes of this work, we are further 

disseminating the outcomes of this work with collaborations with scientists based in Europe doing 

field-work in Africa, are in contact with the AfriClimate.AI community, and we expect to participate 

in at least one workshop (2025 Nordic Workshop on AI for Climate Change) with a poster about 

it. 

UC14. Fine-tuning the CCIC network for more trustworthy retrievals 

The Chalmers Cloud Ice Climatology (CCIC) is a novel deep learning based dataset of information 

on ice clouds, whose algorithm is detailed in a publication prior to ENFIELD [89]. The novelty of 

the dataset resides in that, among others, the information is derived using a long record of a 

https://www.africlimate.ai/
https://climateainordics.com/events/2025-nordic-workshop
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constellation of geostationary observations fed to the CCIC neural network, whose stability has 

been addressed in a recent work with external collaboration [90] , where efforts in UC14 were 

employed (ENFIELD acknowledgment will be added to the final version). 

CCIC, in addition to atmospheric ice densities, also considered cloud detection and classification, 

but this was not the primary target of prior CCIC works. In this use case, we deepen into this 

aspect of CCIC and fine-tune the CCIC network to enable cloud detections that better resemble 

the expected physics, offer new insights into a unique dimension facilitated by the CCIC network 

(continuous, quasi-global, industrial domainly-resolved, space-borne cloud detection spanning 

decades), and guide any potential users to understand the outputs of CCIC to overall increase 

the trust in the advantages and limitations of CCIC. 

Work for this use case is currently ongoing, with the fine-tuning of the CCIC network finished, a 

new dataset spanning more than 40 years created, and currently performing analyses, such as 

the one pictured in the figure below, to draft a journal manuscript. 

 

Figure 38. Cloud covers at different altitudes with the new CCIC network and ERA5 for January 2000. 

Publications, events and the collaborations 
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• [88]  A. Amell, L. Hee, S. Pfreundschuh, and P. Eriksson, ‘Probabilistic near real-time 

retrievals of Rain over Africa using deep learning’, Feb. 04, 2025, Preprints. doi: 

10.22541/essoar.173867530.07619555/v1. 

• [90] J. Kukulies, A. Amell, H. Hallborn, E. May, P. Eriksson, and S. Pfreundschuh, ‘The 

Chalmers Cloud Ice Climatology: A novel, robust climate record of frozen cloud 

hydrometeor concentrations’, Oct. 04, 2024, Preprints. doi: 

10.22541/essoar.172801399.93679232/v1. 

• A. Amell, S. Pfreundschuh, and P. Eriksson: Fine-tuning the CCIC network for an improved 

cloud classification: implementation and a case study. Under preparation. 

Research outcomes: 

• The results of UC8 can shape future space-borne precipitation estimates, since this cost-

effective ML-based method shows to be more skilled than the traditional counterparts. 

• UC8 can be utilized by anyone regardless of their computational abilities, as recently 

shown in one of the examples accompanying the software and neural network2 . In 

addition, we are aware of at least two groups (one3, two4) utilizing results of this use case. 

• Dataset created for UC14 is already available upon request. Open dissemination can be 

hindered by its file size, but it is intended to be of public access. 

• Network for UC14 will be published with the paper submission, in addition to an update to 

the software supporting CCIC5. 

  

 
3 https://africa-hydrology.ceh.ac.uk/nowcasting  
4 https://science.ncas.ac.uk/wiserewsa/  
5 https://github.com/SEE-GEO/ccic  

https://africa-hydrology.ceh.ac.uk/nowcasting
https://science.ncas.ac.uk/wiserewsa/
https://github.com/SEE-GEO/ccic
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6.3 Resilient Society sub-domain 
Description 

Utilization of novel object detection and classification techniques to support society in human 

and natural threats like illegal fishing and floods. 

Related Use cases 

Use case 5_SPACE: Flood zone mapping 

Use case 11_SPACE: Monitoring of maritime illegal activities 

Sub-domain progress 

A collaboration between ECoE, NTNU and TUC has been established for the Use Case 11. 

Different Cycle-Consistency Generative Adversarial Network in combination with fundamental 

object detection models on Synthetic Aperture Radar (SAR) satellite images are explored for the 

monitoring of maritime in the mediterranean region. Datasets for the illegal areas of fishing are 

collected from the Cyprus Department of Fisheries. Moreover, the Cyprus Earth Observation Data 

Cube, will be used to create a dataset of SAR images to validate the approach. 

 

Figure 39- Satellite SAR image with vessel targets6 . 

Moreover, the technology of Earth Observation Data Cubes on Demand and more specific, the 

cubo framework are utilized to develop an open access dataset for the UC11. The GAN 

 
6 https://eod-grss-ieee.com/dataset-detail/aW8xMWU3NHk3QXJuYm8zZnBTWDBSdz09  

https://eod-grss-ieee.com/dataset-detail/aW8xMWU3NHk3QXJuYm8zZnBTWDBSdz09
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techniques will be used for the augmentation of dataset. The dataset will focus on restricted areas 

for trespassing by vessels in the Exclusive Economic Zone of Cyprus. 

Regarding Use Case 5, several potential datasets for flood detection have been evaluated. Most 

of the datasets were discarded due to lack of information about the preprocessing of the data as 

well as lack of metadata. One dataset (Sen1Floods11) contained information about the 

preprocessing and was considered. After some further investigation and experiments, however, 

the data and the labels were found to be of uncertain quality. A new dataset was therefore 

prepared, using locally processed Sentinel-1 data from Norway at 10 m resolution. Labels were 

acquired from water masks from the Norwegian mapping authorities (Kartverket). Several CNN 

models were trained to detect water surfaces (oceans, lakes and rivers) using this dataset. We 

used the current version of a USAT foundation model developed for general understanding of 

Sentinel-1, 2 and 3 data, being developed under the project FM4CS. This was used with a 

FCNDecoder and trained on datasets of different sizes. Several variations were tested, including 

replacing the FCNDecoder with an UPerNet decoder. The trained models were all able to map 

water surfaces such as oceans and lakes, but most were missing some finer details, including 

most rivers. We proceeded with a few alternative models which were able to detect these smaller 

structures using either a combination of cross entropy loss and dice loss or a morphological loss 

function. We have prepared data from some actual floods in Norway and compared them visually 

with flood maps. Moving forward, we plan to prepare more data from actual floods and calculate 

metrics for quantitative evaluation of the models’ ability to detect floods. We also plan to test the 

model on data rom the spring, where wet snow and plowed agricultural fields may cause false 

positive flood detections. We will further experiment to improve the accuracy of the model, and 

we will select the model which is able to most accurately map the flooded area.  

 

Publications, events and the collaborations 

• [91] Ø. D. Trier and A.-B. Salberg, ‘National-Scale Detection of New Forest Roads in 

Sentinel-2 Time Series’, Remote Sens., vol. 16, no. 21, p. 3972, Oct. 2024, doi: 

10.3390/rs16213972. 

• [92] M. Sarmad, M. C. Kampffmeyer, and A.-B. Salberg, ‘Diffusion Models with Cross-

Modal Data for Super-Resolution of Sentinel-2 To 2.5 Meter Resolution’, in IGARSS 

2024 - 2024 IEEE International Geoscience and Remote Sensing Symposium, Athens, 

Greece: IEEE, Jul. 2024, pp. 1103–1107. doi: 10.1109/IGARSS53475.2024.10641882. 

Research outcomes: 

• Open dataset for vessel detection on SAR images (under preparation). 

• Dataset for floods monitoring (under preparation) 
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6.4 Aerospace sub-domain 
Description  

AI applications in order to enhance the functionality of aerospace sector like the detection of 

foreign object degrees or icing conditions. 

Related Use cases 

Use case 3_SPACE: Loss of satellite communication. 

Use case 4_SPACE: Icing condition prediction. 

Use case 9_SPACE: Foreign object debris (FOD) detection 

Use case 10_SPACE: Automatic Speech Recognition (ASR) for automatic callsign detection on 

ATC voice communications 

Use case 13_SPACE: Fleet scheduling 

Sub-domain progress 

Use case 3, involving the prediction of loss of satellite communication, is currently under 

development internally by BAS, where the overall architecture of a demo system has been 

proposed and internal tools have been adapted to produce a synthetic dataset of trajectories and 

satellite link strength data. 

A collaboration between BAS, NTNU and TU/e has been established for the Use Case 9, with the 

objective of applying image recognition models for its application on Foreign Object Debris (FOD) 

detection on the surfaces of runways and FATOs (Final Approach and Take-Off Areas), 

contextualizing this functionality under the Urban Air Mobility framework. In order to enhance 

results and fuel innovation on the Use Case 3, the generation of synthetic FOD dataset has been 

proposed as a challenge for the 3rd TES Open Calls. 

Lastly, a possible collaboration between BAS, BME and TU/e is currently being explored for Use 

Case 10 (Automatic Speech Recognition on ATC voice communications). 

UC3. Anticipating the Loss of Satellite Communications 

Within the context of Urban Air Mobility operations, the loss of Command & Control link (C2-link) 

is a known contingency that can happen during operations (obstruction, modem/network failures, 

etc.), which has a clear impact on safety, efficiency and (internal and external) workload of the 

operation. The specific nature of the C2 link is dependent on the particular application, but for 

Urban Air Mobility a satellite link is often considered. 

However, the best strategy to address this contingency is to avoid its occurrence in the first place. 

Therefore, the goal of this use case is to build tools and processes that predict and anticipate the 

loss of satellite signal using AI tools and technologies. Predicting loss of C2 link is complex, since 

it is dependent on the communication technology, the aircraft itself, the environmental conditions 

(e.g., weather), the operation and the fact that this is not a point-to-point link. 

The first accomplished step towards building a C2-link loss prediction system was to compile a 

dataset with link data. To this effect we used a proprietary, in-house simulation to: 
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• Simulate a set of representative 4-dimensional trajectories with 6 degrees of freedom 

(6DoF) for a fixed wing aircraft. 

• Simulate RF propagation parameters based on the Friis model. 

 

Therefore, the final dataset to use for training an AI model consists of simulated data from 1000 

flight linking aircraft position, attitude and speeds with RF link parameters. 

 

UC9. Foreign object debris (FOD) detection 

The expected rise in air transportation demand driven by the concept of Urban Air Mobility would 

imply a surge both in operations complexity and Airport and Vertiport management operations. To 

sustain this increase in demand and operations complexity, automation techniques based in AI 

are expected to play a key role. One example of such technique is object recognition applied to 

the detection of Foreign Object Debris (FOD) in the pavement of landing and take-off surfaces, 

whether it is used within a fully automated system, or in conjunction with a human operator. 

Since this is a task that needs to be performed reliably, the current work for this industrial domain 

involves exploring the robustness of different object recognition models under a wide range of 

image corruptions to assess their robustness to external influences, including different weather 

conditions and unauthorized image poisoning as part of a possible cyber-attack. 

 

Figure 40. Initial results of trained image recognition models (YOLO v8) on a public FOD image dataset under 
simulated intensities of adverse weather. 

 

Figure 41.Some image degradations cause models that are trained without a robustness methodology to misidentify 

objects. In this case, a cutting blade is misidentified as soda can 

Publications, events and the collaborations 
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• M Mavrovouniotis, C Li, D Yazdani, D Hadjimitsis, Exchange strategies for multi-colony 

ant algorithms in dynamic environments, IEEE CEC, 20247 

  

 
7 https://mavrovouniotis.github.io/Papers/CEC24.pdf  

https://mavrovouniotis.github.io/Papers/CEC24.pdf
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6.5 Pre-processing Sub-domain 
Description 

Development of fundamental light-weight models for the production of analysis ready 

multispectral/hyperspectral earth observation data and on-board processing. 

Related Use cases 

Use case 1_SPACE: AI satellite on-board processing model for cloud and cloud shadow 

masking on hyperspectral images with a metadata perspective. 

Sub-domain progress 

Two TIS collaborations were granted. The first TIS collaboration will explore quantum-inspired 

neural networks for the domain of cloud and cloud shadow classification on hyperspectral 

images. Under the framework of this TIS, traditional machine learning models like Random 

Forest, Extreme Gradient Boost and Support Vector Machines will be evaluated. Moreover, the 

feature importance will be used as a feature selection. The second TIS will explore the 

combination of various methodologies i.e., Visual Transformers, Convolutional Neural 

Networks and Graph Neural Networks. 

Moreover, both TIS will identify hyperspectral features that are strongly correlated with the two 

classes aforementioned. 

Both TIS teams are working on the HYPSO-1 dataset which is tailored to the needs of the Use 

Case. HYPSO-1 was developed for the development for on-board hyperspectral data pre-

processing and more specific the classification of sea, land and clouds. More information can 

be found below: 
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Figure 42. Indicative images and labels from the HYPSO-1 dataset8. 

 

Figure 43. Indicative results from the creators of the dataset8. 
 

Publications, events and the collaborations 

• At least two journal publications in prestigious journals will be submitted through the 2 TIS 

collaborations. 

• Possibilities for conference participation will be examined. 

 

Research outcomes: 

• It is expected to have two pre-trained light-weight models for satellite on-board Analysis 

Ready Data generation. 

  

 
8 https://ntnu-smallsat-lab.github.io/hypso1_sea_land_clouds_dataset/  

https://ntnu-smallsat-lab.github.io/hypso1_sea_land_clouds_dataset/
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6.6 Synthesis and perspectives 
 

In near future, through Use Cases, robust AI models will be developed towards different contexts 

under the framework of space technologies. 

Notable outcome derived from the aforementioned works include: 

• Advancements in robust soil moisture estimation tools that will be used for monitoring of 

potential illegal water abstractions towards agricultural and water resources sustainability. 

• Through TIS it is expected the development of two AI-lightweight models for satellite on-

board processing for the creation of Analysis Ready Data and enable on-board analysis 

of data and the transmission of ready-to-go products. Moreover, the TIS will explore 

feature selection methodologies for the further reduction of data. 

• Causal Machine Learning and Counterfactual Explanations techniques will be considered 

for the development of human-centric AI to enhance the sustainability of agricultural 

community in Cyprus. 

• Regarding trustworthy AI, novel methodologies for the training of robust AI models, will be 

considered and applied on the detection of illegal fishing activities in the mediterranean 

region. 

For what concerns the scientific outcome of the industrial domain, the different contributions of 

the UCs have been summarized in Table 11, where all the publications realised or submitted have 

been assigned a self-assessed “maturity level” which, from the lowest to the highest readiness, 

has been simplifies as:  

1. SA = State of the art;  

2. CF = Conceptual Framework;  

3. D = Demonstrator at laboratory Level;  

4. ML = Multi-level domain application. 

 

Table 11. Publication list for Space industrial domain 

No. Reference Conference/
Journal 

Status Year Level 

1 Stelios P. Neophytides, Michalis 
Mavrovouniotis, Marinos Eliades, Felix 
Bachofer, Diofantos G. Hadjimitsis, "Tree-
based explainable clustering for drought 
severity predictions in United States," 

Conference Published 2025 ML 

2 Stelios P. Neophytides, Giorgia Guerissi, 
Michalis Mavrovouniotis, Marios Tzouvaras, 
Fabio Del Frate, Diofantos G. Hadjimitsis, 
"Estimation of crop yield using deep learning 
for precision agriculture,"  

Conference Published 2025 ML 

3 S. P. Neophytides, M. Mavrovouniotis, C. F. 
Panagiotou, M. Eliades, A. Chekirbane and 
D. Hadjimitsis, "Prediction of Groundwater 
Salinization Using Particle Swarm 
Optimization for Neural Network Training,"  

Conference Published 2024 ML 
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4 Neophytides, S.P., Eliades, M., 
Mavrovouniotis, M. et al. Improved water 
resources management for smart farming: a 
case study for Cyprus 

Journal Published 2025 ML 

5 S. P. Neophytides, E. Neofytou, M. Eliades, 
C. Chrysostomou, M. Mavrovouniotis, D. G. 
Hadjimitsis, An Empirical Comparison of 
Machine Learning Algorithms for 
Groundwater Quality Classification  

Conference Under 
Review 

2024 ML 

6 Amell, A., Hee, L., Pfreundschuh, S., 
Eriksson, P.: Probabilistic near real-time 
retrievals of Rain over Africa using deep 
learning.  

Journal Under 
Review 

2025 D 

7 Kukulies, J., Amell, A., Hallborn, H., May, E., 
Eriksson, P. and Pfreundschuh, S., 2024. 
The Chalmers Cloud Ice Climatology: A 
novel, robust climate record of frozen cloud 
hydrometeor concentrations. 

Journal Under 
Review 

2025 ML 

8 Amell, A., Pfreundschuh, S., Eriksson, P.: 
Fine-tuning the CCIC network for an 
improved cloud classification: 
implementation and a case study 

 Under 
Preparation 

2025 ML 

9 Trier, Ø.D, Salberg, A.B., National-scale 
detection of new forest roads in Sentinel-2 
time series. Remote Sensing, 2024 

Journal Published 2024 ML 

10 M. Sarmad, M. C. Kampffmeyer and A. -B. 
Salberg, "Diffusion Models with Cross-Modal 
Data for Super-Resolution of Sentinel-2 To 
2.5 Meter Resolution,"  

Conference Published 2024 ML 

 

Relying on real data, often coming from aerial or satellite monitoring, Space industrial domain 

contribution to scientific community straightforwardly sits in highly mature items, which are 

however currently limited to the sub-domains of Agriculture, Resilient Society and Atmosphere, 

while the progresses ongoing in the other sub-domains suggest however incoming contributions 

to the broader community.   
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7 Building the European Lighthouse to Manifest Trustworthy and Green AI 
 

7.1 Progress towards the Trustworthy and Green AI European Lighthouse 
 

Industrial domain Sub-domain 

Energy 

Define applications and create 

success stories of AI applied to the 

energy sector and contribute to 

sustainable development goals such 

as clean energy and resilient critical 

infrastructures like the power grid 

Power systems and grid 

– 2 ongoing Use Cases (UC1, UC8) – 

• 2 articles published 

• 1 article submitted 

Distributed energy resources 

– 3 ongoing Use Cases (UC2, UC9, UC13) – 

• 2 articles published 

Consumers 

– 5 ongoing Use Cases (UC4, UC10, UC11, UC 12, 

UC 15) – 

• 8 articles published  

• 1 article submitted 

Healthcare 

Usage of AI to solve complicated 
problems in the healthcare domain, 
increase the trust and vast adoption, 
enable the advancement of 
personalized medicine, and augment 
medical data 
  

Real Time Monitoring 

– 1 ongoing Use Case (UC5) –  

Diagnosis 

– 1 ongoing Use Case (UC5) –  

Decision Support 

– 2 ongoing Use Cases (UC4, UC16) –  

Manufacturing 

Definition of applications and creation 

of success stories where AI can solve 

industrial issues in the manufacturing 

domain, advancing companies’ 

competitiveness 

 

Product 

– 3 ongoing Use Cases (UC5, UC6, UC12) – 

• 1 article published 

Factory 

– 5 ongoing researches (UC1, UC3, UC7, UC8, UC11) 

–  

• 5 articles published 
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Value Chain 

 – 1 ongoing Use Case (UC9) – 

Space 

Definition of applications where AI can 

use remote sensing data to create 

systems in the space sector that can 

be easily understood by the regulation 

bodies and be capable to adapt in 

constantly changing scenarios. 

Agriculture 

– 2 ongoing Use Cases (UC2, UC12) –  

• 4 articles published 

• 1 article submitted 

Atmosphere 

– 2 ongoing Use Cases (UC8, UC14) –  

• 2 articles published 

Resilient Society 

– 2 ongoing Use Cases (UC5, UC11) –  

• 2 articles published  

Aerospace 
 
– 2 ongoing Use Cases (UC5, UC11) –  

• 2 articles published 

Pre-processing 

– 3 ongoing Use Cases (Uc3, UC9, UC10) –  

• 1 article published 
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7.2 Contribution within ENFIELD 

To unify and strengthen the European AI community at a world-class level, the collaborative 

research activities within the project's industrial domain will play a fundamental role in the 

continuous development, validation, and refinement of key strategic documents. Throughout the 

project's lifecycle, this iterative process will shape the Common Research Vision and Roadmap 

(CRVR), the Safety and Security Risk Assessment Framework (SSRAF), and the Gender and 

Ethics Framework. 

The sub-domains defined within the project act as a foundation for shaping ENFIELD’s education 

and training initiatives, fostering the development of new AI talent. Webinars and debates on AI’s 

multidisciplinary aspects – organized under WP4 – will be enriched by the insights gained from 

co-creation events in WP2-WP3 and steady UCs. These sessions will add value by addressing 

real-world challenges and stakeholder needs identified throughout these events. 

Common Research Vision and Roadmap (CRVR) plays an equally important role in identifying, 

selecting, and prioritizing strategic challenges relevant to both research and industry within 

ENFIELD’s scope and the broader landscape of European AI initiatives. The four industrial 

domains will contribute to the continuous updating, validation, and consolidation of the CRVR by 

pinpointing key priorities within these strategic challenges. This will ensure that both research and 

industrial applications align with the most pressing needs of the field. 

Moreover, the CRVR will provide essential input to WP3, ensuring that industrial domains address 

these identified priorities. Additionally, it will incorporate educational and training aspects, 

leveraging research outcomes from the consortium to shape curricula and training activities. 

Consequently, WP3 will help defining strategic goals for education and skill development, aligning 

with ENFIELD’s research vision and preparing the next generation of AI talent for careers in 

industrial sectors covered by the project's industrial domains 

Contribution to Safety and Security Risk Assessment Framework (SSRAF). A Safety & Security 

Risk Assessment Framework is being developed during the ENFIELD project. The SSRAF aims 

to provide organizations with: 

• A way to navigate within the current landscape related to AI safety and security. 

• A non-sector specific methodology to self-assess AI safety and security. 

• Some use cases exemplifying how to use this methodology in different application 

contexts. 

AI safety and security are relevant principles for ENFIELD pillars and industrial domains to tackle 

and consider throughout their work: 

Pillars 

• Adaptive AI: AI safety and security ensure that AI systems are robust, ethically aligned, 

secure from attacks, controllable, and continuously monitored, thereby enhancing their 

reliability and trustworthiness as they learn and evolve. 
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• Green AI: AI safety and security support Green AI by promoting energy-efficient 

algorithms and secure practices that minimize environmental impact while maintaining 

data integrity and system robustness. 

• Human-Centric AI: AI safety and security contribute to Human-Centric AI by prioritizing 

ethical standards, transparency, accountability, and robustness, ensuring that AI systems 

are designed and operate in alignment with human values and well-being. 

• Trustworthy AI: AI safety and security contribute to Trustworthy AI by ensuring reliability, 

security, ethical integrity, transparency, and accountability in AI systems. 

Industrial domains 

• Healthcare: AI safety and security in healthcare ensure that AI systems are reliable, 

protect patient data, adhere to ethical standards, and provide accurate, bias-free medical 

insights, enhancing patient care and trust in AI-driven health solutions. 

• Energy: AI safety and security in the energy sector ensure that AI systems reliably 

manage and optimize energy resources, safeguard infrastructure from cyber threats, and 

support sustainable practices, thereby enhancing efficiency and resilience in energy 

production and distribution. 

• Manufacturing: AI safety and security in manufacturing ensure that AI-driven systems are 

reliable, secure from cyber threats, and operate within ethical guidelines, thereby 

optimizing production efficiency, reducing downtime, and maintaining workplace safety. 

• Space: AI safety and security in the Space industrial domain ensure that AI systems 

operate reliably and securely in extreme conditions, maintain data integrity, and support 

critical missions effectively, contributing to the safety and success of space exploration 

and operations. 

The industrial domains, in particular, contributed to the discussions to shape the background and 

the needed concepts to be adapted within the SSRAF. They attended a survey aiming to 

understand how the ENFIELD partners are working with AI, safety and security. In particular, 

Healthcare industrial domain contributed with respect to privacy related issues and with specific 

ethical burdens related to that sector, which is historically acting as an icebreaker in privacy-

related normation and ethical considerations. 

Additionally, case studies will be developed through different use cases taking place in the 

different sectors covered by the pillars and industrial domains. These use cases will allow to test 

and demonstrate the SSRAF methodology applied in different sectors. 
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7.3 Integration of Ethics and Gender Equality dimensions 
 

Given the effects of AI on the society, framing the research excellence activities by a well-defined 

Ethics and Gender Equality Framework is of first importance in the ENFIELD project. To that aim, 

bilateral meetings with the leaders involved in the definition of this E&G Framework have been 

regularly organized. The different discussions helped to better understand the partners’ needs in 

the context of the research excellence activities realised within WP3. Guidelines about gender 

and specific ethical topics have been designed and refined at the demand of the partners.  

Integration of Gender Dimension.  

The research activities realised within WP3 include gender dimensions as defined in the ENFIELD 

E&G Framework. These dimensions are both in the organization and outcomes of the 

collaboration and co-creation events (workshops, seminars) that take place throughout the project 

duration, and in the scientific progress and outcomes linked to its research pillars.  

Gender equality is an important topic to encourage gender-balanced participation in the AI 

research area and in the development of AI technologies (as per other STEM disciplines) [93]. 

This point of attention is and will be considered and fostered in research teams and project events 

as much as possible.  

Besides considering gender equality in the organization of research, it is also mandatory to ensure 

that diverse prospectives are considered and included to address AI challenges such as:  

• Preventing sex-based biases (in particular with respect to Diagnosis sub-domain of 

Healthcare industrial domain, where sex-biased literature or tests have demonstrated their 

drawbacks, such in the diagnosis of osteoporosis in men [94] or in drug reactions in 

women [95]).  

• Fairness and promotion of human dignity in AI interactions (in particular with respect to 

Factory sub-domain in Manufacturing industrial domain).  

• Ensuring that AI systems prioritise equity and do not discriminate against any gender 

(gender-neutral algorithms): AI systems used for diagnosis may unintentionally provide 

wrong outcome given gender unbalance in the sample dataset, against physiological 

difference among the two sexes, because of sex bias intrinsic in the dataset. 

Those points of attention in the development of research contributions apply also to the active 

involvement of women in shaping AI frameworks and to the inclusion of women’s prospectives in 

AI standards.  

Integration of Ethics  

The work carried out in WP3 follows the ethical standards set by the ENFIELD Grant Agreement, 

namely Article 13 (Confidentiality and Security), Article 15 (Data Protection) and Article 14 (Ethics 

and Values) considering:  

• the highest ethical standards and the applicable EU, international and national law on 

ethical principles (Article 14.1 Ethics) in the actions that are carried out  

• the basic EU values (Article 14.2 Values) (e.g. respect for human dignity, freedom, 

democracy, equality, the rule of law and human rights, including the rights of minorities) to 

be respected and committed to both in the research activities and in the research 
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contributions in relation to AI technologies and having a full knowledge of the 

consequences of non-compliance (Article 14.3 and Article 28).  

ENFIELD will complement these ethical standards with ethical insights into the scientific and 

technological advancements realized in the context of WP3. These perspectives will also offer 

sustainable insights and will be reported in D3.3, where each of the research outcomes will be 

analysed in terms of ethical implications (e.g., democratic vs totalitarian aspects of the outcome, 

warnings about possible dual usage, social consequences). To help in the fulfillment of the ethics 

framework, a set of self-assessment guidelines for each industrial domain will be created to help 

researchers reflect on the ethical implications of their research. The goal is to ensure that AI 

systems, while advancing technology, do so in a manner that promotes and addresses broader 

ethical challenges (e.g. trustworthiness, accountability, fairness, transparency, safety) and the 

principles of the Diversity, equity, and inclusion in the project.  

The guidelines will: 

• identify the key ethical dimensions;  

• create guiding questions and checklists which will work as indicators for monitoring of the 

integration of ethics standards;  

• provide practical recommendations.  

Further particular advice will be provided to the partners about specific questions/issues that 

arise during the implementation of the project. Given the dedicated scientific objectives and 

challenges targeted by each industrial domain, these guidelines will be specific to each one, 

according to the importance of human values in the industrial domain. The guidelines will be 

complemented throughout the project in parallel of the development and connection of Use 

Cases developed in industrial domains with the research topic investigated in the research pillars. 

It is indeed important to consider the context of the use of the socio-technical system when 

analysing ethics of AI technologies and evaluating the ethical concerns/value alignment. The 

following values will be considered in each of the industrial domains (non-exhaustive list that will 

be enriched and adapted all along the development of research and application to use cases):  

• Energy industrial domain: environment protection, accountability, transparency, human 

oversight.  

• Healthcare industrial domain: inclusivity, trustiness, robustness, privacy bias fighting, 

transparency, human oversight.  

• Manufacturing industrial domain: inclusivity, robustness, transparency, dual usage 

prevention.  

• Space industrial domain: robustness, privacy, transparency, accountability.  
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Annex – New Use Cases added to the industrial domains 
 

UC16_Healthcare. ICU readmission analysis and support 

Partners: ICCS 

Description: Studies until now focus on explainable Machine Learning techniques to analyse 
and interpret the vast amount of data, since the direct application of Artificial Intelligence to 
healthcare involves several ethical concerns, such as unfair algorithmic bias. This is a problem, 
as predictor models are treated as “black boxes”, without understanding the internal 
performance and being unable to explain how a certain prediction is reached. Researchers 
have tried to use several deep learning methods to support physicians in decisions regarding 
patient discharge, but they usually focus on general ICU discharges with no regard to the 
specific diseases, conditions, and patient context. The combination of appropriate models and 
time-series analysis, along with state-of-the-art mathematical tools for correlation detection and 
open data adaptation can lead to interesting results. 

 

Industry challenge: High rates of hospital readmissions pose challenges for healthcare 
providers in terms of patient outcomes, resource allocation, and overall healthcare costs. 
Identifying patients at risk of readmission and implementing proactive measures is a complex 
challenge.   

 

State-of-the-art: The prognosis for a patient that is readmitted in an Intensive Care Unit (ICU) 
is typically quite pessimistic, but hospitals do have limited capacity and need to prioritize events. 
Studies until now have identified some significant risk factors, such as patient condition before 
ICU admission, days already spent in the ICU, and specific medical/physical test scores. Also, 
there seems to be a higher probability of readmission for specific diseases. To that end, it is 
beneficial for patients, medical providers, and caregivers if high-risk of ICU readmission can be 
detected and considered as a critical factor before patient discharge. 

 

Expected impacts and outcomes: ENFIELD healthcare industrial domain will use the data 
gathered and the novel scientific results of all open calls to enhance own work on the subject, 
enrich the healthcare AI roadmap and propose the best practices and policies for such work in 
the near future. During the process, ICCS will promote knowledge exchange between ENFIELD 
and the involved institution(s) and support the effort for publication. ICCS is also interested in 
a potential follow-up of the work in a later stage, ensuring impact and serving the lighthouse 
paradigm. Furthermore, the results will be used as proof of concept for potential collaborations 
with relevant healthcare stakeholders, such as hospitals, health ministries, and relevant policy 
makers. 

 

AI requirements: Prediction models in current studies include techniques from explainable ML, 
nonlinear regression, classification models, time series models and so on. Nonetheless, various 
machine learning algorithms can be trained on electronic health records (EHRs) and patient 
data to predict ICU readmission. We hope to find correlation and come up with a way to improve 
relevant decisions. 
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UC17_Healthcare. AI-Based Detection of Parkinson’s Disease Symptoms with 
Wearables 

Partners: ICCS 

Description: Objective, unobtrusive monitoring of PD motor symptoms with the help of AI and 
wearables to enable clinicians make personalized, evidence-based treatment suggestions. 

 

Industry challenge: Need for personalized treatments, dosage adjustments, and objective 
monitoring and assessment of PD symptoms. 

 

State-of-the-art: Challenges in Parkinson’s Disease Monitoring and Management include the 
following: 

•Inter-patient symptom variability 

•Intra-patient symptom variability: medication-related fluctuations (ON and OFF states) 

•Challenges in symptom reporting using rating scales (e.g., MDS-UPDRS, UDysRS, SCOPA, 
etc.): 

•Subjectivity in patient-reported outcomes 

•Inter-rater variability 

 

Expected impacts and outcomes: The goal is to achieve automated detection of 3 PD motor 
symptoms: tremor, bradykinesia and dyskinesia, with models that are: 

•Limb-agnostic: work for both active and resting limbs 

•Task-agnostic: cover both MDS-UPRDS III exercises and ADLs 

Data: 

•Acceleration signals collected with wrist-worn commercial smartwatches and smart bracelets 

 

AI requirements: A set of ML models is necessary for the prediction of tremor / bradykinesia / 
dyskinesia occurrence, such as: 

1.LR 

2.kNN 

3.MLP 

4.SVM 

5.DT 

6.AdaBoost 

7.RF 

 

UC15_Energy. AI for Enhanced Energy Efficiency in Building Systems 

Partners: TALTECH   

Description: Buildings are responsible for roughly half of total energy use globally and in 
Estonia. Almost half of it comes from building service systems. Thus, approx. 27% of annual 
CO2 emissions come from building operations. The reduction of greenhouse gas emissions and 
energy without compromising Indoor Environment Quality (IEQ) is the main challenge climate 
due to the poor energy performance of existing buildings.  
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Industry challenge: Significant improvement of energy performance can be achieved by 
implementing data-driven intelligent methods with real time control of buildings technical 
systems. It is highly cost-effective as large amount of sensors and controllable devices are 
already in place or to be installed in new and existing buildings. We target development of 
innovative data driven, trustworthy and explainable AI based algorithms for efficient control of 
systems, fault detection, energy flexibility and smart recommendations that will result in an 
efficient tool to tackle the challenging sustainability goals.  

State-of-the-art: Buildings are responsible for over 40% of total energy use. Almost half of the 
energy use comes from buildings technical systems - heating, ventilation, and air conditioning 
(HVAC). Energy-saving strategies have also become crucial in carbon footprint reduction. 
According to Forbes1, nearly half of all greenhouse gas emissions are generated from real 
estate. Approximately 27% of annual CO2 emissions come from building operations. The Paris 
climate agreement sets a target to reduce carbon dioxide, or CO2, emissions from buildings to 
zero by 2050. The Energy Efficiency Directive (EED), which also requires climate neutrality by 
2050, was adopted on 25 July 20232. Furthermore, the binding final energy saving target of the 
EED is for EU countries to collectively ensure an extremely ambitious additional 11.7% 
reduction in energy consumption by 2030, compared to the 2020 reference scenario 
projections. One of the biggest challenges for the reduction of greenhouse gas (GHG) 
emissions results from the poor energy performance of existing buildings. Carbon Risk Real 
Estate Monitor (CRREM) is a tool that has been suggested as a roadmap towards 
decarbonization in respected to different goals, building types and EU countries3. This is a 
science-based downscaling methodology to derive decarbonisation pathways that are 
consistent with the goals of the Paris Climate Agreement that have already been widely used 
in practice4,5. Previous research has shown that significant reduction of energy use can be 
achieved by implementing data-driven intelligent methods with real time control of buildings 
technical systems.  

Expected impacts and outcomes: Expected outcomes of the use case include cutting edge 
scientific results based algorithms and toolkits for (1) energy efficient control of buildings 
technical systems including understanding of mutual influences between sub-systems as well 
as understanding of the influence of control actions on the energy consumption, indoor climate 
and carbon footprint; (2) explainable AI based fault detection for buildings technical systems 
with Explained faults and their potential influences; (3) efficient knowledge based planning of 
investments into buildings infrastructure; (4) smart recommendations for humans informed 
decisions; (5) maximal automated utilization of buildings flexibility including all energy 
consumers and producers within the single building as well as sharing infrastructure between 
a group of buildings.  

AI requirements: Different methodologies based on the AI techniques can be used to find the 
sweet spot between sustainable energy use in HVAC systems and suitable IEQ to the 
occupants. Nowadays, buildings with sensors and actuators connected to a building 
Management System or another monitoring and controlling platform, produces huge amount of 
data. Machine Learning (ML) is needed to process big data to make automatic, semi-automatic 
and informed decisions toward maximized energy performance and sustainability. Application 
of AI technology in building control is a promising ongoing area of research, but the performance 
of AI based control is not yet completely satisfactory. Using AI to improve energy performance, 
contribute to global sustainability goals, decarbonize buildings, and prevent climate change 
presents various research challenges and opens future research directions that will be 
addressed.  
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[1] Forbes, August 2022. Confronting Commercial Real Estate’s Biggest Challenges with Technology. 
https://www.forbes.com/sites/forbesbusinesscouncil/2022/08/04/confronting-commercial-real-estates-biggest-
challenges-with-technology/?sh=2947876956b1  (Accessed January, 2025) 
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energy-efficiency-directive-adopted-helping-make-eu-fit-55-2023-07-25_en (Accessed January, 2025) 

[3] Carbon Risk Real Estate Monitor (CRREM) https://www.crrem.eu (Accessed January, 2025) 

[4] Haran, M., Davis, PT., McCord, M., Lo, D., Wein, J., Bienert, S., & Spanner, M. (2021). CRREM Report of 
"lessons learned" on Best-practise Users. CRREM.  

[5] Schoenmaker, D. and Schramade, W., 2023. Capital Market Adaptability, Investor Behaviour, and Impact. In 
Corporate Finance for Long-Term Value (pp. 395-428). Cham: Springer International Publishing. 

 

UC16_Energy. Addressing Ethical Imperatives in AI-Driven Decentralized Energy 

Partners: NEWCO (Industry) 

Description: AI is playing a crucial role in optimizing decentralized energy systems by 
automating energy trading, demand response, and grid management. However, ethical 
concerns such as transparency, fairness, privacy, and regulatory compliance need to be 
addressed to ensure responsible AI adoption. This use case focuses on developing an ethical 
governance framework that safeguards consumer rights, fosters trust, and ensures AI-driven 
energy decisions remain explainable, equitable, and aligned with regulatory standards. 

Industry Challenge: As AI-driven energy markets expand, challenges arise in ensuring that 
pricing algorithms are explainable, demand response programs are fair, and consumer data 
remains protected. Additionally, the rapid evolution of AI in energy systems often outpaces 
regulatory frameworks, creating uncertainty for policymakers and market participants. Without 
proper oversight, AI adoption risks undermining public trust and reinforcing market imbalances 
rather than solving them. 

State-of-the-Art: Current research emphasizes Explainable AI (XAI) to improve the 
transparency of energy trading algorithms, fairness-aware machine learning to prevent bias in 
demand response programs, and privacy-preserving techniques such as federated learning to 
secure consumer data. Regulatory studies focus on aligning AI governance with emerging 
policies, while ethical AI frameworks are being designed to ensure that AI-driven decisions in 
energy markets remain transparent, fair, and compliant. 

Expected Impacts and Outcomes: We aim to enhance trust in decentralized energy systems 
by promoting transparency, reducing bias in energy pricing, and strengthening consumer data 
protection. Expected outcomes include a theoretical ethical AI governance framework tailored 
to European decentralized energy markets, guidelines for ensuring fairness and human 
oversight, and a regulatory roadmap to support the responsible integration of AI in energy 
trading and demand response programs. 

AI Requirements: AI models must be explainable to ensure transparency in energy pricing 
and trading decisions. They should incorporate bias detection and mitigation techniques to 
guarantee fairness across diverse consumer groups. Privacy-preserving AI methods, such as 
federated learning, must be implemented to protect sensitive consumer data. Furthermore, AI 
governance tools should demonstrate compliance with evolving regulatory frameworks, 
ensuring that automated energy market decisions align with legal and ethical standards. 

 

 

https://www.forbes.com/sites/forbesbusinesscouncil/2022/08/04/confronting-commercial-real-estates-biggest-challenges-with-technology/?sh=2947876956b1
https://www.forbes.com/sites/forbesbusinesscouncil/2022/08/04/confronting-commercial-real-estates-biggest-challenges-with-technology/?sh=2947876956b1
https://energy.ec.europa.eu/news/european-green-deal-energy-efficiency-directive-adopted-helping-make-eu-fit-55-2023-07-25_en
https://energy.ec.europa.eu/news/european-green-deal-energy-efficiency-directive-adopted-helping-make-eu-fit-55-2023-07-25_en
https://www.crrem.eu/
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Use case 7_Manufacturing. Context-agnostic Computer Vision human detection 

Partners: POLIMI 

Description:  The availability of data and GPUs has led to significant improvements in machine 
learning and deep learning, especially in their application to Computer Vision (CV). However, 
given the crucial role of data in shaping the hyperspace of deep learning models, the absence of 
sample data from the implementation environment can lead to performance degradation. This 
issue is widely known as the domain shift problem. Additionally, computer vision systems are 
particularly susceptible to this problem due to the impracticality of collecting data from every 
possible environment. 
Moving forward from classical CV techniques, deep learning approaches have become a 
reference component of visual-based safety systems in industrial settings. At the same time, with 
the rise of human-robot collaboration under the “Industry 5.0” paradigm, vision-based safety 
systems are increasingly critical for monitoring operator safety when working with collaborative 
robots (cobots). 
Given these factors, addressing the domain shift problem in visual safety systems is deemed 
important to improve the detection of both humans and cobots positions, considering that the 
most valuable asset at risk is human safety.  
Industry challenge: Current industrial trends highlight the need of systems aimed at supporting 
the manufacturing operators in their daily tasks. These systems, in particular for what concerns 
the electro-mechanical ones (e.g., collaborative robots) need specific safety measures to be 
hosted in the same workplaces the operators perform their activities in. Recent advancements in 
the digitalisation of shopfloor, as well in the Computer Vision (CV) domain are allowing a safer 
environment where the operators are able to increase their productivity, and to be less impacted 
by hazardous operations. The most promising implementations in this field have been mainly 
studied in laboratory alike environments, while the integration into real industrial scenarios 
needed further adaptation for the CV algorithms, usually based on Machine Learning (ML) models 
(phaenomenon known as “domain shift problem”). To address this challenge, developing a 
domain-agnostic generalized visual controller is essential to ensure safety in human-robot 
collaboration. 

State-of-the-art: The domain shift problem is an active research topic in the computer science 
community. Currently, there are two common approaches to addressing this issue: Domain 
Generalization (DG) and Unsupervised Domain Adaptation (UDA) [96], [97]. 

In UDA-based approaches, it is assumed that unlabelled data from a new domain is available 
and can be integrated into the model during training. The most well-known UDA approach is the 
adversarial method [98], where negative loss backpropagation forces the model to become 
agnostic to the domain of the data. However, due to the unfeasibility of obtaining data from every 
possible domain and the high cost of re-training, there is a stronger focus on domain 
generalization approaches [99], [100]. In this context, leveraging multiple modalities [101] is one 
of the most common strategies to enhance model robustness using the available training data. 

Taking into account previous works, the application of domain generalization methods based on 
Polimi's knowledge has not been sufficiently explored in human-robot collaboration within real 
industrial environments. Therefore, the adaptation of these works should be considered in this 
study. 

Expected impacts and outcomes: In this work, the initial objective is to design a computer 
vision system capable of detecting both people and robots in a given scene. In the next steps, 
the proposed vision system will be analysed for its susceptibility to the domain shift problem by 
testing it in different environments and conducting real-time evaluations with various operators. 
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Based on the results, a new design will be proposed to enhance robustness against domain shift. 
Finally, the improved model will be tested in different environments to validate the final results. 
 
AI requirements:   Adaptive AI to work efficiently in any industrial scenario. Human.centric and 
trustworthy AI to ensure data privacy 

 

Use case 8_Manufacturing. Machine Learning-based stress detection for human operators   

Partners: POLIMI 

Description:  Through the usage of equipment made by different wearable sensors (EEGs, 
ECGs, EMGs, eye-trackers, EDA, Skin Temperature (ST), cameras) open to be included or not 
in the data sources, a model able to detect the operators’ stress from the aforementioned sensors 
and systems is supposed to be created. Different outcome are therefore forecasted, such as:  

• Knowledge extraction about the physical, mental, or emotional stress from the data 
available  

• Addressing the privacy-related issues in framework of the EU regulations.  
• Demonstration in laboratory environment with real-like manufacturing tasks (e.g., 

assembly, kitting, sorting…)  
Industry challenge: The current phenomenon of ageing of European population is supposed to 
heavily affect the manufacturing environment, whose operators will (on average) not be 
employable anymore in repetitive or heavy physical tasks. Current mitigation actions include the 
usage of empowering technologies (exoskeletons, collaborative robots) which are however 
increasing the lead time for operations. The need for measures that make these systems enabled 
only in conditions of physical/mental/emotional stress of the operator is hence supposed to fairly 
match the wellbeing of the operators and the overall performances of the production system.  
State-of-the-art: Biometric signals, namely Electrocardio gram (ECG), Electroencephlogram 

(EEG), Electromyograam (EMG), Electro dermal Activity (EDA), Skin Temperature (ST), and 

Pupilliometry have been extensively used both in literature and in commercial devices for 

measurement of stress in individuals. In commercial devices, like smart watches, stress detection 

is primarily carried out through cardiac activity measures primarily through average Heart Rate 

values. Literature sources often combine more than one signal in order to improve the 

accuracy/reliability of the stress prediction [102]. 

Stress detection from Biometric signals often requires several steps including artefact correction, 
feature extraction and AI/ML algorithms. Depending on the signal, the artefact correction methods 
include simple domain filters like median filters to more complex frequency domain treatments. 
Time domain, Frequency Domain, geometric domain and other mixed methods are often used 
for feature extraction.  And for AI/ML a mixture of both supervised and unsupervised methods 
has been reported in literature. 
Expected impacts and outcomes: The expected results for this work should enhance wellbeing 
of operators in manufacturing environment, as well as the work is supposed to contribute to the 
applied research activities aimed at extending the European population’s employability.  
The developed model is supposed to be made public with Open Access rights.   
Anonymized dataset is also supposed to be published in the interest of the broader research 
community as a matter of results’ verifications.  
AI requirements:  Adaptive AI to to cope with the differences of tasks, baseline measurement, 
and with the domain-shift derived from the psychological/physiological differences among 
operators. Human.centric and trustworthy AI to ensure data privacy  
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Use case 9_Manufacturing. Ensuring data reliability, robustness, and transparency 

with synthetic data 

Partners: DTI  

Description: In a manufacturing context, synthetic data are often necessary, as acquiring 

and annotating data may be time consuming and require expert knowledge. On the one hand, 

the use of synthetic data (artificially generated) is a well-known approach to complement 

scares and non-representative datasets to train more reliable and robust AI model. On the 

other hand, it must be transparent for the users of AI systems that synthetic data are used. 

Ensuring data reliability, robustness, and transparency guaranties thus the safety of AI 

systems. 

Industry challenge: The refurbishment of used electronics, such as laptops, requires the use 

of computer vision and artificial intelligence to detect and identify different components 

(screws, specific keys and buttons, etc.) and defects & anomalies (stickers, scratches, etc.). 

AI algorithms rely then on a large number of images that must be acquired and annotated. 

Getting this amount of data is not always that easy (time consuming processes, annotations 

must be performed by experts, etc.) and the use of synthetic images – artificially generated 

data – allows to complement scares and non-representative datasets. 

In terms of safety aspect, training an AI model with synthetic data raises concerns about their 

reliability and robustness, and data transparency allowing the users of the AI system to be 

able to detect and recognize synthetic images. New guidance and tools need to be developed 

to answer these challenges. 

State-of-the-art: DTI has conducted several projects related to the refurbishment of laptops, 

with for instance implementing at factory level AI algorithms to detect the stickers on the 

laptop surface, which needed to be removed afterwards by robot arms. 

Expected impacts and outcomes: The application context is the use of AI to perform 

refurbishment-related operations. AI models are trained with both real and synthetic images 

and used to detect and identify different components (screws, specific keys and buttons, etc.) 

and defects & anomalies (stickers, scratches, etc.). 

Guidance needs to be developed on how to create datasets including synthetic data in a 

reliable and robust way, based on measurable quantitative indicators. Additionally, tools need 

to be implemented to detect and recognize synthetic data.  

The different approaches implemented through this use case will be included in a broader 

framework dedicated to assessing AI safety and security. 

AI requirements:  The Trustworthy AI pillar is going to support this use case. 

 

Use case 10_Manufacturing. Computer Vision for feet recognition.  

Partners: POLIMI 

https://www.dti.dk/ai-to-revive-retired-pcs/45404
https://www.dti.dk/robot-removes-stickers-and-extends-the-life-of-your-computer/45528
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Description: A trained and tested ML model able to identify and classify feet gesture is deemed 
of high relevance for the ergonomics of industrial operators (in particular in the assembly 
processes) to provide them a comfortable interface to interact with machines without interrupting 
their tasks and avoiding some errors in the gesture recognition while handling tools. This feature 
is also deemed important for what concerns the logistics operators who have to send commands 
to automated carts and Autonomous Mobile Robots, enabling the operators to stop or to reassign 
those vehicles to other tasks, and improving their safety perception. 
Industry challenge: Nowadays, most of the Computer Vision applications for Human Machine 
interaction are based on hand-gesture recognition, which relies on pre-trained pipelines able to 
identify pre-determined gestures the operator relies on to give specific orders to the machine (in 
most of the cases, a collaborative robot) he/she has to interact with. Despite the promising results, 
from an industrial point of view these tools suffer from an intrinsic drawback, which lies in the fact 
that in production or assembly lines operators need both of their hands to perform the manual 
tasks they assigned to them. A model able to be trained on feet (but, mainly, shoes) replicating 
the current tools available for the hand would relieve the operators from interrupting their tasks 
to interact with the machine, increasing ergonomics and improving the overall well-being on the 
workplace. 
State-of-the-art: to the best knowledge of POLIMI, no pre-trained model has been already 
released for recognising the feet (and, in particular, the shoes) of human operators. Several 
models and available libraries are, however, trained for the recognition of hands or for the full 
body of standing and sitting people [103]. These models usually return 2D coordinates of key-
points related to human joints relevant for posture, but the low number of points related to feet 
and the required perspectives (frontal or lateral) make these tools not suitable to solve the 
industrial scenario. 
The healthcare industry has however released some models for CV-based recognition of feet, 
but these models are limited because of their scope (estimation of posture during walking [104]) 
or for the naked-feet joint recognition [105], which is crucial in podiatry, but not for the industrial 
scenario (as per any other one where the subject is supposed to wear shoes or footwear). 
Expected impacts and outcomes: Starting from a real-like setting (working table mounted at 
height of 0.9m with a camera oriented toward the floor, or subjective camera of an AMR) the 
proposed model is supposed to efficiently classify a series of feet gestures, interfacing them with 
the assets involved in the collaboration (e.g., AMR, collaborative robot).  
Impact for this kind of application is supposed to materialise in a success story able to introduce 
this solution into the manufacturing environment, paving the way towards industrial solutions able 
to be exploited in real industrial plants. It is also deemed beneficial for the operators with upper 
limbs deficits, who would be then able to spread their employability in workplaces embodying 
advanced human-machine interfaces.   
AI requirements:  Adaptive AI to detect different types and dimensions of shoes. Human.centric 
and trustworthy AI to ensure data privacy. 

 

Use case 11_Manufacturing. Egocentric perception for shopfloor operators.  

Partners: POLIMI 

Description:  Due to the recent availability of wearable tools such as GoPro, and Google 
Glasses, egocentric data (first-person view data) become more popular. This popularity is also 
the result of applying the generated data (mainly streams of audio signals and images) in different 
research and industrial fields, like robotics or augmented reality. In addition, the popularity of 
these data increased together with the progress of large language models (LLM's), and vision 
language models (VLM's). Therefore, the unique generalization of VLM's in understanding visual 
information and the importance of capturing human behaviour in egocentric vision, resulted in 
merging these two fields for multiple industrial applications, especially in capturing and reasoning 
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on operators' behaviour to help and guide them in the manufacturing environment. Considering 
that the understanding of operators' actions can be valuable for operators' performance and as a 
result the manufacturing throughput. 
Industry challenge: The flexibility features introduced with the so-called “Industry 4.0” led 
manufacturing companies to significantly expand their product portfolio, and the customization 
opportunities granted to customers expanded this limit potentially limitlessly. If, from a marketing 
perspective, this increase in the offer resulted in positive results and, from the production point of 
view, the customization of product have been easily tackled thanks to the advancements in IoT, 
computer integrated manufacturing, and production line traceability features, when the 
customization lands to the working tables of assembling operators the variety of assembly tasks 
required from a human worker is too diverse to be memorised. Current mitigation actions include 
the usage of digital interfaces to interact with the operator providing instructions and checking 
task lists, but, in particular for short series of tasks, these solutions tend to distract the operator 
from the manual assembly operations. For this reason, a solution leveraging on an egocentric 
vision system supporting the operator without distracting him/her from the assigned operation is 
deemed worth to be studied, since it would allow operators to maintain the same throughput and 
quality of the assembly, while reducing the mental stress. 
 
State-of-the-art: Egocentric video understanding is a hot topic in the computer science and 
robotics field, therefore an enormous number of literatures proposing different methodologies for 
egocentric video understanding is now populating the scientific debate. The earlier methods focus 
on the use of 2D [1,2], and 3D [3,4] convulsions to tackle this problem. However, with the 
popularity of VLM, there have been a huge number of works that focus on the use of VLM to 
recognize and understand human behaviour, these methods are inspired by common VLM in 
video understanding such as Video-LLaMA [5], or BLIP-2[6]. 
However, with all these models to the best knowledge of POLIMI, there has been no framework 
for the integration egocentric VLM model for human operator behaviour understanding in 
manufacturing. 
 
Expected impacts and outcomes: Looking at some of the pre-trained egocentric VLMs, it is 
required to initially implement these models to work in real-time on egocentric devices (eye 
tracking devices, or Microsoft Hololens). Having these models tested in real-like industrial 
scenarios is required to design and establish a framework that uses an egocentric VLM model to 
capture the previous information of the operator's actions to guide and help the operator. 
The application of the designed framework should be able to demonstrate improvement in 
operators' daily tasks in the manufacturing environment and result in an increase in efficiency and 
performance in the manufacturing line. 
AI requirements:  Adaptive AI to perform in different industrial environment. Human.centric and 
trustworthy AI to ensure data privacy. 

 

Use case 12_Manufacturing. AI techniques for products improvement based on 
customers’ review   

Partners: POLIMI 

Description: In the context of Industry 4.0, Small and Medium Manufacturing Enterprises 
(SMMEs) face the challenge of enhancing their products to remain competitive. A critical aspect 
of this process is analysing customer feedback, often available as online reviews. However, the 
huge volume and diversity of these reviews make it difficult for SMMEs to efficiently extract 
exploitable insights. The lack of resources and unavailability of advanced tools for data analysis 
can lead to decisions based on incomplete or non-representative information, preventing these 
businesses to implement innovative and responsive products after the market needs. Traditional 
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user research methods [106] are often limited by narrow survey scopes, insufficient samples, and 
time-consuming processes, which may not align with the rapid product development cycles 
required in today's market. 
Industry Challenge: SMMEs must meet the growing demand for product customization and 
quality, while maintaining competitive costs: the ability to continuously adapt products based on 
customer feedback is then deemed fundamental to meet these expectations [107].[107]. 
However, manual analysis of online reviews is inefficient and prone to errors, while automated 
solutions often require technical expertise and resources that many SMEs lack. This situation 
creates a gap between the available information and the company's ability to efficiently use it for 
product improvement. Moreover, the reliability of online reviews can vary, and treating all reviews 
as equally important can lead to misguided strategies. Developing methods to assess the 
reliability of reviews and extract meaningful insights is a significant challenge for SMEs. Text 
mining, Natural Language Processing and other methods based on AI such as Knowledge 
Graphs are hence addressed as valuable solutions to bridge this gap. 
State-of-the-Art: Currently, various techniques exist for analysing customer feedback, including 
Natural Language Processing (NLP) and sentiment analysis. These methods can automate the 
extraction of information from online reviews but often require specialized skills and substantial 
computational resources. Additionally, many solutions are designed for large enterprises and do 
not easily scale down to the needs and constraints of SMEs. Recent studies have explored the 
application of NLP in industrial SMEs, highlighting its potential to enhance production planning 
and control activities [108]. However, the adoption of these technologies in SMEs is still limited 
due to technical and resource-related barriers. 
Expected Impacts and Outcomes: AI model developed or configured for this issue is supposed 
to help SMMEs to gain deeper insights into customer needs and preferences through automated 
analysis of online reviews. This will enable a quick identification of areas for product improvement 
and prioritization actions based on customer importance. Consequently, companies would be 
able to accelerate innovation cycles, increase customer satisfaction, and enhance market 
competitiveness [109]. Furthermore, leveraging NLP techniques can help SMMEs to process 
large volumes of unstructured data efficiently, transforming it into actionable insights that drive 
strategic decision-making. 
AI requirements:  Human.centric and trustworthy AI to ensure the interpretability of the outcome 
of the research. 

 

 

Use case 13_Space. Fleet Scheduling 

Partners: BAS 

Description: Fleet scheduling refers to the temporal and physical allocation of all the resources 
over a transportation network that are needed to comply with airline operations, environmental 
constraints and demand coverage, such as aircrafts, pilots, ground crew, battery chargers, gates 
or aircraft parking places.  
 
Industry challenge: Building a schedule and allocating resources is a known NP-hard problem 
with poor scaling characteristics. Even for relatively simple transportation networks, this problem 
becomes quickly intractable. Typically, a mathematical model that obeys operational constraints 
is built and used to create a schedule. This is hard to build, requiring subject matter experts, hard 
to solve and custom tailored for each specific type of operation. Moreover, with the expected rise 
in demand driven by Urban Air Mobility, which is more dynamic than traditional airline operations, 
the operational schedules need to be built fast and patched immediately upon any network 
disruption. 
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State-of-the-art: Traditional scheduling techniques rely on Mixed Integer Linear Programming 
(MILP) formulations that are often inflexible and complex to formulate and to understand by a 
non-expert. However, they are able by design to produce solutions that are both optimal and 
satisfy the requested specifications. Other tools like greedy algorithms, metaheuristics and ant 
colony optimization are also used to perform resource allocation. 
 

Expected impacts and outcomes: The expected outcome for the development of this use case 
within ENFIELD is to explore techniques based on generative AI and reinforcement learning and 
to produce a proof of concept for scheduling and resource allocation within the context of Urban 
Air Mobility. 
 

AI requirements:   Adaptive AI to ensure transferability of the methods and models to different 
operational scenarios and concept of operations, and to address disruptions in the initial planned 
schedule. Trustworthy AI to ensure that the final output of the scheduler can be trusted to be not 
only correct and feasible, but also optimal or near-optimal. 
  

 

Use case 14_Space. Fine-tuning the CCIC network for more trustworthy retrievals 

Partners:  

Description: Fine-tuning of an existing neural network to enable more trustworthy 3D 
probabilistic cloud masks on a quasi-global scale derived from satellite observations spanning 
over 40 years. 

Industry challenge: The Chalmers Cloud Ice Climatology [89], is a novel, deep-learning-based 
climate record of ice-particle concentrations in the atmosphere based on measurements from a 
geo-ring constellation. The CCIC network provides multiple outputs, including a 3D cloud 
classification. However, the original data used to train the CCIC network is likely reflecting the 
real situation worse than other datasets due to the measuring instruments involved. Therefore, 
the challenge is to compare the label data used with an alternative dataset, fine-tune the network, 
and provide guidance on how to use the outputs of the network, to build trust on the results and 
save computations. 

State-of-the-art: Currently, CCIC is the only dataset offering quasi-global 3D cloud masks with 
an unrivalled time resolution, so itself can be considered the SOTA. Data derived from the satellite 
used as reference, CloudSat [110], is the gold standard, but its sparsity limits many applications. 
Brüning et al. [111] and Jeggle et al. [112] offer a variable indirectly related, but it still covers a 
fraction of the area covered by CCIC, and the work of Li et al. [113] is tangentially relevant. There 
are products provided by ground-based instruments (e.g., Delanoë9 and Haeffelin9, 2024), but 

these are localized geographically and neither cover the timespan applicable to CCIC nor the 
spatial coverage. Concerning model datasets instead of observational datasets, ERA5 [114] is 
often included in the analyses or even used as a reference. 
 

Expected impacts and outcomes:  

• Updated CCIC network and accompanying software publicly accessible 

• One journal publication, including guidance on how to use the cloud mask outputs of the 
network 

 
AI requirements:   

 
9 https://cloudnet.fmi.fi/file/ec16dad5-3047-4a29-a437-91fc6d55607e  

https://cloudnet.fmi.fi/file/ec16dad5-3047-4a29-a437-91fc6d55607e


ENFIELD  D3.2 

ENFIELD: European Lighthouse to Manifest Trustworthy and Green AI  126 

• Listing of simple fine-tuning approaches 

• Restrict to CCIC model to re-use the validation work of Amell et al. [89]. 

• Related pillars: Green AI (save computations for inference), Trustworthy AI (build trust on 

outputs through clarifying the expected behaviour) 

  

 


