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Executive Summary 
This manuscript represents the first version of the WP2 Research project of the ENFIELD Network 
of Excellence, concentrating on Trustworthy and Green Artificial Intelligence. The objectives of 
the project are extremely ambitious. They target pivotal themes of paramount significance across 
research and application levels.  

Defining the roadmap for the four foundational pillars underpinning this WP is of paramount 
significance despite the ambitious nature of this task within the dynamic landscape of the field. 

The first version of this document aims to consolidate the contributions of the ENFIELD partners. 
To produce scientific and innovative results in this work package, we present the rational 
framework we intend to use. This framework emerges from the initial conceptualisation, 
organisation and categorization of existing research and project-related discussions spanning the 
initial six months.  Despite the limited timeframe since project initiation, the ENFIELD consortium 
has delineated promising research directions.  While the prioritization of actions and their temporal 
sequencing may not be optimal yet, we maintain confidence in our ability to swiftly rectify these 
aspects and align them with the pressing industrial imperatives outlined in WP3 of the project.  

The document begins with a short overview of the state of the European research and innovation 
landscape.  Subsequently, it delineates the challenges pertinent to the dimensions encapsulated 
in the ENFIELD Research Excellence, namely Green, Adaptive, Human-Centric and Trustworthy 
AI. Within each pillar, critical priorities are discerned alongside outlined gaps necessitating 
attention.  Evidently, substantial lacunae exist within these domains, accompanied by several 
research questions demanding short- and long-term resolutions. Following this, the document 
proposes guidelines and anticipated outcomes before its conclusion.   
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1 Introduction      
Thanks to the consolidation of several key technologies, increased processing power, greater 
availability of data and improved algorithms, Artificial Intelligence (AI) has enjoyed a period of 
intense progress. AI is transforming every aspect of modern society and is ubiquitous in our daily 
lives. AI is already having and will have a huge impact in the decades to come. AI technologies 
can help promote inclusive economic growth, bring great benefits to society and empower 
individuals. In addition, AI has great potential to contribute to solving global challenges, such as 
pandemics, or climate change and improving education, energy accessibility, security and 
sustainability, as well as the digital divide.   

Nevertheless, using AI tools and applications by governments, businesses, and citizens raises 
new challenges. AI applications could make errors of judgment, act unpredictably, and be fooled. 
The data used to train these applications likely introduce new types of errors. These powerful 
applications present considerable potential but also risks, accidents, and challenges in terms of 
legal liability, as well as undermining human rights and the rights of defence. In addition, because 
of the large number of calculations, data collection, and storage required, they significantly impact 
greenhouse gas (GHG) emissions and the environment.  

There are still many questions to be answered to maximise the benefits of AI and minimise its 
challenges while developing the digital economy and helping solve major societal and 
environmental problems. 

AI EU Research context and motivation. The EU plays an important role in the global AI 
landscape, although the absolute number of its AI players (companies, universities, research 
centres and local government institutions) and its ratio to GDP are not as high as in the US or 
China1.  AI research in Europe has a long and successful history. Since the creation of the ECAI 
archiving conference in 1974 and the European Artificial Intelligence Association of EurAI2 in 
1982, it has grown steadily with the creation of several other European associations and initiatives 
such as IDSA3 or BDVA4, euRobotics5, CLAIRE6, ELLIS7. Combining the strengths of these major 
European associations and initiatives, the European Public-Private Partnership ADRA8 has 
recently brought together partners from the AI, Data and Robotics communities.  

In order to coordinate and have an active AI research landscape, mobilising the European AI 
community, the EC has launched the creation of Networks of Centres of Excellence in AI9, a large-
scale initiative that brings together the European AI ecosystem and aims to address the key 

 
1 https://publications.jrc.ec.europa.eu/repository/handle/JRC128744  
2 European Association for Artificial Intelligence – (formerly ECCAI): https://www.eurai.org/ currently one of 
the world largest scientific AI associations with more than 4500 members across 30 countries. 
3 International Data Space Association: https://internationaldataspaces.org/  
4 Big Data Value Association: https://www.bdva.eu/  
5 https://eu-robotics.net/  
6 Confederation of Laboratories for Artificial Intelligence Research in Europe: https://claire-ai.org/  
7 The European Laboratory for Learning and Intelligent Systems: https://ellis.eu/  
8 AI, Data and Robotics Association: https://adr-association.eu/about-us/  
9 See the last section of this document to have a short overview of these Excellence Networks in relation 
to ENFIELD 

https://publications.jrc.ec.europa.eu/repository/handle/JRC128744
https://www.eurai.org/
https://internationaldataspaces.org/
https://www.bdva.eu/
https://eu-robotics.net/
https://claire-ai.org/
https://ellis.eu/
https://adr-association.eu/about-us/
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scientific and technological challenges posed by AI from different perspectives that hinder the 
deployment of AI-based solutions. 

ENFIELD Research context and motivation. Within the global AI Centres of Excellence 
ecosystem, ENFIELD stands out as a distinctive beacon, cultivating research excellence across 
four foundational pillars: Green, Adaptive, Human-Centric, and Trustworthy AI. Advancing 
knowledge and innovation in these realms holds the strategic significance of paramount 
importance for the effective advancement, implementation, and societal embrace of AI within 
Europe. These contributions are further amplified and applied to research endeavours within four 
strategically chosen vertical domains: Healthcare, Energy, Manufacturing, and Space.  ENFIELD 
represents a singular ecosystem of European stakeholders pioneering novel AI focus areas, such 
as the Adaptive and Green AI pillars, and exploring untapped territory in Manufacturing and Space 
verticals, hitherto uncharted at the EU level. Beyond fortifying the EU's competitive standing in AI 
and safeguarding its strategic autonomy, ENFIELD endeavours to generate substantial socio-
economic dividends benefiting European citizens and enterprises alike. Moreover, the seamless 
alignment and successful integration of high-calibre fundamental research pillars with the 
industry's strategic imperatives serve to attract premier talent, cutting-edge technologies, and 
abundant resources from prominent research and industrial entities across Europe. 

WP2 in the ENFIELD context. Seven Work Packages (WP) organise the ENFIELD activities. 
The WPs structure implements the project objectives and its core networking and research activity 
backbones. The four fundamental pillars organising the research activities of excellence in the 
network of centres are coordinated in WP2.  

This research-oriented WP complemented, by the application-oriented WP3, is essential to the 
joint implementation of research within the project. Both WP address the key research challenges 
(expressed within a set of prioritized research topics) and link them to identified applied and 
industrial boundaries (expressed within a set of prioritized use cases). Research activities are 
carried out with identified groups of research and industry stakeholders, enabling multidisciplinary 
and cross-sectorial approaches. Their research advances are enhanced by successful applicants 
to the open calls Third-Party Exchange Scheme (TES) and Third-Party Innovation Scheme (TIS) 
managed by WP5 and defined in close collaboration with those two WPs.  

 
WP2-centric point of view in ENFIELD 
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Secondly, synchronized by WP4, WP2 with WP3 produce and monitor the Common Research 
Vision and Roadmap (CRVR). This strategic outcome is complemented with the White Paper and 
the Safety and Security Risk Assessment Framework (SSRAF), two other strategic documents 
produced by WP4 and WP7. 

Structure of the document. The first part of this document provides an overview of ENFIELD's 
research objectives, the organisation of its research activities around the four pillars, and their 
relationship with the four verticals. 

Subsequently, in the ensuing sections, each pillar will be delineated in terms of its current standing 
within the state of the art, its overarching aspirations, defined objectives, and anticipated 
outcomes. The challenges inherent to each research pillar have been meticulously identified and 
aggregated from collaborative initiatives held internally within each pillar, notably in connection 
with the TES Open Call slated for preparation before the conclusion of the initial six months of the 
project. Each exposition pertaining to a research pillar within the document represents a synthesis 
of diverse contributions, amalgamated under the stewardship of the respective pillar leaders and 
co-leaders 

The final section of the document provides an overview and summary of the expected results and 
targeted KPI for all the pillars. It also provides an overview of the agenda for co-creation and 
collaboration events with WP3. Future versions of this report will summarize the results and KPI 
achieved in each pillar and will present the expected results and targeted KPI for next period. 
Future versions of this report will also summarize the organisation and results of the co-creation 
and collaboration events with WP3 that took place during the period and will present the objective 
of the planned events. This agenda will be complemented by an overview of the TES Agenda and 
the TES collection and construction process. In addition, future versions of this report will 
summarize the results of the TES and present the objective and organisation of the next TES 
Open Call. Finally, we will present the planned contributions to the other WPs (mainly WP4) and 
an initial map of possible interactions with other EU Networks of Excellence. 

2 Overview of Research Excellence in ENFIELD 
This section is devoted to the organisation of the research pillars and the targeted results as 
defined in ENFIELD. Before presenting them, this section will set out the overall EU context that 
motivated the choice of the research pillars that structure the cutting-edge research carried out 
under ENFIELD. 

2.1 Positioning 
The digital transformation triggered by advances in AI is reflected and expressed in the many 
policies and strategic initiatives proposed by the European Commission (e.g. digital age 
strategy10, Artificial Intelligence for Europe11, or more recently European Approach on AI12). In this 

 
10 https://ec.europa.eu/info/strategy/priorities-2019-2024/europe-fit-digital-age_en  
11 https://ec.europa.eu/digital-single-market/en/news/communication-artificial-intelligence-europe  
12 https://digital-strategy.ec.europa.eu/en/policies/european-approach-artificial-intelligence  

https://ec.europa.eu/info/strategy/priorities-2019-2024/europe-fit-digital-age_en
https://ec.europa.eu/digital-single-market/en/news/communication-artificial-intelligence-europe
https://digital-strategy.ec.europa.eu/en/policies/european-approach-artificial-intelligence
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context, several roadmaps, policy recommendations and regulations13 have been produced at 
international, European and national levels14.   

These guidelines represent crucial, high-level directives fostering trust grounded in EU values 
while enhancing the technological and industrial competitiveness of the EU within the AI domain.  
National strategies of Member States offer a targeted and comprehensive outlook, encompassing 
investments in key areas such as education, skill development, research, and innovation tools. 
Moreover, they strive to facilitate the establishment of cutting-edge AI infrastructure, promote 
regulatory frameworks conducive to digitalization, ensure the availability of fast and resilient 
communication networks, and provide ample computing resources. The Coordinated Plan on 
Artificial Intelligence15 complemented by its update16 released in 2021, aims to coordinate efforts 
to maximise the impact of investments and collectively ensure that the EU can compete globally.   

In such a context, regulation and filling gaps in legislation have been and are even more important, 
as highlighted in the report on the safety and liability implications of Artificial Intelligence, the 
Internet of Things and robotics17. Initiatives such as the EU’s Cybersecurity Strategy18, EU’s 
Strategy for Data19 led to critical pieces of legislation such as Digital Services20, Digital Markets21, 
Data Governance22 and Data23 Acts, complementing the General Data Protection Regulation24. 
All contribute to building the confidence needed to put in place the right infrastructure to build 
Robust AI systems and increase data availability in line with the FAIR principles.  

In contexts where systems offer decisions and guidance, it is imperative to adopt a robust trust-
based approach underpinned by a human-centred perspective. Therefore, Trustworthy and 
Human-Centric AI has emerged as central pillars within strategic research and innovation 
roadmaps and policies in Europe, aiming to address key challenges and catalyse funding for 
nascent markets. Various initiatives have been investigated in response to heightened regulatory 
scrutiny concerning human users of AI technologies and applications. The Ethics Guidelines for 
Trustworthy AI25, marked an initial stride, proposing directives for developing AI systems aligned 
with EU values, including principles such as Human agency and oversight, technical robustness 
and safety, Privacy and Data Governance, Transparency and explainability, Diversity, non-
discrimination, and fairness, Societal and environmental well-being, and Accountability.  
Augmenting these guidelines, and in a bid to fortify the foundation for trustworthy AI systems, a 
novel regulatory framework26 has been delineated. This legislative outcome, the Artificial 

 
13 See for instance https://ai-watch.ec.europa.eu/topics_en?prefLang=en that provides a holistic view of 
what is happening in the domain of AI 
14 https://ai-watch.ec.europa.eu/tools/ai-europe_en?prefLang=en  
15 https://ec.europa.eu/digital-single-market/en/news/coordinated-plan-artificial-intelligence  
16 https://digital-strategy.ec.europa.eu/en/policies/plan-ai  
17 https://ec.europa.eu/info/publications/commission-report-safety-and-liability-implications-ai-internet-
things-and-robotics-0_en  
18 https://digital-strategy.ec.europa.eu/en/policies/cybersecurity-strategy  
19 https://digital-strategy.ec.europa.eu/en/policies/strategy-data  
20 https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A32022R2065&qid=1666857835014  
21 https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX:32022R1925  
22 https://digital-strategy.ec.europa.eu/en/policies/data-governance-act  
23 https://digital-strategy.ec.europa.eu/en/policies/data-act  
24 https://commission.europa.eu/law/law-topic/data-protection_en  
25 https://ec.europa.eu/digital-single-market/en/news/ethics-guidelines-trustworthy-ai  
26 https://digital-strategy.ec.europa.eu/en/policies/regulatory-framework-ai  

https://ai-watch.ec.europa.eu/topics_en?prefLang=en
https://ai-watch.ec.europa.eu/tools/ai-europe_en?prefLang=en
https://ec.europa.eu/digital-single-market/en/news/coordinated-plan-artificial-intelligence
https://digital-strategy.ec.europa.eu/en/policies/plan-ai
https://ec.europa.eu/info/publications/commission-report-safety-and-liability-implications-ai-internet-things-and-robotics-0_en
https://ec.europa.eu/info/publications/commission-report-safety-and-liability-implications-ai-internet-things-and-robotics-0_en
https://digital-strategy.ec.europa.eu/en/policies/cybersecurity-strategy
https://digital-strategy.ec.europa.eu/en/policies/strategy-data
https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A32022R2065&qid=1666857835014
https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX:32022R1925
https://digital-strategy.ec.europa.eu/en/policies/data-governance-act
https://digital-strategy.ec.europa.eu/en/policies/data-act
https://commission.europa.eu/law/law-topic/data-protection_en
https://ec.europa.eu/digital-single-market/en/news/ethics-guidelines-trustworthy-ai
https://digital-strategy.ec.europa.eu/en/policies/regulatory-framework-ai
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Intelligence Act (AI Act)27, attained political consensus between the European Parliament and the 
Council. During the interim period before the regulation takes effect, AI developers worldwide, 
including those from Europe, have the opportunity to voluntarily commit, via an AI Pact28, to 
adhering to the principal obligations outlined in the AI Act, ahead of legal deadlines. On an 
international scale, this AI Pact is complemented by the Hiroshima AI process, wherein G7 leaders 
endorsed international guiding principles29 and a voluntary Code of conduct30 for Advanced AI 
Systems. These collective efforts underscore a global commitment toward fostering responsible 
AI development and deployment. 

This global context of European and international regulations defines an ambitious global 
framework in which Trustworthiness and Human Centricity are of paramount importance, raising 
high expectations for developing AI technologies that comply with these regulations.  

The EU is the world leader in dealing in the fight against climate change, and its proposals to 
achieve carbon neutrality by 2050 are just one example of the EU's leadership. ICT and AI are 
playing an increasingly important role in today's digital applications aimed at reducing the 
environmental impact of certain activities. AI technology can tackle climate change by ensuring 
efficiency and reliability, predicting system failures, helping to make more accurate decisions, and 
promoting a better understanding of highly complex phenomena ranging from individual behaviour 
to ecosystem change in energy, manufacturing, and other areas. 

A growing body of works on AI techniques is devoted to improving the response to climate 
change31, ranging from collecting data (e.g., meteorological, health, environmental) to processing 
and training optimization models.  

Nevertheless, the emergence of these new services brings about a considerable impact on 
greenhouse gas emissions (GHG) and the environment, primarily due to the extensive 
computational tasks, data collection, and storage demands they entail. Notably, urban traffic 
prediction, facilitated by the widespread utilization of smartphones, stands out as a prime 
contributor to GHG emissions within the digital sector. Furthermore, the escalating potency of 
language processing or computer vision models, as evidenced by recent advancements (Hacker 
2023), is accompanied by a proportional surge in resource consumption32. These observations 
transcend the realm of AI33, evolving into a formidable research domain and an integral aspect of 

 
27 https://ec.europa.eu/commission/presscorner/detail/en/IP_21_1682  
28 https://digital-strategy.ec.europa.eu/en/policies/ai-pact  
29 https://digital-strategy.ec.europa.eu/en/library/hiroshima-process-international-guiding-principles-
advanced-ai-system  
30 https://digital-strategy.ec.europa.eu/en/library/hiroshima-process-international-code-conduct-advanced-
ai-systems  
31 Artificial intelligence for sustainable development: challenges and opportunities for UNESCO’s science 
and engineering programmes: https://unesdoc.unesco.org/ark:/48223/pf0000368028 ; European Green 
Digital Coalition: https://digital-strategy.ec.europa.eu/en/policies/european-green-digital-coalition ; 
Measuring the environmental impacts of artificial intelligence compute and applications The AI footprint 
https://www.oecd.org/publications/measuring-the-environmental-impacts-of-artificial-intelligence-compute-
and-applications-7babf571-en.htm  
32 Digital Sobriety : A responsible corporate approach », CIGREF in partnership with The Shift Project 
https://www.cigref.fr/digital-sobriety-a-responsible-corporate-approach,  
33 Europe’s Digital Decade: digital targets for 2030: https://commission.europa.eu/strategy-and-
policy/priorities-2019-2024/europe-fit-digital-age/europes-digital-decade-digital-targets-2030_en  

https://ec.europa.eu/commission/presscorner/detail/en/IP_21_1682
https://digital-strategy.ec.europa.eu/en/policies/ai-pact
https://digital-strategy.ec.europa.eu/en/library/hiroshima-process-international-guiding-principles-advanced-ai-system
https://digital-strategy.ec.europa.eu/en/library/hiroshima-process-international-guiding-principles-advanced-ai-system
https://digital-strategy.ec.europa.eu/en/library/hiroshima-process-international-code-conduct-advanced-ai-systems
https://digital-strategy.ec.europa.eu/en/library/hiroshima-process-international-code-conduct-advanced-ai-systems
https://unesdoc.unesco.org/ark:/48223/pf0000368028
https://digital-strategy.ec.europa.eu/en/policies/european-green-digital-coalition
https://www.oecd.org/publications/measuring-the-environmental-impacts-of-artificial-intelligence-compute-and-applications-7babf571-en.htm
https://www.oecd.org/publications/measuring-the-environmental-impacts-of-artificial-intelligence-compute-and-applications-7babf571-en.htm
https://www.cigref.fr/digital-sobriety-a-responsible-corporate-approach
https://commission.europa.eu/strategy-and-policy/priorities-2019-2024/europe-fit-digital-age/europes-digital-decade-digital-targets-2030_en
https://commission.europa.eu/strategy-and-policy/priorities-2019-2024/europe-fit-digital-age/europes-digital-decade-digital-targets-2030_en
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strategic agendas and policies. For instance, within the Digital Decade policy agenda (Van 
Wynsberghe 2021), sustainability is highlighted as a core Digital Right and Principle, emphasizing 
the imperative for digital devices and services to uphold sustainability principles and facilitate 
green transitions, including mitigating their environmental footprint and energy consumption. In 
terms of trust, the concept of Green and Sustainable AI, denoting the sustainability of AI systems, 
has emerged as a pivotal new requirement within strategic roadmaps and policies, underscoring 
the imperative to address environmental concerns alongside technological advancements.  

Under different names and areas of action (e.g. advanced manufacturing34, industry 5.035), the 
Industry of the Future is at the heart of national, European and international strategic roadmaps. 
The industry of the future, as pointed out by ENFIELD verticals, is developing today, thanks to the 
massive collection and processing of industrial data, assisted by Artificial Intelligence 
technologies. These developments are illustrated for instance in defect detection, self-monitoring 
and adaptation of product models or complex industrial processes, distributed among increasingly 
interconnected companies operating in changing worlds. The diversity and significant versatility of 
manufacturing infrastructures execution (e.g. distributed infrastructure including edge to cloud 
continuum) and changing real-world circumstances, raise important challenges that place 
adaptation as one of the essential requirement to enable AI systems to adjust their operation to 
changes in the real world, even when these changes were not known or anticipated at design 
time. To achieve adaptation, a level of adaptability and resilience never seen before is required so 
that AI-powered cyber-physical systems gain insights, identify patterns, and make predictions on 
the fly. Self-* dimensions (i.e. self-adaptation, self-organisation, self-configuration, ...) are 
important requirements, at the system and system-of-systems levels, such that systems improve 
and adapt their capabilities over time by analysing their own performance and coordination with 
other systems, identifying weak or ineffective areas and refining their algorithms in response. 
These concerns are also present in other fields of application involving cyber-physical systems 
such as environment and health management (e.g. optimizing agricultural practices and reducing 
waste, helping to save lives, improve the functioning of the health sector). 

2.2 Organisation of Research 
The foundational research activities developed in WP2 are implemented under four carefully 
selected horizontal themes, known as pillars, namely Green AI, Adaptive AI, Human-Centric AI 
and Trustworthy AI. As explained in the previous section, the last two pillars derive from the 
European AI Strategy and Green AI derives from the Digital and Green Europe priorities. The 
Adaptive AI pillar has been defined based on the targeted vertical domains, as it appears to be a 
key ingredient for the diffusion of AI in real world applications that require the ability to adapt to 
constantly changing scenarios (e.g. satellite communication networks, health conditions, 
production cells) with different execution circumstances. Each of the research pillar of WP2 is 
further described in the following sections of this document. A Research Pillar is defined as a 
fundamental AI research activity targeting a horizontal, strategic theme of key importance for the 
successful development, deployment and acceptance of AI in Europe. A research pillar cuts 
across the industrial infrastructure sectors selected under ENFIELD. The activities carried out 

 
34 h"ps://research-and-innova1on.ec.europa.eu/research-area/industrial-research-and-innova1on/key-enabling-
technologies/advanced-manufacturing_en  
35 Industry 5.0: h"ps://research-and-innova1on.ec.europa.eu/research-area/industrial-research-and-
innova1on/industry-50_en 

https://research-and-innovation.ec.europa.eu/research-area/industrial-research-and-innovation/key-enabling-technologies/advanced-manufacturing_en
https://research-and-innovation.ec.europa.eu/research-area/industrial-research-and-innovation/key-enabling-technologies/advanced-manufacturing_en
https://research-and-innovation.ec.europa.eu/research-area/industrial-research-and-innovation/key-enabling-technologies/advanced-manufacturing_en
https://research-and-innovation.ec.europa.eu/research-area/industrial-research-and-innovation/industry-50_en
https://research-and-innovation.ec.europa.eu/research-area/industrial-research-and-innovation/industry-50_en
https://research-and-innovation.ec.europa.eu/research-area/industrial-research-and-innovation/industry-50_en
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within a research pillar are positioned in relation to the state-of-the-art of the pillar theme. Because 
of the limitations and gaps identified, a pillar defines its ambition and objectives, clearly setting 
out the challenges it must meet. Based on these objectives, a set of expected results defines the 
success criteria for the research activities carried out under the pillar. The Research Areas 
structure and help to understand the basic research activities undertaken within a pillar. They are 
then further structured into Research Topics, the final unit of research activities that could be 
carried out as part of the Third-Party Exchange Scheme (TES) or by one or more partners of the 
Centre of Excellence. 

A research area encompasses a collection of foundational research endeavours geared towards 
achieving a long-term scientific objective aligned with the goals of a given pillar, while addressing 
a series of scientific and technological challenges. These challenges correspond to expected 
outcomes, which may contribute to the overarching objectives of the pillar and are often 
associated with specific use cases from vertical areas outlined in WP3. Crucially, a research area 
necessitates collaboration between at least two distinct ENFIELD partners and may span multiple 
pillars. Within a research area, fundamental research activities are operationalized through one 
or several research topics over the project's duration. These research topics are dynamic entities, 
subject to iterative updates or creation and cessation as deemed necessary. Each research pillar 
typically revolves around 3 to 4 distinct research areas, serving as focal points for potential 
collaborations and contributions. Along with a roster of prospective partners, these delineated 
research areas serve as the gateway for proposing research topics within a TES Open Call  

A research topic is a fundamental research activity that makes it possible to achieve a scientific 
goal/objective (for the duration of the project) that responds to refined scientific and technological 
challenges (or to a subset of scientific and technological challenges) in a research area and  
defines a set of expected results (contributing to one or more expected results in the research 
area) in relation to one or more use cases in the research area. A research topic is a 
publication/results-oriented activity.  A research topic can be carried out by a TES, a collaboration 
between partners, or the activity of a single partner.   

A third-party exchange scheme (TES) is a fundamental research activity linked to a research area 
(i.e. a subset of the scientific and technological challenges raised by a pillar's research area). It 
aims at attracting and engaging researchers, not part of the consortium, working in the AI field to 
contribute to the value of ENFIELD by conducting foundational research activities, producing 
models, algorithms, datasets, small-scale prototypes, or outreach activities, and disseminated by 
publications. It is proposed by high-level researchers to carry out fundamental research activities 
on the premises of the consortium partner. 

The overall objective of the research pillars in the context of ENFIELD is to bring European AI 
teams up to the highest level of research excellence in the scientific pillars of Green AI, Adaptive 
AI, Human-Centric AI, and Trustworthy AI. This overall objective is broken down into sub-
objectives that the research activities carried out under one of the pillars, areas and topics 
implement to some extent depending on their scope:  

O1.  Advance scientific excellence by continuously monitoring the challenges and gaps in joint 
research, as well as the objectives and strategies of each pillar, area and topic.  

O2.  Align research topics with use cases and further improve, in a cross-cutting manner, the 
results of low level TRL (TRL2 → TRL4) research from each pillar into research activities 
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(TRL3 → TRL5) carried out in the four verticals of energy, healthcare, manufacturing, and 
space.  

O3.  Produce new scientific results and exploitable methodologies and regularly consolidate the 
results. 

O4.  Develop a living and sustainable research network by promoting cooperation between 
ENFIELD members and beyond, using the Open Calls of the Third-party Exchange Scheme.  

O5.  Disseminate scientific excellence by announcing the scientific results of each pillar in high-
level publications. 

To achieve these objectives, the following principles are implemented in each of the pillars: i) 
Iterative R&D process, ii) Interdisciplinarity and inter-sectoral, iii) co-creation and collaboration, 
iv) shared resource and free access to research results and to high-level infrastructures and 
resources 

• To achieve O1 to O3, the research activities will be carried out using an iterative R&D process 
based on an agile development approach. After an in-depth state of the art resulting in the 
definition of a common roadmap (which will be updated continually throughout the project), 
each pillar will initiate this iterative loop, following on from the gathering of initial requirements, 
the rapid proposal of new ideas and basic hypotheses, the design and development of an 
initial version of the toolbox, and finally the testing and validation efforts to produce 
improvements for the next iteration. This iterative process continues until a complete set of 
requirements and KPIs is achieved. Continuous learning feedback interconnects and updates 
the work in each scientific pillar.  

• Interdisciplinarity and inter-sectoral are the main ingredients of the project for objectives O1 
to O4, and they distil the iterative process expected in each of the research activities between 
ENFIELD's academic and industrial partners. Interdisciplinary research is de facto required 
and integrated into the composition of the pillars themselves. To redefine the increasingly 
complex challenges facing the world today and arrive at solutions based on a new 
understanding of these multifaceted situations, the separation between the technical sciences 
on the one hand and the social sciences and humanities on the other is broken down, to blend 
technical and social issues. The interdisciplinary aspects are also considered by linking the 
pillars of the research carried out with the verticals to reconsider the results of the research 
considering each of the verticals and vice versa.   

• Knowledge co-creation and collaboration events will be the catalysts for this interdisciplinarity 
and constructing a living and sustainable research network. They will provide an opportunity 
to redefine and discuss research challenges, identify the most relevant and promising areas 
for high-quality research, refine the formulation of problems for the four pillars outside the 
usual boundaries, and arrive at solutions based on a new understanding of complex situations. 

• Shared resources, open access to research outputs, and access to high-level infrastructure 
and resources will facilitate co-creation and contribute to better cross-border collaboration, 
the constitution of a critical mass of stakeholders, and the efficient use of resources and the 
competitive advantages of the European stakeholders. These principles contributing to 
achieving objectives O1 to O5 will be implemented and reinforced in the project by: 
• The DIHIWARE platform, that is developed in WP6, is the collaboration platform that will 

be used in WP2 by the different pillars, to enable effective collaboration and the collection 
and presentation of resources such as teaching materials, data and infrastructure 
available within the consortium and beyond, state-of-the-art-laboratories.  

• Arrangements for joint supervision of researchers. 
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• The joint support for the implementation and adoption of the TES and TIS projects in 
relation to the research activities in each of the pillars. 

• The participation and contribution of each pillar in the joint development of strategic 
documents (the CRVR, the SSRAF and the White Paper and the Gender and Ethics 
Framework).  

• The active engagement and cross-beneficial collaboration with targeted stakeholder 
groups and national and EU initiatives and projects.  

• The commitment to use the Open Research Europe scholarly fully open-access publishing 
service for Horizon Europe to enable rapid publication times and publication results that 
support research integrity, reproducibility, transparency and enable open science 
practices. 

2.3 Targeted Research Progress 
In the context of ENFIELD’s pillars of excellence in research, the main outcomes are listed in each 
pillar description in the following sections. These outcomes contribute to environmental, social, 
and governance objectives as explained below. They are also expressed as a set of expected 
results expressed in terms of KPI.  

Expected outcomes. As presented in the project proposal, ENFIELD aims to create 
breakthrough fundamental research results while providing significant scientific outcomes to 
industry players. The key performance indicators for measuring them will concern the number of 
AI solutions (e.g., algorithms, methods, simulations) produced by the research pillars, the number 
of peer-reviewed scientific publications with a high-impact index realized by the participants in the 
research pillars, considering also of the number of high impact peer-reviewed scientific 
presentations.  

# AI solutions (algorithms, methods, simulations etc.) for the 4 pillars > 50 solutions  
#  peer-reviewed scientific publications in high-impact scientific 
journals produced within the 4 pillars by university partners including 
individual researchers funded by TES 

> 80 publications  

# high impact peer-reviewed scientific presentations > 200 presentations 
 

ENFIELD will extend the collaboration to other actors in academia, research, and industry in order 
to showcase the know-how and generate interest in its results. The aim is to provide a professional 
and motivating environment at the European level to attract the best talent by offering 
opportunities for small-scale grants to implement the best ideas through FSTP funding. The TES 
scheme (FSTP) program is designed to attract high-calibre researchers from research-intensive 
European entities and integrate them into the consortium’s facilities to advance research results   

# researchers engaged through the TES exchange scheme funded by 
cascading open calls in the context of the 4 pillars  

> 60 researchers 

Contribution to environmental, social and governance objectives.  

• Economic and Technological Impact: research done within the pillars will help to bridge this 
gap by contributing to the training of talent who can become AI leaders over the coming 
decades. Additionally, by applying and developing AI methods and algorithms in tight 
interaction with use cases issued of Industry verticals, it will contribute to the increase of the 
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competitive position of industry players looking for new solutions. It will thus contribute to the 
Sustainable Development Goals36 4, 8, 9 and 17.   

• Health and Safety: ENFIELD will conduct research to increase the Trustworthy and Human-
Centric AI, contributing to confidence and adoption of AI in various domains among which the 
healthcare domain, increasing application cases and the size of datasets, while ensuring data 
privacy and minimizing inherent AI biases in real-life application issues, contributing to the 
achievement of the Sustainable Development Goals 3.  

• Environment. Scientific contributions in the Green-AI pillar aimed at mobilizing EU research 
efforts in the field of Green AI through synergies between academia and industry, thanks to 
the well-chosen use cases from WP3 verticals, will ensure a pragmatic vision and the 
applicability of results to all industrial sectors, thus contributing to the achievement of the 
Sustainable Development Goals 7, 9, 11, 12 and 13.  

3 Green AI Research Pillar 
Deep learning-based AI has seen a rise in floating-point operations, leading to the term "Red AI." 
At the same time, a large fraction of Machine Learning (ML) models – often developed only to 
determine adequate sets of hyperparameters – never reach production, despite having incurred 
a high carbon footprint during development. In other words, the AI community has largely ignored 
the impact of AI on electricity usage and, thus, carbon emissions. There is thus a need for a 
transition to Green AI (Schwartz 2020) requiring innovative approaches to minimize 
environmental footprint while maintaining performance. ENFIELD’s efforts towards Green AI 
should: 1) measure and minimize the data storage requirements, number of learning parameters, 
and floating-point operations during training and inference to facilitate operation on the hardware 
resource-constrained edge; 2) replace computationally costly re-training models from scratch with 
continual learning, which allows to update models on the fly as new data arrives; 3) incorporate 
expert knowledge into ML models, thus reducing the amount of data that is needed to achieve a 
certain required generalization performance (green hybrid AI); 4) enable aggregation of learnt 
knowledge generated on multiple energy-efficient edge devices in the edge-cloud continuum; 5) 
primarily use renewable sources of energy ranging from energy harvesting devices on the battery-
less edge to hydropower on large data centres.  

In assessing the environmental impact of AI, metrics of Green AI, such as carbon emissions 
measured in kilograms of CO2, can be calculated using various web- or code-based tools, such 
as CodeCarbon.io37 or eco2AI (Budennyy 2022). However, accurate computation of these metrics 
requires high-quality data, including real-time information regarding energy sources and their 
respective footprints. Despite their potential utility, the adoption of such metrics remains relatively 
low due to the absence of standardized measurement and reporting protocols, along with clear 
recommendations for mitigation strategies. AI deployment on resource-constrained edge devices, 
which inherently boasts environmental sustainability during inference, finds motivation in 
numerous use cases within 5G/6G communication and IoT domains and is facilitated by 
specialized AI hardware and advancements in energy harvesting technologies. Low-resource AI 
models are created using techniques such as parameter quantization, fixed-point arithmetic 
substitution, and structured or unstructured pruning, effectively eliminating redundant 

 
36 https://sdgs.un.org/  
37 https://codecarbon.io/  

https://sdgs.un.org/
https://codecarbon.io/
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components of neural architectures (Roth 2019). Intermittent computing (Goknil 2022) is a further 
strategy to ensure that AI operations can rely on green energy sources. Connecting the edge with 
cloud (resulting in the so-called edge-to-cloud continuum) enables additional strategies for Green 
AI. These include federated learning (Yang 2019) and MLOps (Tamburri 2020), which optimize 
and schedule learning and inference. However, also these techniques are challenged by the 
heterogeneous nature of data storage and computing technologies across edge and cloud 
environments. 

ENFIELD will conduct research with the aim to advance the state of the art outlined above. 
Specifically, research will be structured in three Research Areas:  

1. Green AI Metrics Monitoring. This research area aims for standardization and adoption of 
Green AI metrics, assessing AI models regarding carbon footprint.  

2. Green AI on the Edge. This research area aims for developing environmentally sustainable 
and efficient AI technologies to be deployed on the resource-constrained edge.  

3. Green AI on the Edge-Cloud Continuum. This research area aims to advance sustainability 
in AI by developing energy-efficient strategies and methods to schedule and/or jointly execute 
AI tasks across edge and cloud systems.  

These three research areas explained below complement each other, covering the development 
and assessment of methods and algorithms for Green AI on the entire spectrum ranging from 
embedded AI running on low-resource hardware to large-scale AI systems on the cloud. 

The Green AI pillar is led by SINTEF and co-led by KNOW; partners IMT, TUE, UCM, POLIMI, 
PREDICT, and TELENOR will contribute to this pillar. 

3.1 Green AI Metrics Monitoring Research Area 
The scientific objective of this research area is to establish standardized, precise metrics for 
measuring the environmental footprint of AI models across the entire model lifecycle. The goal is 
to assess AI models not just in terms of performance on the task it is trained for, but also regarding 
the energy efficiency and carbon footprint, including the impacts from hardware creation. The 
objective extends to developing new methodologies, tools, and principles for producing AI 
solutions that prioritize energy efficiency. This drive towards environmentally friendly AI 
technologies is especially important for small actors in the AI domain that operate under limited 
computational resources. 

One of the main scientific challenges for the monitoring of Green AI metrics is enabling the 
usage of these metrics across diverse AI system architectures. The complexity lies in measuring 
not just the efficiency of algorithms, but also in capturing the environmental impact throughout the 
full AI lifecycle, from the production of hardware to the deployment of a model or system. The lack 
of universally acknowledged metrics and a lack of comprehensive data for evaluating AI's 
environmental impact is a significant hurdle for establishing Green AI metrics. The overarching 
ambition is to create a set of Green AI metrics that balance performance with energy conservation, 
which can ensure that the creation and use of AI systems are both resilient and eco-friendly. To 
achieve these objectives, we need insights to environmental impact analyses across multiple 
sectors, data on energy consumption and carbon intensity for AI operations, and to develop tools 
for compiling and evaluating a holistic view of the environmental impact. 

Our priority research topics for the current period are: 
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Research Topic “Expanding and promoting the use of Green AI metrics”. We focus on 
standardizing and advocating for Green AI metrics and pilot these metrics to include aspects 
beyond just measuring the energy efficiency of AI performance. 

Research Topic “Assessing AI architectures”. Utilize Green AI metrics to evaluate various AI 
system architectures, incorporating real-time monitoring of these metrics whenever feasible. 
Comparing the carbon footprint of various AI and machine learning methods and evaluating them 
with regards to energy consumption in addition to task performance. 

Research Topic “Energy-efficient design space exploration”. Generate energy-efficient 
pipeline configurations without compromising on performance.  

3.2 Green AI on the Edge Research Area 
The “Green AI on the Edge" research area encompasses a comprehensive exploration into 
developing environmentally sustainable, efficient, and adaptive AI technologies for edge 
computing. The content of this research spans the design and implementation of lightweight AI 
models through techniques such as model quantization, pruning, and data distillation, aiming to 
minimize energy consumption while maximizing computational efficiency. It delves into the 
integration of continual learning methods, enabling AI systems to adapt and evolve with new data 
with minimal retraining, a crucial aspect for devices with limited computational resources. The 
research also investigates information-theoretic approaches to enhance neural network training 
by reducing redundancies, thus lessening the environmental impact. Furthermore, it explores the 
practical application of these Green AI technologies in various industrial systems, redefining their 
operations to be more sustainable and resource efficient.  

The primary scientific objective for this research area focuses on developing and implementing 
ground-breaking technologies to create sustainable, efficient, and continually learning AI systems 
in edge computing environments. The goal is to design AI models that are both lightweight and 
performing adequately, with a focus on minimizing power consumption and maximizing 
computational efficiency. 

The scientific challenges of advancing Green AI in edge computing are multifaceted and 
complex. One of the primary challenges lies in developing AI models that are both computationally 
efficient and powerful while being constrained by the limited processing capabilities and energy 
resources of edge devices. Achieving the delicate balance between model complexity and energy 
efficiency through techniques like model quantization, pruning, and data distillation, is a significant 
hurdle. Another challenge is the implementation of continual learning algorithms that can adapt to 
new data efficiently in a resource-constrained environment. This challenge requires innovative 
approaches to reduce the need for extensive retraining while maintaining model accuracy and 
robustness, which is especially relevant for edge devices with limited computational resources. 
Additionally, information-theoretic methods must be refined to effectively identify and eliminate 
redundancies in neural network training, i.e., a task crucial for reducing the environmental footprint 
but complex in its execution. Furthermore, integrating these advanced Green AI technologies into 
existing industrial systems poses significant challenges, requiring reimagining current 
infrastructures to embed sustainability and efficiency at their core. Overall, these challenges 
demand a concerted effort in research and development to successfully merge cutting-edge AI 
advancements with the urgent need for sustainable and efficient technology deployment in edge 
computing. 
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The expected results of this research area are poised to revolutionize the approach to reducing 
resource consumption in AI systems without sacrificing task performance. Novel methodologies 
and algorithms emerging from this research are projected to advance the frontier of AI 
optimization, particularly in resource-constrained environments such as edge computing. 

The following research topics will be undertaken in the current period: 

Research Topic “Continual learning”. The research aims to yield AI systems capable of 
continual learning, which can adapt to new data and environments with minimal retraining. This 
would not only conserve resources but also enable more dynamic and responsive AI applications 
in real-time settings. 

Research Topic “Dataset distillation”. Dataset distillation is a method for refining and 
condensing data to enhance the efficiency and effectiveness of AI models. This process involves 
extracting the most informative and relevant features from large datasets, thereby reducing the 
size of the data required for training AI models without compromising their accuracy or 
performance. The challenge in data distillation lies in identifying and retaining critical information 
while discarding redundant or less significant data, a task crucial in edge computing where 
computational resources and storage are limited. Research in this area seeks to develop 
innovative algorithms and techniques that can automatically and efficiently distil data, enabling 
the deployment of powerful AI models on edge devices that can learn from smaller yet highly 
representative datasets. The outcomes of this research can reduce the computational load, 
energy consumption, and memory requirements, making AI more sustainable and feasible in 
resource-constrained environments. The advancements in data distillation are expected to pave 
the way for more efficient and environmentally friendly AI applications, aligning with the broader 
goals of Green AI 

Research Topic “Energy-Efficient AI Models”. A primary expected outcome is the development 
of AI models that are significantly more energy efficient. These models, through techniques like 
quantization, pruning, and distillation, would require less computational power, thereby reducing 
energy consumption on edge devices. 

Research Topic “Information-theoretic methods for Green AI”. We will investigate whether 
insights from information theory can help making AI greener. On the one hand, information-
theoretic regularization and/or monitoring of training can be used for post-training pruning 
(structured or unstructured) or suggest novel early stopping techniques. On the other hand, a 
better understanding of the inner workings of neural networks through information-theoretic 
investigations may not only have impact on the environmental footprint of deep learning, but also 
enhance its trustworthiness.  

3.3 Green AI on the Edge-Cloud Continuum Research Area 
The primary scientific objective for this research area is to advance sustainability in AI by 
developing energy-efficient strategies and methods for AI tasks across edge and cloud systems. 
This involves tackling the balance of task distribution and coordination, optimizing data transfer, 
and managing model distribution and adaptation with low latency to mitigate the environmental 
impact increased by the shift from cloud-centric to edge-centric processing. A key aspect of this 
objective is conducting Life Cycle Assessments (LCAs) to understand the ecological implications 
of using various hardware systems in these distributed environments. The research is also 
oriented towards creating hybrid AI models that combine symbolic and data-driven approaches, 
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which can be applied on the entire edge-cloud spectrum: On the edge, these hybrid models have 
reduced complexity and less data requirements, while on the cloud they can achieve superior 
generalization performance. 

The scientific and technological challenges in this area are complex and include many aspects. 
A significant challenge lies in striking an optimal balance between energy efficiency and 
computational performance across the varied landscapes of the Edge-to-Cloud continuum. This 
involves optimizing the allocation and orchestration of distributed AI tasks between edge and cloud 
platforms to reduce energy consumption and carbon emissions. The diversity of hardware 
systems in these environments adds another layer of complexity, when conducting lifecycle 
assessments to gauge their environmental impacts. Furthermore, the development of energy-
efficient communication protocols tailored for AI tasks in these settings is another challenge to be 
addressed. Additionally, continual learning has a lot of potential to minimize the environmental 
impact of AI systems which must adapt to changing conditions. Guiding architectural decisions in 
system design to ensure a lower environmental footprint and integrating Green AI principles into 
industrial systems for sustainable real-world applications require focused attention and innovation. 

The priority research topics to address these challenges include: 

Research Topic “Hybrid AI models”. At present, our research endeavours are focused on a 
priority area concerning hybrid models, particularly in the realm of physics-informed neural 
networks (PINNs). These models offer an efficient means of solving systems of differential 
equations, thereby circumventing the computational overhead associated with traditional 
numerical simulations (a facet pertinent to Green AI initiatives). However, the training of PINNs 
poses challenges, thus constraining their practical utility. Our current investigations within KNOW 
aim to enhance the robustness of PINN training methodologies and explore strategies for solving 
diverse parameterizations of differential equations using a single trained PINN instance. 
 
Research Topic “Tertiary study on AI and sustainability”. Partners of the consortium are 
conducting a tertiary study on the interplay between AI and sustainability, including LCAs to 
evaluate the environmental impacts of Edge-to-Cloud AI systems. This study will give a 
comprehensive view of the various aspects of AI’s environmental footprint, including production, 
transportation, operations, and end-of-life. 
 
Research Topic “Environmental implications of AI in the computing continuum”. 
Investigate how AI affect energy consumption when deployed in the edge-cloud continuum and 
develop energy-efficient protocols and orchestration strategies for the use of AI in these systems. 

Through these research topics, the expected results include the development of energy-efficient 
methods and algorithms that significantly reduce energy use and emissions in edge-to-cloud 
platforms. The project aims to establish sustainable AI practices across these platforms, featuring 
intelligent task management systems and advanced hybrid AI models for improved problem-
solving and reduced environmental impact. Lifecycle assessments conducted as part of this 
research will inform greener architectural choices for Edge-to-Cloud systems. Implementing 
continual learning in AI systems may enhance performance efficiency for AI models deployed in 
dynamic systems while minimizing the carbon footprint.  
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3.4 Agenda 
The panel of research topics (see table below) developed within each of the research areas of 
the Green-AI research pillar is quite large and will evolve during the project. For that purpose, a 
set of activities are planned along the project to foster collaboration within the research pillar 
among partners, within WP2 between each pillar and with WP3 for interconnecting these research 
topics with use cases of the WP3 verticals. These activities will be supported by collaboration and 
co-creation events to identify the most promising directions for research.  

Research Areas Research Topics 
Green AI Metrics Monitoring Expanding and promoting the use of Green AI metrics 

Assessing AI architectures 
Energy-efficient design space exploration 

Green AI on the Edge Continual learning 
Dataset distillation 
Energy-Efficient AI Models 
Information-theoretic methods for Green AI 

Green AI on the Edge-Cloud 
Continuum 

Hybrid AI models 
Tertiary study on AI and sustainability 
Environmental implications of AI in the computing continuum 

 

The agenda of activities consists of collaboration events among partners in the pillar level, project 
consortium level, on one hand, and of co-creation events between partners and external 
candidates, on the other hand. They will also include organisation of workshops or participations 
to external events. 

Green-AI Pillar level collaboration events 

• Green-AI monthly meetings – A monthly meeting is organized every 3rd or 4th week of the 
month to share updates for each of the subtopics– Green-AI metrics, Green-AI on the Edge, 
and Green-AI on the Edge-Cloud continuum. All the partners present their updates in terms 
of research, publications, deliverables, and events they plan to organize for lighthouse 
activities. 

• Tertiary study meetings – Bi-weekly meetings to conduct and follow up on the tertiary study 
on AI’s impact on the environment. Additional meetings are held for each sub-topic of the 
study. 

• 23 Nov 2023 Green-AI Partner Presentations: IMT presented their work on Lifecycle 
Assessment of a Machine Learning Algorithm and KNOW presented their research aims for 
the Green AI pillar. 

• 4 Dec 2023 Green-AI Partner Presentations: SINTEF presented their work on Green-AI 
metrics monitoring, dataset distillation, and continual learning. TU Eindhoven presented work 
on continual learning and PREDICT presented their work on reduce energy consumption in 
AI for manufacturing. 

• 6 Feb 2024 Green AI Partner Presentations: UCM presented their work on two ongoing 
projects: 1) Green Retina, a non-parametric procedure developed to build and estimate 
numerical or categorical models for out-of-sample prediction. and 2) green cost in forecasting 
competitions. IMT presented work on lifecycle assessment of machine learning. 

ENFIELD level collaboration events 
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• 20 Nov 2023, ENFIELD Task 3.3 - Manufacturing vertical meeting with POLIMI where we 
discussed possible use cases for Green-AI. One example was the possibility of using dataset 
distillation to minimize the footprint of continual learning for tool wear detection using images. 

• 19 Feb 2024, 14h-16h: The Green-AI pillar plans to organize a 2h meeting to talk about their 
research and hopefully incite verticals to present their work. 

Co-creation events (intentions) 

• A Green AI co-creation event is planned to be organized in second half of 2024 to bring 
together non-scientific stakeholders, scientists working in the project consortium, with the aim 
to co-create and refine research agenda, research challenges, and identify open problems 
and user needs. Other co-creation events will be planned during the lifetime of the project. 

Workshops, external events (intentions) 

• 21 Sep 2023 Seminar on Machine Learning and Sustainability: SINTEF hosted a public 
seminar in Oslo on various aspects of the interplay between machine learning and 
sustainability. Six speakers from various fields, ranging from Natural Language Processing to 
ethics, held talks on this topic. 

• 02 Feb 2024: KNOW participated in a 1.5h expert workshop in connection with the ITHACA 
project. The aim of this workshop was to discuss matters important for the widespread 
integration of AI into civic participation. The focus was on trustworthy and human-centric AI, 
but also green AI aspects were discussed. 

• 15 Feb 2024 Seminar on Generative AI: Seminar hosted by SINTEF in Oslo, where invited 
speakers will talk about how generative AI are affecting our society in various aspects, and 
how it may develop in the future. 

• 15 Jul 2024 SEA4DQ workshop: International workshop on software engineering and AI for 
data quality in cyber-physical systems/Internet-of-Things at the ACM International Conference 
on the Foundations of Software Engineering (FSE). 

4 Adaptive AI Research Pillar 
In today's rapidly evolving technological landscape, the demand for intelligent systems that can 
adapt and learn from new data and experiences is more pressing than ever. The capacity to 
continually acquire, consolidate, and retain knowledge is a foundational aspect of intelligence. In 
particular, as we move towards increased AI adoption and as we look to deploy AI systems in the 
real world, it is imperative that learning agents continuously interact and adapt to the ever-
changing environment. Traditional deep neural networks (DNNs) have shown remarkable 
capabilities in various tasks. However, they often struggle with continual learning, a critical aspect 
of adaptability where models need to continuously update themselves as new information 
becomes available.   

The inability of AI systems to adapt to our dynamic environment (McCloskey 1989) is a significant 
barrier to fully harnessing AI's potential. For instance, Adaptive AI systems are needed in 
situations where rapid changes in the external environment or changing enterprise goals require 
an optimized response. The cutting-edge AI systems now in use have significant caveats, such 
as excessive data requirements, susceptibility to adversarial attacks (Szegedy 2014) (Goodfellow 
2015), lack of robustness to perturbations or spurious correlations (Geirhos 2020). The prevailing 
assumption in deployed AI systems—that data is static—neglects the evolving nature of data, 
calling for the development of continual adaptive AI systems that are versatile and resilient to 
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changes. For instance, an autonomous car must constantly adjust to new and changing roads, 
weather, and driving conditions, changing traffic signs and lane markings. The goal is to create 
adaptive AI systems that are reliable, highly efficient, trustworthy, and green.   

The adaptive AI pillar aims to develop a multidisciplinary and multisectoral approach by leveraging 
learning mechanisms from diverse scientific fields, including neuroscience, computer science, 
mathematics, and psychology. The research pillar will explore fundamental workings of neural 
networks and define learning objectives. While DNNs were initially inspired by the brain, there are 
fundamental differences in how knowledge is structured, accumulated, and consolidated in the 
brain. We seek to use neuroscience research insights to identify key learning aspects that can be 
distilled into algorithmic constructs for addressing a specific shortcoming of current AI systems. 
To tackle the challenges of continual learning and advance the field of adaptive AI, our research 
focuses on four key research areas:  

1. Adaptive AI metrics monitoring. This research area will explore metrics to evaluate DNNs. 
2. Adaptive AI on the edge. This research area will explore the deployment of adaptive AI 

models on resource-constrained edge devices. 
3. Adaptive Robustness and Trustworthiness. This research area will enhance the 

robustness and trustworthiness of these AI systems. 
4. Brain Inspired Adaptive AI. This research area aims to identify the key elements of the 

learning machinery of the brain that enables it to excel at adapting to the everchanging 
environment and incorporate them into AI algorithms in order to bridge the gap between 
adaptive capabilities of the brain and existing AI. 

These interconnected research domains collectively aim to enhance the adaptability, efficiency, 
and reliability of AI systems in dynamic real-world environments. Our approach represents a 
comprehensive effort to push the boundaries of adaptive AI and pave the way for its widespread 
adoption in diverse applications 

The expected results of this pillar would be the creation of a strong multidisciplinary research 
community on Adaptive AI including neuro-inspired models, the design of effective and efficient 
continual learner methods driving widespread adoption of next-generation Adaptive AI systems, 
the contribution to open-source libraries and tools that enable Adaptive AI and research 
community through publications in scientific journals and conferences.  
 
The Adaptive AI pillar is led by IMT and co-led by TU/e; partners UPB, BME, DTI, NRS, SINTEF 
will contribute to this pillar. 

4.1 Adaptive AI Metrics Monitoring Research Area 
To optimize, scale and pioneer the next generation of AI systems, Gartner38 notes that Adaptive AI 
will be the one of the top strategic technology trends that organizations need to explore in 2023. 
Adaptive AI enable systems to adapt to changing real-world scenario. The scientific objective is 
to explore continuous evaluation metrics that demonstrate the scientific and technological 
progress in AI systems.   

The primary scientific challenge lies in the inadequacy of traditional AI metrics, such as 
accuracy, to provide a comprehensive understanding in the face of evolving data distributions, 
emerging training paradigms and architectures, and learning mechanisms derived from various 
scientific disciplines, including causality and neuroscience. As AI systems are expected to retain 

 
38 https://www.gartner.com/en/newsroom/press-releases/2022-10-17-gartner-identifies-the-top-10-
strategic-technology-trends-for-2023  

https://www.gartner.com/en/newsroom/press-releases/2022-10-17-gartner-identifies-the-top-10-strategic-technology-trends-for-2023
https://www.gartner.com/en/newsroom/press-releases/2022-10-17-gartner-identifies-the-top-10-strategic-technology-trends-for-2023
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previously acquired knowledge, catastrophic forgetting emerges as a pivotal metric for evaluating 
their adaptability, versatility, and ability to gracefully handle consolidated information. Performance 
assessment across past and future experiences, while adapting to diverse environments and 
employing forward and backward transfer techniques, serves to quantify the system's capacity for 
continual learning from new data, minimizing the loss of past knowledge, and transferring 
knowledge across domains and tasks. Moreover, robustness to out-of-distribution datasets and 
adversarial attacks is crucial to ascertaining the system's generalization capabilities across diverse 
domains. In safety-critical contexts, such as Adaptive AI systems, dependability can be gauged 
through confidence calibration, which estimates the system's confidence level in the correctness 
of its predictions.   

The expected results in this research area are the exploration and advocacy for a holistic view 
of Adaptive AI characteristics through a range of evaluation metrics and building consensus on 
standardizing these metrics. Furthermore, ENFIELD will scale-up and sustain a vibrant community 
enabled by multidisciplinary research, academia-industry synergies and multi-stakeholder 
engagement to realize widespread adoption of Adaptive AI.   

Research Topic “Expanding and promoting the use of various metrics”. Focus on 
standardizing and advocating for different metrics beyond just measuring the accuracy. Evaluation 
of other aspects such as plasticity-stability (degree of forgetting), robustness, calibration of 
networks.  

Research Topic “Quantify distribution shift in data”. Characterization of metrics that quantify 
the degree of a distribution-shift of input data. Metrics should be linked to explanations to enhance 
the interpretability of the model  

4.2 Adaptive AI on the Edge Research Area 
The human brain is a remarkable example of efficient and effective AI, operating with unparalleled 
energy efficiency. Comparable to an exaflop of computational power, the brain achieves this feat 
with astonishing energy consumption, consuming merely 20 watts of power. Such efficiency 
underscores a compelling impetus to emulate the brain's mechanisms in computing systems, 
particularly those deployed on-edge devices. Human cognition excels in continual learning, 
characterized by the incremental acquisition, consolidation, and transfer of knowledge across 
diverse tasks (Zenke 2017) (Parisi 2019). Inspired by the brain learning mechanisms, the adaptive 
AI research pillar focuses on developing next-generation brain-inspired continual AI algorithms 
capable of seamless and efficient adaptation to dynamic environmental stimuli.   

The primary scientific objective is to develop adaptive AI models specifically tailored for edge 
devices, aiming to emulate the efficient mechanisms observed in the human brain. The focus will 
be on enabling Adaptive learning capabilities while overcoming the inherent memory and resource 
constraints associated with edge computing environments.  

Deploying adaptive AI on edge devices presents numerous scientific challenges, primarily due 
to memory and resource constraints inherent to these platforms. Unlike centralized servers with 
abundant memory and processing power, edge devices often have limited resources, making it 
challenging to store large number of samples from previous tasks or multiple models 
simultaneously. Moreover, performing inference and on-device learning concurrently adds another 
layer of complexity, requiring efficient utilization of available resources without compromising 
performance.  
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The expected results is the unravelling of the underlying mechanisms enabling the brain to 
execute complex tasks with remarkable efficiency and consequently the design and development 
of novel AI systems that can perform efficient and effective continual learning on edge devices. 
The following research topics will be undertaken in the current period:  

Research Topic “Efficient Continual Learning”. design learning mechanisms and architecture 
that enable efficient continual learning. Develop cutting-edge sparsification techniques—
encompassing activation, representation, and gradient sparsity—meticulously crafted to enable 
efficient continual learning on resource constrained devices.  

Research Topic “Hardware-aware AI Model Compression”. Develop a framework that 
optimally compresses and accelerates the AI model on different hardware types, considering 
hardware constraints related to computing, energy and memory capacities.  

Research Topic “Adaptive Deep Reinforcement Learning”. Control policies learned using 
Deep Reinforcement Learning are specific to the learning environment in particular non-stationary 
environments (e.g. a robot will learn how to walk on a specific virtual terrain but fail to do so on 
another terrain). Efficient methods for adapting trained policies to new environments could help to 
use them in more versatile contexts.    

4.3 Adaptative Robustness and Trustworthiness Research Area 
The key scientific objective of this research area is to enhance the robustness and 
trustworthiness of the adaptive AI systems, an area that is often overlooked in the literature. In 
addition to mitigating forgetting in AI systems, it is imperative that the AI system’s behaviours is 
robust to changes in the data distribution and the predictions of the system is reliable and 
explainable to be suitable for safety critical application.  

The key scientific challenge for realizing this objective is understanding the trade-off between 
the stability and plasticity of AI systems and how to optimally balance the two. Specifically, it aims 
to leverage existing knowledge to facilitate faster learning of new tasks while effectively 
consolidating knowledge using semantic structures between tasks. This challenge highlights the 
complexity of achieving efficient and effective lifelong learning in AI systems. Additionally, 
considerations for the generalization capabilities, robustness, and trustworthiness of adaptive AI 
systems are crucial. Emphasizing the importance of these aspects for AI agents deployed in real-
world scenarios, which are often overlooked in traditional approaches.  

The expected results of the research include the design and development of adaptive AI systems 
capable of maintaining an optimal balance between stability and plasticity. These systems are 
expected to exhibit other desirable characteristics such as improved generalization, robustness, 
and explainability.  

The key research topics that will be explored during this period are the following.  

Research Topic “Robust and Trustworthy Adaptive AI systems”. Design and develop 
methods that incorporate robustness, explainability and reliability into adaptive AI systems, 
making them safe for deployment in the real world.  

4.4 Brain Inspired Adaptive AI Research Area 
The human brain serves as a remarkable example of efficient and effective AI, operating with 
unparalleled energy efficiency. Comparable to an exaflop of computational power, the brain 
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achieves this feat with astonishing energy consumption, consuming merely 20 watts of power. 
Drawing inspiration from the brain's efficiency, there's a compelling motivation to emulate its 
mechanisms in computing systems, particularly on edge devices. Humans excel at continual 
learning by incrementally acquiring, consolidating, and transferring knowledge across tasks  
(Zenke 2017) (Parisi 2019). Inspired by the brain learning mechanisms, the brain inspired 
adaptive AI research pillar focuses on developing next-generation continual AI algorithms and that 
can continuously and efficiently adapt to the environment. 

The scientific objective of this research area is to bridge the gap between the lifelong learning 
capabilities of the brain and existing AI systems. This involves revisiting the design of AI systems, 
learning mechanisms and knowledge representation to enhance their adaptability and 
generalization. The goal is to identify key components of the brain's learning machinery that are 
absent in current approaches.  

The scientific challenge is to Identify the gaps between Humans and Existing AI and the key 
design components and learning mechanisms in the brain that enables efficient and effective 
lifelong learning. Once we have identified the key components, the research pillar will focus in 
optimally distilling them into algorithmic constructs that improve the continual learning capabilities 
of the model and incorporate desired behavioural attributes in the AI system. 

The expected results of the research include the design and implementation of brain inspired 
adaptive AI systems with enhanced lifelong learning capabilities. Additionally, it will open new 
research directions that would provide a roadmap for building the next generation of adaptive AI 
systems. 

The key research topics that would be covered in the research area include: 

Research Topic “Brain Inspired AI systems”. Identify the critical components of the learning 
machinery and design of the brain that enables efficient Continual Learning in the brain and bring 
these insights to the design of DNNs. These include both architecture and learning dynamics. 

Research Topic “Leverage Multiple Modalities”. A salient feature of the brain that may play a 
critical role in enhancing its lifelong learning capabilities is that it processes and integrates 
information from multiple modalities. Hence, we aim to combine information from different 
modalities which allows the models to develop a more comprehensive understanding of the 
environment as it receives multiple views of the object, leading to a more accurate and robust 
representation.  

Research Topic "Learning Mechanism and Knowledge Representations": Explore different 
learning objectives, mechanisms and different representations. Also explore multiple-memory 
systems that aggregate information at different scales for consolidated information. Explore 
different approaches to incorporate sparsity in learning. This includes sparse representations, 
connections and gradients and explore inspiration from sparse coding in the brain.   

4.5 Agenda 
Given the panel of research topics developed within each of the research areas of this research 
pillar (see table below), a set of activities are planned all along the project to foster collaboration 
among participants within the research pillar, the WP2 and in tight collaboration with WP3. 

Research Areas Research Topics 
Expanding and promoting the use of various metrics 
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Adaptive AI Metrics 
Monitoring 

Quantify distribution shift in data 

Adaptive AI on the Edge Efficient Continual Learning 
Hardware-aware AI Model Compression 
Adaptive Deep Reinforcement Learning 

Adaptative Robustness and 
Trustworthiness 

Robust and Trustworthy Adaptive AI systems 

Brain Inspired Adaptive AI Brain Inspired AI systems 
Leverage Multiple Modalities 
Learning Mechanism and Knowledge Representations 

 

The agenda of activities consists of collaboration events among partners at the pillar, project 
consortium levels, on one hand, and of co-creation events between partners and external 
candidates, on the other hand. They also include organisation of workshops or participations to 
external events. 

Adaptive-AI Pillar level collaboration events 

• 22 Feb 2024 Adaptive-AI Pillar collaboration event. Discussions about the different 
research areas and research topics covered so far in each of the research areas. 

ENFIELD level collaboration events 

• Mar 2024: T2.2 Adaptive AI Workshop. An internal workshop is being planned, open to other 
pillars of WP2 and open to all ENFIELD consortium partners. The aim is to present the 
research areas and topics of the pillar to the other pillars and WP3 members in order to 
consolidate the 4 research areas of Adaptive AI pillar and to connect them to verticals' use 
cases, focusing on the research gaps, challenges and expected results. 
 

Co-creation events (intentions) 

• An Adaptive AI co-creation event is planned to be organized in second half of 2024 to bring 
together non-scientific stakeholders, scientists working in the project consortium, with the aim 
to co-create and refine research agenda, research challenges, and identify open problems 
and user needs. Other co-creation events will be planned during the lifetime of the project. 

Workshops, external events (intentions) 

• Workshops and external events will be planned during the lifetime of the project. 

5 Human-Centric AI Research Pillar 
The current landscape of integrating AI-based decision systems into organisational practices is 
confronted with challenges related to transparency, accountability, and human oversight. Black-
box AI systems impede the "right to explanation" and hinder meaningful comprehension of 
decisions. Although post-hoc analysis methods like Shapley values (Lundberg 2017) and 
counterfactuals (Wachter 2017) attempt to address this, persistent issues remain, particularly in 
systems involving interactions over time, such as in sequential decision-making (Milani 2023). An 
alternative category of post-hoc methods centred on localizing important features in classification 
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(saliency maps) by backpropagating the signal in the network and visualizing the result (Joshi 
2021). However, these model-specific methods are contingent upon specific architectures and 
necessitate a trade-off with performance.  

Explainable AI (XAI) encounters challenges across various phases of the machine learning life cycle: 
design, development, and deployment (Saeed 2023). Furthermore, post-hoc explanation methods in 
machine learning cannot provide absolute assurance regarding the insights they yield. Consequently, they 
cannot be relied upon as the only mechanism to ensure the fairness of model outcomes in critical 
decision-making scenarios (Vale 2022). 

Human trust in AI is a critical factor in the context of human-AI shared decision-making 
frameworks (Westphal 2023). Behavioural sciences and Human-Computer Interaction (HCI) 
research have made strides, yet systematic guidelines for human-AI decision-making are lacking. 

This pillar aims to surpass the current state of the art by developing novel techniques and 
methodologies for creating and evaluating AI-based decision-making systems. This includes 
creating compact models with optimal explanatory capabilities, proposing evaluation metrics 
tailored to different stakeholders, and field-testing with considerations for transparency, trust, and 
usability. The project also seeks to combine data-driven models with domain knowledge, ensuring 
trustworthiness for domain experts. Additionally, it plans to develop techniques for explaining 
learning processes, offers multilevel explainability, and integrates XAI with behavioural sciences 
and HCI methods. 

More specifically our objectives will be accomplished in this pillar through four research areas: 

1. Novel explainable AI methods for decision-making. This research area aims to explain 
how the deep neural networks arrived at a decision or, most important, why it failed to predict 
the correct result, by providing functional and visual explanations linked with symbolic 
representations. 

2. Methodologies for evaluating human-AI shared decision making. This research area 
aims to develop methodologies for supporting and evaluating trust, reliance, and robustness 
for shared decision making, with user adaptive support. 

3. Interpretable data-driven decision support systems. This research area aims to explore 
and create integrated supporting environments in which humans (with different expertise) and 
AI tools can collaborate to make decisions. 

4. Societal impacts of AI-aided decision-making. This research area aims to explore methods 
to detect and mitigate bias in AI systems and develop guidelines for ethical AI based on user 
perception, expectation, and autonomy. 

The four research areas outlined below are mutually reinforcing and are anticipated to yield as 
expected results novel decision support systems, explainability methodologies, data-driven 
frameworks, and approaches for evaluating human-AI interaction. Expected outcomes 
encompass evaluations of task performance, trust, and various subjective facets of user 
experience, alongside the production of societal impact assessment reports, ethical AI guidelines, 
and the integration of explainable AI techniques into specific applications tailored to the vertical 
domains. 

The Human-Centric AI Pillar is led by TU/e and co-led by UPB; partners INSEC, IMT, BME, DTI, 
NRS, UON, TUC, LUSI, POLIMI, TELENOR, and VTT will contribute to this pillar. 
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5.1 Novel explainable AI methods for decision-making Research Area 
This research area focuses on developing novel XAI methods for decision-making, particularly in 
the context of sequential decision-making, multi-modal data, and spatio-temporal models (e.g. 
human action recognition (Raj 2024), human-AI interaction (Wang 2021)), able to overcome 
existing limits such as the black box nature of the model, the trade-off between accuracy and 
interpretability, contextual understanding, and lack of standard evaluation metrics (Linardatos 
2021).  

The overarching scientific objective is to design XAI methods that enhance transparency and 
interpretability in AI models. This objective contributes to the Pillar objective of moving towards 
human-centric AI by building more trustworthy decision-making systems.  

The main scientific challenges in this research area are related to the underexplored application 
contexts where the structure of decision-making tasks and the type of the associated data are 
more complex than the typical classification or prediction problems. While many XAI methods 
exist for the typical problems, new solutions are needed for the more complex and unique 
decision-making problems. One special case concerns sequential decision-making tasks. Another 
challenge is related to the development of machine learning techniques that can provide 
explanations that leverage the inherent structures of the model or the dynamics of the task 
environment, for example interpretable explanations linked to high-level representations, able to 
capture changes in the environment of an AI application, or explanations of decisions for fast-
changing environments where specific AI systems operate (e.g., autonomous driving). One last 
challenge is related to the development of a methodology for the evaluation, both from an 
objective and a subjective point of view, of the quality of the provided explanation. 

The expected results include novel XAI methods for sequential decision-making, methodologies 
for extracting salient knowledge from visual data, and interpretable spatio-temporal models for 
decision-making. Key performance indicators (KPIs) involve the successful application of XAI 
methods in decision-making scenarios, enhanced interpretability, and measurable improvements 
in understanding model behaviour. Innovation potential lies in healthcare decision-making, 
autonomous robot navigation, and applications like Human Action Recognition in Healthcare, 
Ambient Assisted Living (AAL), or Human-AI collaboration in manufacturing. Collaboration 
interests include potential applications in healthcare, manufacturing, and beyond. 

Our priority research topics for the current period are: 

Research Topic “Novel XAI for Sequential Decision-Making Models”.  Most of the progress 
in this area focuses on adapting model-agnostic post-hoc explanation methods that only rely on 
input/output associations, neglecting information that can be extracted from inner structures or 
the environment. The goal is to create explainable AI models for sequential decision-making that 
incorporate extra information. The challenges consist in lack of machine learning techniques for 
sequential decision-making problems that are able to provide explanations that leverage the 
inherent structures of the model or the dynamics of the domain. 

Research Topic “Extracting Explanation Symbols from Visual Data”.  AI Systems are not 
going to all have the same interaction experiences with humans and their environment (e.g., 
pedestrian behaviour in different cities and different ways of performing an activity). When a model 
needs to be changed because it no longer corresponds to the user environment, a user needs to 
know what has changed. There is currently no methodology to detect and extract domain-specific, 
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salient, symbolic knowledge that is human understandable. The goal is to define methodologies 
for identifying and extracting human-understandable symbolic knowledge and reflect changes in 
the visual environment. The challenges consist of defining domain (e.g., indoor activity 
recognition) and task-specific (e.g., semantic segmentation of objects) methodologies for 
identifying and extracting a description vocabulary that describes changeable aspects of the visual 
environment. 
 
Research Topic “Explainability and Interpretability of Spatio-Temporal Models”. Models 
such as spatio-temporal graph neural networks or visual transformers are powerful tools for 
modelling spatio-temporal dependencies in multi-modal and spatio-temporal contextual 
relationships. However, the explanation and interpretation of the decisions provided by these 
models are still weak and scarce. The goal is to develop robust explanations linked to high-level 
interpretations for spatio-temporal models used in decision-making, able to capture the flow of 
information and the changes in the environment of an application, and the identification of 
objective metrics to evaluate the explainability of these models. 

5.2 Methodologies for evaluating human-AI shared decision-making Research Area 
The overarching scientific objective of this research area is to establish robust and systematic 
methodologies for evaluating human-AI shared decision-making, aligning with the broader Pillar 
objectives. While developing technical solutions is important for human-centric AI (e.g., 
developing new XAI methods as in Research Area 5.1), the question of whether a solution benefits 
human users requires empirical evaluation studies that involve real users, and this involvement 
incurs many challenges.  

By leveraging knowledge from cognitive and behavioural sciences, this research area addresses 
scientific challenges related to experimental methods, robustness in incremental learning with 
tabular data, and the monitoring of cognitive and emotional load for adaptive decision support 
systems. 

One general challenge in this area is the lack of systematic experimental methodology for 
evaluating user reliance on (or trust in) AI in decision-making tasks. While the literature on 
evaluating XAI methods and human-AI shared decision-making is growing fast, current 
experimental methods for user evaluation vary considerably in terms of experimental design and 
task structure, making it difficult to compare results from different studies. The field urgently needs 
more insights into the influences of these choices on evaluation outcomes. Another challenge 
comes from the need for monitoring human users in decision-making contexts in order to provide 
adaptive support. Cognitive and emotional load monitoring is still an open problem, as reflected 
by a lack of classifiers that are able to detect and assess specific overload from multi-modal data. 
Finally, in many monitoring studies (e.g., in medical domain), tabular datasets are often small in 
size and predictor variables have only partial overlap. There is a need for a robust approach for 
interventional or observational studies with standard target variables, which can then be used for 
pre-training and experiments in incremental model fine-tuning or extension. 

The expected results include a paradigm for systematic user reliance studies, guidelines for 
designing experiments, a representational format for tabular data, neural models for incremental 
learning, and machine learning models for cognitive and emotional load monitoring. KPIs involve 
the creation of meaningful task environments for user reliance studies, the development of 
representational formats and neural models, and the evaluation of machine learning models' 
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performance in classifying cognitive and emotional states. Innovation potential lies in the 
application of the developed methodologies in realistic user studies, particularly in healthcare 
domains, for evaluating clinical decision-support systems. Collaboration interests include 
potential applications in healthcare, manufacturing, and beyond.  

Our priority research topics for the current period are: 

Research Topic “Systematic Methodology for User Reliance Studies”. As advanced AI 
models increasingly underpin human decision-making across diverse domains, the success of 
these applications hinges on users' ability to appropriately trust AI decisions and predictions—an 
aspect often termed as trust calibration (Y. L. Zhang 2020). While empirical studies on user 
reliance on AI have accumulated, the experimental methodologies employed frequently diverge, 
lacking a cohesive and systematic approach (Lai 2021). The objective is to offer insights into the 
impacts of various design choices and task characteristics, thereby fostering a more systematic 
approach to understanding trust calibration in AI-supported decision-making. 

Research Topic “Cognitive and Emotional Load Monitoring”. The open problem of monitoring 
cognitive and emotional load necessitates the development of classifiers capable of detecting and 
assessing specific overload from multi-modal data. The goal is to create state-of-the-art machine 
learning models that classify cognitive or emotional states using various modalities like heart rate, 
eye tracking, EEG, and thermal camera data, develop a protocol for data collection, and perform 
a thorough evaluation of the models. 

Research Topic “Incremental Learning Robustness with Tabular Data”. Numerous 
monitoring studies, particularly those in the medical domain, yield output in tabular data format. 
These datasets tend to be small in size and, while they commonly share target variables, the 
predictor variables exhibit only partial overlap (Badaro 2022). Challenges emerge from the 
necessity of common target variables in interventional or observational studies, particularly within 
small-sized datasets characterized by partial predictor variable overlap. The objective is to devise 
a representational format tailored for tabular data within deep learning models and to develop 
neural models conducive to incremental learning, thereby ensuring robustness through 
comprehensive evaluation 

5.3 Interpretable data-driven decision support systems Research Area 
This research area has an overarching scientific objective of advancing interpretable data-
driven decision support systems. While the previous two research areas deal with the design of 
new XAI methods and the evaluation of decision-making processes, this research area aims to 
integrate that knowledge in order to develop decision support systems for specific application 
domains. The current focus is the medical domain, but more domains and opportunities will be 
identified after the collaboration events between WP2 and WP3. By developing functional decision 
support systems, this research area aligns with the ultimate goal of the Pillar for enhancing 
explainable AI systems. 

In general, making data-driven decision support systems interpretable requires the integration of 
domain knowledge into the machine learning pipeline and the different steps of the human-AI 
shared decision-making process. Different scientific challenges in this research area were 
identified according to the different ways of integrating domain knowledge from human experts. 
First, domain knowledge can shape the way a decision-making program and the corresponding 
learning process are represented. The challenge here is to find optimal structures/templates for 
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symbolic models, efficiently searching the infinite space of possible solutions, and integrating 
human expert knowledge in the learning process. Second, in the so-called interactive machine 
learning paradigm, domain experts can interact with models by giving the models feedback based 
on their expertise. The challenges include systematically capturing interactions between models, 
explanations, and experts, as well as converting feedback from experts into updates for the ML 
model and explanation methods. Third, once a model has been trained, there is also the question 
how human decision-makers should collaborate with the AI tool to make decisions, especially in 
contexts where stakes are high (e.g., medical domain). There are considerable challenges in 
achieving trustworthy collective human decisions supported by AI algorithms.  

The expected results encompass automatic evolving symbolic models, a knowledge 
representation technique for integrating domain knowledge, and an environment for collaborative 
decision-making in the medical domain. KPIs include the development of effective symbolic search 
methods, algorithms for integrating domain knowledge, and tools for gathering domain constraints 
and feedback from experts. The innovation potential lies in the application of evolved symbolic 
models to augment existing expert systems, offering higher interpretability to humans.  Our 
collaboration interests lie in applying collaborative human-AI explanations in data-driven 
optimization and crafting decision-making support tools specifically for the healthcare vertical. 
However, we remain open to exploring potential applications in other verticals as well. 

Our priority research topics for the current period are: 

Research Topic “Evolving Symbolic Models”. Neuro-symbolic learning uses context-free 
grammar (from automata theory, see (Hopcroft 2001)) as a symbolic representation and learns 
from an oracle (neural network trained with reinforcement learning) in a supervised learning 
setting. Another research direction is iterative machine learning, where humans are part of the 
learning process. Finally, genetic programming for symbolic regression (with a tree-based 
representation) will be explored. The goal is to create automatic evolving symbolic models for 
optimizing decisions with high interpretability for humans. 

Research Topic “Collaborative Human-AI Explanations”. Explainable ML models should align 
with experts' knowledge and goals. However, there has been insufficient consideration of how we 
should translate domain expertise into ML updates.  The objective is to devise a knowledge 
representation technique and algorithm capable of integrating domain knowledge at various 
stages of the ML process. This involves incorporating expert knowledge and feedback into 
structured representations to enhance the explainability of ML solutions in decision-making 
scenarios. 

Research Topic “Interpretable Decision Making in the Medical Domain”. Decision making in 
the medical domain is a challenging task, especially when different specialists and factors must 
contribute to the decisions. AI based tools for helping the decision are invaluable in this respect. 
However, collaboration between doctors and such tools is currently difficult because of different 
reasons (Lai 2021). The goal is to develop an environment where AI tools and humans from 
different specialties can collaborate in decision-making, emphasizing transparency and 
interpretability. The approach will be tested for a specific pathology, e.g, Tumor Board (oncology) 
or Heart Team (cardiology). 
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5.4 Societal impacts of AI-aided decision-making Research Area  
The overarching scientific objective in this research area is to study and address the societal 
impacts of AI-aided decision-making.  As AI-driven applications increasingly permeate various 
decision-making contexts within our societies, the aim of human-centric AI is to safeguard 
essential human values, including fairness, autonomy, and ethical responsibilities.  

Several scientific challenges have been identified with regard to understanding and mitigating 
biases, ensuring user trust, and developing responsible AI applications. A fundamental challenge 
concerns the understanding of user perceptions and expectations of trustworthy AI. Many factors 
can influence how much trust and confidence users have in a system, including accuracy, 
reliability, safety, and security. The challenge is to identify the most important factors for different 
decision-making scenarios. Moreover, as far as societal impact of AI is concerned, reducing 
biases in algorithms is recognized as one of the most important and urgent tasks. While some 
progress has been made, it remains a challenge to detect and mitigate biases in ML models or 
training data, with a focus on both explicit and implicit biases. Another human value that is 
threatened by the development of AI is the sense of autonomy and agency, which are known to 
be crucial for human functioning. This threat is especially salient in human-AI co-creation where 
generative AI models are capable of complementing or even replacing human creative processes. 
Finally, a particular challenge is in the examination of the impact of AI for specific groups of human 
users, especially vulnerable groups, such as elderly people and children. For example, while 
using AI models for personalized education is attractive, implementing safety measures and 
addressing privacy concerns are a necessity for child users.  

The expected results include AI models for child-centric education, models for understanding 
user perceptions, insights into user agency in co-creation with generative AI, algorithms for bias 
detection and mitigation, and tools for semi-automatic bias detection in datasets. KPIs involve the 
successful implementation of safety mechanisms, user trust models, and effective bias detection 
and mitigation methods. Innovation potential lies in child-centric AI for personalized education, 
models for user perception and expectation, understanding generative AI's impact on user 
agency, and tools for bias detection. Collaboration interests involve applying child-centric AI in 
education, developing user trust models, and addressing biases in AI applications, especially in 
healthcare decision-making.  

Our priority research topics for the current period are: 

Research Topic “User Perception and Expectation”. Users are increasingly offered AI-based 
or AI-supported technologies and solutions without a clear idea of the extent to which AI is 
involved, what it is doing, or how this may impact them and their data.  As users become more 
aware of – and potentially concerned about – the role that AI is playing, there is an increased 
likelihood of them wishing to understand what they are trusting and to what extent in different 
contexts. Means are needed to understand the extent to which users have trust and confidence 
in AI technologies in different usage scenarios, how this matches their expectations, and how it 
informs their acceptance. The goal is to identify the factors that influence user trust and confidence 
in different decision-making scenarios. 

Research Topic “Semi-automatic Detection of Biases in Datasets”.  Data biases pose 
significant risks, particularly for individuals in underprivileged categories. Detecting these biases 
is challenging due to the sheer volume of data (Shahbazi s.d.).  The objective is to devise methods 
capable of identifying a comprehensive set of features that encapsulate those labelled in the 
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dataset, particularly in image data, while also uncovering correlations between unrelated features 
of examples. Additionally, the aim is to develop visualization methods that enable human experts 
to review entire datasets efficiently and visualize correlations between features. 

Research Topic “Agency in Creative Process with Generative AI”.  One of the most 
contentious discussions in AI development revolves around the impact of generative AI on content 
generation and its potential effects on how people work (Epstein 2023) (Shi 2023). While LLM-
based tools (e.g., ChatGPT, DALL-E2) may increase work efficiency, they may also negatively 
influence the feeling of agency, autonomy, and ownership among human users. The objective is 
to gain insights into how generative AI shapes the creative processes of human users by 
examining the degree of autonomy and the feeling of ownership experienced during collaborative 
creation with generative AI. 

Research Topic “Voice ChildAI”.  Educational voice assistants are integral to children's learning 
journeys, yet striking a balance between personalization and safety in these applications presents 
ongoing challenges. The objective is to develop personalized and secure educational voice 
assistants for children. This entails leveraging AI models tailored for personalized educational 
experiences, incorporating safety mechanisms and monitoring features to safeguard children's 
well-being while using these assistants, and addressing privacy and ethical considerations 
associated with child-specific voice data. 

5.5 Agenda 
Given the panel of research topics developed within each of the research areas of this research 
pillar (see table below), a set of activities are planned all along the project to foster collaboration 
between partners within the research pillar, within WP2 among the pillars and to interconnect 
research topics of each WP2’s pillar with the use cases of each WP3 verticals. 

Research Areas Research Topics 
Novel explainable AI methods 
for decision-making 

Novel XAI for Sequential Decision-Making Models 
Extracting Explanation Symbols from Visual Data 
Explainability and Interpretability of Spatio-Temporal Models 

Methodologies for evaluating 
human-AI shared decision 
making 

Systematic Methodology for User Reliance Studies 
Cognitive and Emotional Load Monitoring 
Incremental Learning Robustness with Tabular Data 

Interpretable data-driven 
decision support systems 

Evolving Symbolic Models 
Collaborative Human-AI Explanations 
Interpretable Decision Making in the Medical Domain 

Societal impacts of AI-aided 
decision-making 

User Perception and Expectation 
Semi-automatic Detection of Biases in Datasets 
Agency in Creative Process with Generative AI 
Voice ChildAI 

 

The agenda of activities consists of collaboration events among partners in the pillar, project 
consortium level, of co-creation events between partners and external candidates, and of 
workshops or participations to external events. 

Human-Centric AI Pillar level collaboration events 
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• 3 Nov 2023 Human-Centric AI Pillar collaboration event. Discussions about the different 
research areas and research topics to be covered by the pillar 

• 2 Dec 2023 Human-Centric AI Pillar collaboration event. Updates about challenges for 
TES Open calls to be proposed by Human-Centric AI Pillar 

ENFIELD level collaboration events 

• 28 Feb 2024 T2.3 Human-Centric AI Workshop. An internal workshop to present the 
research areas and the research topics in Human-Centric AI to the members of the other 
pillars of WP2 and open to all ENFIELD consortium partners. The research areas, research 
topics, links with verticals, challenges, and expected results will be presented and debated 
during the workshop. 

Co-creation events (intentions) 

• A Human-Centric AI co-creation event is planned to be organized in June 2024 (date to be 
defined) to bring together non-scientific stakeholders, scientists working in the project for the 
Human-Centric AI Pillar and other members of the consortium, with the aim to co-create and 
refine research agenda, research challenges, and identify open problems and user needs. 

Workshops, external events (intentions) 

• 8 Apr 2024 – AI Challenges for Society – Romanian Parliament, Bucharest, Romania 
• 17 Sep 2024 – Workshop on Agents for Complex Systems: Human-Agent Teams, in 

conjunction with 26th SYNASC, 2024, 16-19 September, Timisoara, Romania 
• 19 Oct 2024 - Workshop on Trustworthy Sequential Decision-making and Optimization, co-

located with ECAI2024, 19-24 October, 2024, Santiago de Compostela, Spain. 

6 Trustworthy AI Research Pillar 
The resilience of the AI systems should be ensured against both inherent limitations and malicious 
actions that could compromise their security, leading to undesirable behaviour (Robustness and 
Explainability of Artificial Intelligence 2020). Addressing Robustness and Safety requirements 
involves three key areas at the AI tool level: 1) Formal approaches for developing robust and safe 
AI tools, 2) Robustness assessment (Maho 2021), and 3) Utilizing data augmentation and 
adversarial data to enhance overall robustness and safety. Protecting confidential information 
remains a challenge, with current solutions often unpractical and lacking robustness to data 
privacy breaches (C. B. Gonçalves 2021) (Azraoui 2019). Cybersecurity research focuses on 
potential attacks against AI systems (Biggio 2018). The cybersecurity of an AI-based system can 
be systematically considered within the context of the core functions of the NIST cybersecurity 
framework, namely identify, protect, detect, respond, recover (NIST 2018). ENISA highlights the 
lack of a common understanding of AI threats (Malatras 2020), and ETSI calls for more research 
to define and distinguish AI threats from traditional ones (ETSI 2020). Although there are 
approaches to analyse the impact of risks (Marshall 2019) and guidelines for mitigating AI threats 
(Wilhjelm 2020), a comprehensive toolbox for mitigating AI-specific security threats based on risk 
assessments is still missing. The need for a risk management framework for AI systems, along 
the lines of the NIST framework, is evident (NIST 2023).  

Trustworthy pillar will conduct research towards these goals in three research areas:  
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1. Security of AI systems will explore robust security frameworks for AI systems to ensure the 
trustworthiness and robustness of AI models. 

2. Privacy and Compliance of AI systems will establish privacy by design approaches for 
training and inference stages of AI systems workflow and several methodologies that can 
prove the compliance to standards for AI systems will be developed.  

3. AI in distributed systems will investigate and analyse the security and trust implications of 
distributed AI architectures and develop corresponding secure protocols, methods, and 
architectures for software engineering of distributed AI solutions. 

The research areas complement each other, towards increasing the trustworthiness of AI.  

The Trustworthy AI Pillar is led by NTNU and co-led by TUC; partners INESC, BME, DTI, ICCS, 
MAGGIOLI, UON, TELENOR, and VTT will contribute to this pillar. 

6.1 Security of AI systems Research Area 
AI has been widely adopted in systems to facilitate their functions and operations. Leveraging 
advanced algorithms and machine learning capabilities, AI empowers systems to analyse data, 
make informed decisions, and optimize operations. This adoption of AI aims to enhance 
productivity, accuracy, and predictive capabilities in system architectures. However, several 
security issues stem from AI systems integration in digital infrastructures  (Bertino 2021) (Kaloudi 
2020). In addition, security issues specific to AI systems may influence their robust operation, 
such as adversarial machine learning (Figueroa 2022).  

Within the research domain of AI system security, various research topics are being investigated 
to enhance the trustworthiness and resilience of AI models. Specifically, attention is given to 
several facets, such as developing robust security frameworks for AI systems, identifying and 
mitigating adversarial threats, and assuring integrity and verifiability throughout the training and 
inference phases. Furthermore, the research endeavours to establish cryptographic proofs to 
validate processing and bolster model robustness against adversarial attacks, which are pivotal 
aspects of addressing this challenge. 

Research Topic “Adversarial machine learning in Cyber-Physical Systems”. Nowadays AI 
models are being deployed in critical infrastructures where the proliferation of Cyber Physical 
Systems (CPSs) is prominent. Critical functions and operations depend on CPSs and hence to 
the AI models. However, the trustworthiness of AI models is a growing concern due to their wide 
deployment. Adversarial attacks target AI algorithms to disrupt their normal functions and 
operations. Such adversarial attacks are the Fast Gradient Sign Method, DeepFool, and 
Jacobian-Based Saliency Map Attacks. It is crucial to analyse such attacks, to increase the 
security and resilience of CPSs that adopt AI models. The analysis of adversarial machine 
learning in CPSs is needed to study attacks, risks, cascading effects, and potential controls. To 
contribute to a trustworthy use of AI in CPSs, this research topic aims to explore the AI landscape 
in CPSs by conducting a survey in AI methods, tools, and techniques for CPSs. Moreover, a 
taxonomy that includes the AI approaches in CPSs will be developed to facilitate the 
communication and analysis of AI attacks, risks, security applications, and controls. 

Research Topic “Detection of AI generated content” The rapid adoption of large language 
models (LLMs) has created a side effect of using AI-generated content in different application 
domains. The unregulated use of such approaches, however, can potentially lead to malicious 
consequences such as plagiarism, generating fake news, and spamming. Among the major cons 
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of AI-generated content are the lack of trust of the final outcome. Therefore, reliable detection of 
AI-generated text can be critical to ensure the responsible use of LLMs. Several research 
challenges are related to the detection of AI-generated text such as watermarking content; 
retrieval-based defenses; paraphrasing attacks; spoofing attacks; measuring randomness in 
LLMs; data quality and fairness; computational power; sensitive personally identifiable 
information; NLP models with complex reasoning abilities and interpretability; and transparency 
of large language models. Further research is needed on the detectability of the output of currently 
used LLM models and on the evaluation of the effectiveness of known defense techniques 
considering existing attack approaches. To ensure the trustworthiness of the generative content, 
methods and tools need to be investigated able to capture aspects such as intended tone, flow, 
and context. By leveraging the results from this topic directions and guidelines towards the 
development of a trustworthy AI framework for EU will be facilitated. Additionally, the involved 
partners and researchers will collaborate, exchange knowledge, and expertise to further develop 
their research activities and future collaborations.    

Research Topic “Modelling user perceptions and expectations of trustworthy AI. Users are 
increasingly offered AI-based or AI-supported technologies and solutions without a clear idea of 
the extent to which AI is involved, what it is doing, or how this may impact them and their data.   
The resulting challenge is to understand how users perceive AI from the perspective of trust and 
confidence in the technology, which in turn includes multiple possible perspectives (including 
accuracy, reliability, safety, security). It is also necessary to determine the forms of trust and 
assurances expected at different levels (e.g. do users understand who they’re trusting - underlying 
AI developer, service providers, etc – and what they are trusting them with?). This research will 
establish current perceptions of AI from the trust and security perspectives determine the factors 
that motivate or inhibit trust in AI; evaluate the factors and trade-offs in different application 
scenarios and use cases; develop ‘trust templates’ to characterise resulting user expectations 
(e.g. assurances and safeguards) in different contexts; evaluate and validate the model and 
templates with users and practitioners. This research topic will identify the factors that motivate 
or impact user trust in AI technologies and their relative weightings in different contexts; a 
mechanism for using these factors to characterise user needs and expectations in practical 
scenarios. The resulting model will help to guide and inform the developers of AI technologies, 
and providers of services utilising these components, on issues of likely concern to the end-user 
community. The proposed ‘trust templates’ would provide a reference point for those designing, 
developing and deploying AI-based solutions in specific contexts, informing the safeguards and 
assurances that would be expected to be seen. 

Research Topic “Constant awareness of representation type in large distributed 
ecosystems”. Constant awareness of representation type in large distributed ecosystems 
(especially needed in hospitals and health structures, in order to ensure accountability and specify 
appropriate legal framework for any request). Users are currently identified in multiple ways based 
on a combination of factors, but soon AI will be smart enough to simulate user behaviour and 
represent any user (it already is smart enough in some aspects). The main challenge is to stay 
ahead of bots and be able to tell where any request comes from, be it a user, an authorised bot, 
a hacker or a malevolent bot. The first step is to ensure constant awareness of who the user of a 
service is.  We need to know at all times which bot is requesting a service, what its liability is, and 
where data is transferred.  The evaluation of systems’ awareness abilities, test constantly and 
update public “scores” is needed. Finding potential weaknesses or types of AI that could/should 
be banned (assuming they can be spotted in real time) is also important. Obviously at this stage 
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we need to check advantages against cost, keep in mind green AI, efficiency and always prioritize 
the patients' needs. This task involves the need for innovations in security, accountability, 
efficiency, as well as secure user interfaces. 

6.2 Privacy and Compliance of AI systems Research Area 
Artificial Intelligence is extensively utilized for data analysis and operational optimisation, 
processing vast volumes of data, including personal and sensitive information. This has raised 
several concerns regarding security and privacy, particularly regarding the potential exploitation 
of vulnerabilities by adversaries leading to the disclosure of personal and sensitive data (Lin 2016) 
(Karopoulos 2015). Adversaries can exploit AI models and algorithms, resulting in the leakage of 
personal information, especially when coupled with associated data such as model data structure 
and metadata (Truong 2021). Even generalized models are susceptible to cyber-attacks (Nasr 
2019). Identifying and analysing data threats are crucial steps in adhering to national and 
international standards and regulations, such as the General Data Protection Regulation (GDPR). 
The application of Data Protection Impact Assessments becomes imperative when employing 
novel technological concepts like AI models and algorithms (Misra 2022).  

This research area aims to advance privacy preserving AI techniques, explore data 
anonymization, and employ cryptographic techniques such as security multi-party computation, 
partial homomorphic encryption, fully homomorphic encryption and zero knowledge proofs 
(Boulemtafes 2020). Among the research goals is to establish privacy by design approaches for 
training and inference stages of AI systems workflow. Moreover, by leveraging the research 
outcome several methodologies that can prove the compliance to standards for AI systems can 
be developed.  

Research Topic “Validation of processing during the inference process of AI systems”. 
With the increasing size of AI models, it has become commonplace to outsource processing in 
both the training and inference stages of operation. Presently, closed-source systems like 
ChatGPT are extensively utilized within the model-as-a-service framework. However, there are 
no assurances that the results provided are generated by the specified model. Therefore, it is 
crucial to devise a solution enabling validation of the output obtained, confirming it has been 
produced by executing a specific model for a particular input without revealing the model itself or 
incurring excessive computing overhead. The anticipated outcome of this research is a 
cryptographic scheme founded on the Zero-Knowledge (ZK) theory, facilitating efficient validation 
of proper processing during the inference step while preserving model privacy. Specifically, 
existing ZKP schemes will be explored and assessed concerning their suitability for validating 
processing in commonly used AI models. Furthermore, an integrated model of these schemes will 
be incorporated into the AI workflow. 

Research Topic “Secure Voice Biometrics with Fake Voice Detection” Voice biometrics play 
an important role in various security applications, ranging from authentication systems to voice-
controlled devices. However, the increasing quality of voice synthesis technologies causes a 
significant threat to the reliability of voice biometric systems. The scientific challenge lies in 
developing AI models that significantly enhance the security and trustworthiness of voice 
biometrics. This involves creating advanced algorithms capable of distinguishing real from 
synthetic voices, employing cutting-edge deep learning techniques integrated with voice 
recognition to adapt to emerging threats. The challenge also includes protecting sensitive voice 
data by developing mechanisms that ensure secure storage and transmission, requiring expertise 
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in data encryption and secure communication protocols tailored to voice biometrics. The research 
objectives involve exploring innovative techniques to distinguish real voices from synthetic or 
manipulated ones, and proposing secure voice biometric models that can avoid adversarial 
attacks. The research tries to advance techniques for detecting fake voice samples by exploring 
speech characteristics and signal analysis. By advancing the state-of-the-art in secure voice 
biometrics, this research aims to develop novel methods to detect and prevent voice spoofing, 
which directly impacts the reliability and security of voice biometric systems. This includes 
ensuring the system’s robustness against manipulated voice samples and conducting rigorous 
testing to verify its trustworthiness, reliability, and capabilities in detecting fake voices. 

Research Topic “Non-linear models for multivariate time series (vertical federated 
learning)”. The current machine learning literature on data privacy focuses mainly on cases 
where different agents observe the same features in different instances, i.e., horizontal federated 
learning (FL) (Huang 2022). In this case, agents estimate their local model and then share their 
model coefficients to build the final model. These methods are unsatisfactory in cases of spatial 
times series data where agents observe different features in the same instances – sensors in 
different locations are treated as different features, measured in the same instance (vertical FL) 
(C. B. Gonçalves 2021). Estimating a local model is not possible since there will be feature 
coefficients that are indeterminate, making the vertical FL more challenging when data privacy is 
a concern. Two main methods exist for this latter case: a) random noise addition, which has a 
negative impact on the final model, and (b) cryptographic techniques that are computationally 
demanding when using a large number of time series. In (C. B. Gonçalves, Privacy-preserving 
distributed learning for renewable energy forecasting 2021), a linear vertical FL approach was 
proposed, but research is still needed for non-linear collaborative learning methods. In this 
context, the key research challenges for this multivariate time series setting are: Application of 
the previous solution to additive linear models: extending the additive model structure to a 
multivariate setting. Recent work has shown that combining linear models with polynomial 
transformations (mixed-effects between time series), can be similar to complex neural networks 
when modelling dynamical systems (Gauthier 2021). Extension to other non-linear multivariate 
models, e.g., kernel-based models (Liu 2008). These models require changes in the protocol for 
data transformation since the covariate matrix usually consists of distances between data points 
instead of the data itself. Moreover, time-adaptive learning can also be explored to create adaptive 
learning models.  

6.3 AI in Distributed systems Research Area 
Artificial Intelligence is increasingly used in the context of distributed systems. On the one hand, 
AI systems are distributed over the network bringing computations closer to the sources of data, 
e.g. in IoT/edge computing contexts (Merenda 2020) or for federated learning approaches (Zhang 
2021). On the other hand, existing distributed systems’ capabilities are extended through 
integration of AI components, e.g. to improve system characteristics like security (Wu 2020) or 
user experience (Todi 2021), or to provide new functionalities like chatbot-based support (Adam 
2021). Early approaches like the AI-Exchange Protocol (AIXP) (Avila 2023) foresee future 
distributed AI components to increasingly communicate with each other over the network. To 
handle the complexity stemming from distribution, AI-driven methods support the engineering of 
such systems, e.g. by supporting their composition (Rodrìguez 2016), development (GitHub, Inc 
2024) or assessment (Bakaev 2023). This increasing use of AI in both the distributed systems 
themselves as well as in their design, implementation and operation poses challenges with regard 
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to security and trustworthiness. This research area aims to investigate and analyse the security 
and trust implications of distributed AI architectures and to develop corresponding secure 
protocols, methods, and architectures for software engineering of distributed AI solutions. The 
research goals also comprise models and tools for the systematic integration of AI-driven methods 
in software processes with well-established industry methodologies like Scrum or UCD towards 
the trustworthy use of AI in agile software production. 

Research Topic “Modelling trust in distributed AI system architectures”. As AI systems 
become increasingly distributed across networks, incorporating AI components into various 
segments of complex distributed or federated systems, the challenge of modelling trust within 
these architectures becomes apparent. This challenge is exacerbated by the heightened 
interaction between AI components communicating amongst themselves and with other non-AI 
elements of the system. Conventional modelling languages lack provisions for representing trust 
aspects in distributed AI systems. Trust modelling in this domain necessitates a delicate balance 
between capturing the architectural intricacies of distributed AI systems and presenting a 
representation comprehensible to non-IT stakeholders, while also facilitating automated analyses. 
The overarching objective is to devise a suitable trust modelling methodology that encompasses 
not only the algorithmic analytical aspects but also visual representation considerations and the 
effort required for model creation and management. To this end, the research aims to achieve 
several objectives: establishing a foundational taxonomy of trust in distributed AI system 
architectures, defining an appropriate visual modelling language, and developing and evaluating 
supporting infrastructure for model creation, utilization, and management. 

Research Topic “Models to support software engineering using AI”. There is a rapidly 
growing ecosystem of methods and tools for all phases of the software production lifecycle that 
support activities as diverse as prototyping, design, coding, and evaluation. However, their current 
ad-hoc utilization in software production calls for a systematic engineering approach that 
addresses industrial needs for systematic monitorable processes producing trustworthy software 
of high quality efficiently and that is compatible with established methodologies like Scrum or 
User-centred Design (UCD). To contribute to a trustworthy use of AI in software production, the 
research objectives are to survey and systematize the landscape of AI-driven methods and tools 
for supporting software engineering activities, create a community-driven collaborative knowledge 
repository and decision support infrastructure that allows practitioners to identify/select suitable 
AI methods/tools, and to extend established agile and human-centric methodologies for a 
trustworthy usage of AI. 

Research Topic “Enabling IoT federated learning systems”. Lately, there has been a 
burgeoning interest in the application of federated learning (FL) to create intelligent and privacy-
boosted Internet of Things (IoT) systems. FL represents a decentralized and cooperative artificial 
intelligence methodology that facilitates data training by orchestrating various devices with a 
central server, all without the need to exchange the actual datasets. The integration of FL in IoT 
systems presents multiple challenges; (a) Communication Overhead, (b) Heterogeneous 
Hardware, (c) Limited Memory and Energy Budget, (d) Scheduling, (e) Energy-Efficient Training 
of DNNs, (f) Fairness in Federated Learning, (g) Scalability of Federated Learning, and (h) Privacy 
Issues. This research topic aims to provide a methodology for deploying FL in IoT systems, by 
considering one or more of the aforementioned research challenges. The workings of the 
proposed method will be illustrated in a real-world application scenario. Existing IoT FL 
approaches will be explored to identify the current research gaps and develop a novel 
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methodology. IoT FL may be applied to all ENFIELD verticals, where there are several IoT 
monitoring devices that collect data and applying centralized ML approaches is not the optimal 
solution either due to privacy or communication restrictions. 

6.4 Agenda 
Given the panel of research topics developed within each of the research areas of this research 
pillar (see table below), a set of activities are planned all along the project to foster collaboration 
among partners within the research pillar, within WP2 among the research pillars and 
interconnection with WP3. 

Research Areas Research Topics 
Security of AI systems Adversarial machine learning in Cyber-Physical Systems 

Detection of AI generated content 
Modelling user perceptions and expectations of trustworthy AI 
Constant awareness of representation type in large distributed 
ecosystems 

Privacy and Compliance of AI 
systems  

Validation of processing during the inference process of AI 
systems. 
Secure Voice Biometrics with Fake Voice Detection 
Non-linear models for multivariate time series (vertical federated 
learning) 

AI in Distributed systems  Modelling trust in distributed AI system architectures 
Models to support software engineering using AI 
Enabling IoT federated learning systems 

 

The agenda of activities consists of collaboration events among partners in the pillar, project 
consortium level, of co-creation events between partners and external candidates, and of 
workshops or participations to external events. 

Trustworthy-AI Pillar level collaboration events 

• 18 Oct 2023, ENFIELD Task 2.4 - There was a meeting between partners participating in Task 
2.4 to discuss research areas, research topics, open calls and next steps. 

• 26 Oct 2023, ENFIELD Task 2.4 - There was a meeting between partners participating in Task 
2.4 to elaborate more in research areas and research topics. 

• 09 Nov 2023, ENFIELD Task 2.4 - There was a meeting between partners participating in 
Task 2.4 to discuss the text description for each one of the proposed research topics. 

• 13 Nov 2023, ENFIELD Task 2.4 - There was a meeting between partners participating in 
Task 2.4 to finalise the proposed challenges for the open calls. 

• 20 Dec 2023, ENFIELD Task 2.4 - There was a meeting between partners participating in 
Task 2.4 to discuss the Task’s contribution to Deliverable D2.1. 

ENFIELD level collaboration events 

§ 09 Feb 2024 - T2.4 Trustworthy AI Workshop: An internal workshop is being planned, open 
to other pillars of WP2 and ENFIELD consortium to present the research areas and topics in 
Trustworthy AI. Particularly, the research areas will be presented and the research topics per 
research area focusing on the research gaps, challenges, and contributions. 
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Co-creation events (intentions) 

§ A Trustworthy AI co-creation event is planned to be organized in the second half of 2024 
(date to be defined) to bring together non-scientific stakeholders, scientists working in the 
project and other members of the consortium, with the aim to co-create and refine research 
agenda and identify how the research output of the pillar can be used in the different verticals 
of the project. 

Workshops, external events (intentions) 

• 05 Mar 2024, Presentation of the research in Trustworthy AI pillar in a collaboration workshop 
between NTNU and Norwegian National Tax Authority in Gjovik, Norway.  

• 26 Jun 2024, Presentation of the research in Trustworthy AI pillar in theAI NoE ICT48+5 
Community workshop in Thessaloniki, Greece. 

7 Building the European Lighthouse to Manifest Trustworthy and Green AI  
 

7.1 Progress towards the Trustworthy and Green AI European Lighthouse 
The following table lists the research pillars with their research area that structure the research 
activities that are carried out in the project.  

Research Pillar Research Area 
Green AI Green AI Metrics Monitoring 

Green AI on the Edge 
Green AI on the Edge-Cloud Continuum 

Adaptive AI Adaptive AI Metrics Monitoring 
Adaptive AI on the Edge 
Adaptive Robustness and Trustworthiness 
Brain Inspired Adaptive AI 

Human Centric AI Novel explainable AI methods for decision-making 
Methodologies for evaluating human-AI shared decision making 
Interpretable data-driven decision support systems 
Societal impacts of AI-aided decision-making 

Trustworthy AI Security of AI systems 
Privacy and Compliance of AI systems 
AI in Distributed systems 

 

In each of these pillars the research activities undertaken in their research areas target the 
following set of expected results:  

• The three research areas addressed within the Green AI pillar complement each other. They 
cover the development of Green AI metrics as well as methods and algorithms, including their 
assessment for Green AI on the entire spectrum ranging from embedded AI run on low-
resource hardware to large-scale AI systems on the cloud.  
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• The four research areas addressed within the Adaptive AI pillar collectively aim to enhance 
the adaptability, efficiency, and reliability of AI systems in dynamic real-world environments. 
They cover the development of Adaptive AI metrics as well as methods and algorithms, 
including their assessment for Adaptive AI on the edge and for robustness and trustworthiness 
in dynamic environments. They also study adaptation of AI systems taking inspiration from 
the brain. 

• The four research areas investigated within the Human-Centric AI pillar complement each 
other. Their expected results target the development and assessment of methods and 
algorithms that improve human-AI interaction in terms of decision support, of user experience, 
of explainability and interpretability while considering societal and ethical impacts. 

• The three research areas of Trustworthy AI pillar complement themselves by conducting 
research both on security and privacy aspects of AI systems while considering their usage in 
large-scale and distributed deployment. They all contribute to increasing the trustworthiness 
of AI. 

Besides these contributions, as already sketched in the description of the pillars’ research topics, 
expected results concern their application in the context of the WP3 verticals’ use cases. This 
concern will be investigated in collaboration with WP3 in the coming months. 

To unify and strengthen the world-class European AI community, the collaborative research 
activities undertaken within the research pillars will also jointly contribute to the iterative process 
of creating, verifying and updating, throughout the life of the project, the project’s strategic 
documents: Common Research Vision and Roadmap (CRVR), Safety and Security Risk 
Assessment Framework (SSRAF), and Gender and Ethics Framework. 

Contribution to Common Research Vision and Roadmap (CRVR). Besides exploitation and 
extension, the CRVR encompasses scientific, educational, and training dimensions. In relation to 
those dimensions, the four research pillars will regularly contribute to the update, validation and 
consolidation of the CRVR. They will help in the identification of the priorities in the strategic 
challenges to be addressed both in research and in industrial applications. They will also 
contribute to identifying strategic goals to elaborate curricula and training activities to prepare the 
next generation of talents in AI, in relationship with their research vision and objectives. 

The CRVR will also be an essential input to their activity in the sense that pillars will take into 
account and use the identified priorities to drive the research they conduct in each of their 
research areas and topics and enlarge their frontiers by taking into account the challenges 
gathered by other EU wide or national initiatives (AIOD, AI DIH, national strategies), the global 
policy priorities set forth by the HLEG and the Artificial Intelligence Act.  

Contribution to Safety and Security Risk Assessment Framework (SSRAF). Developing new 
AI methods and algorithms in each pillar will contribute to developing the dynamic Safety and 
Security Risk Assessment Framework (SSRAF) targeted by the project. This SSRAF framework 
aims to ensure the safe and secure development, deployment, and operation of AI-driven 
applications by bridging the gap between traditional risk assessment and safety functions. 

Pillars will iteratively contribute to it through their newest knowledge and results of methods and 
algorithms in relation to AI along the four pillars. Applying these methods and algorithms to the 
verticals’ use cases will require and help to better understand how to verify and apply the 
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unacceptable, high, limited, and minimal risk levels of the risk-based approach of the AI regulation 
to deployable AI solutions. 

The Trustworthy pillar will play an important role in these contributions to safety and robustness. 
With the expected results from human-centric, the AI pillar will play a key role in this approach. 
Moreover, the methods and algorithms developed within the Adaptive AI pillar through continuous 
training and updates will require and contribute to implementing a dynamic SSRAF. 

Contribution to Gender and Ethics Framework.  ENFIELD will incorporate ethical and human-
centred dimensions into technological advancements by offering sustainable insights from these 
perspectives. This integration will be particularly emphasized in the Research pillars, 
encompassing integrated research within the Human-Centric AI pillar. Additionally, research 
outcomes from the Trustworthy AI pillar will be leveraged to foster the creation of safer and more 
secure digital and industrial technologies.   

Contribution to the Education and training strategy of ENFIELD. The research areas 
identified in the project are used as a driving force for orienting the specific subjects of the different 
education and training activities, for example the two planned MOOC courses on "Green AI" and 
on "Human-Centric AI and Trustworthy AI" will leverage research results obtained in Green AI 
pillar, and, respectively, in Human-Centric AI and Trustworthy AI pillars, including examples of 
specific applications proposed in these pillars. The webinars and debates on multidisciplinary 
aspects of AI organized in WP4 will benefit from the experience and lessons learnt during the co-
creation events of WP2 and will bring added value to the real-world needs of the stakeholders 
and users identified during these events. 

7.2 Co-Creation / Collaboration Events Agenda  
As indicated in the previous sections, interdisciplinary and cross-sectoral approaches are core 
guidelines for ENFIELD research activities. They enable the redefinition of research pillars outside 
of normal boundaries and find solutions based on a new understanding of complex situations. To 
leverage and enhance interdisciplinary collaboration and cross-sectoral engagement, thereby 
broadening and enriching the scope of the challenges addressed, we consider two types of 
workshops.  

• A collaboration event is an event organised to discuss research challenges, identify the most 
relevant and promising fields for high-quality research, and refine the problem formulations 
for the four pillars. It enables its participants to interact with multiple stakeholders of the four 
pillars and verticals. It will follow a bidirectional process when engaging with all of them to 
bring additional experiences and perspectives to the operations and decision-making 
processes.   Collaboration events will take place within and across research pillars, areas, or 
topics (including verticals considered in the project).  

• A co-creation event39 involves engaging non-scientific stakeholders in collaboration with 
scientists to shape various aspects of the research agenda, including questions, 
methodologies, findings, and implementation strategies. This collaborative approach ensures 
that the outcomes meet the needs and preferences of end-users, leveraging stakeholder 
involvement from the outset of the process. Through co-design and participative engagement 
methods (e.g., workshops, qualitative research methods, webinars, information sessions, and 

 
39 Issued of responsible research and innovation (RRI): https://embassy.science/wiki/Theme:Fc328c98-
9158-4a78-8ac5-2fd366b4896f  

https://embassy.science/wiki/Theme:Fc328c98-9158-4a78-8ac5-2fd366b4896f
https://embassy.science/wiki/Theme:Fc328c98-9158-4a78-8ac5-2fd366b4896f
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interviews), the ENFIELD consortium will glean real-world insights from stakeholders and 
users, gaining a deeper understanding of their requirements and constraints. All data collected 
will be pseudonymized prior to processing to ensure compliance with GDPR regulations.  

In the context of ENFIELD, both collaboration and co-creation events will be organized. While 
collaboration events will mainly target activities within and between the research pillars (WP2) or 
to cross-fertilize their activities with the ones of the verticals (WP3), Co-creation events will target 
the cross-fertilization of the research pillar activities with other stakeholders.  

The objective of collaboration events between Research Pillars and Verticals is to scrutinize the 
challenges and outcomes of the pillars while addressing the requirements of each vertical sector. 
The selection of the four infrastructure sectors (energy, healthcare, manufacturing, and space) 
that underpin the research endeavours in WP3 was deliberate, driven by their critical importance 
concerning political or economic agendas in Europe and their potential to address the climate 
crisis. Their virtual and physical assets, systems, and networks are considered vital in Europe, 
and their disruption would have a debilitating effect on society. Moreover, this choice was also 
motivated by the wealth of potential synergies between pillars and verticals. For instance, the 
adaptive and trustworthy AI challenges are intertwined with those across all verticals (e.g., privacy, 
fairness, resilience, and security have prime importance for AI-based applications in all sectors). 
When addressing AI-enabled applications from energy, space, manufacturing, or healthcare 
verticals, the challenges of transparency, Interpretability, and explainability of Human-centric AI 
are worth considering to ease, for instance, the understanding of the system by the regulation 
and certification bodies.  

In the inter-connection of challenges of the research topics of each research areas with the 
challenges of the use cases of the verticals, the aim is to structure different types of collaborations 
that could take place in the context of the ENFIELD Project depending on the expected results  
maturity, i.e., from state-of-the-art to demonstrators (simulated/real), experiments (simulated/real 
data).  

Collaboration events. 

• Apr 2024 WP2-WP3 Collaboration event in a physical meeting. The aim of this collaboration 
event is to align research priorities with industry requirements. All pillars will actively participate 
to this event, to identify which of the suggested research topics apply to the needs of the 
verticals. 

• Jun 2024 WP2 Online collaboration event series. The aim of these collaboration event is to 
prepare the research priorities for the 2nd TES OC. 

• Oct 2024 WP2 Online collaboration event series. The aim of these collaboration event is to 
prepare the research priorities for the 3rd TES OC. 

• Apr 2025 WP2-WP3 Collaboration event in a physical meeting. The aim of this collaboration 
event is to update and align research priorities with industry requirements. All pillars will 
actively participate to this event, to identify which of the suggested research topics apply to 
the needs of the verticals. 

• Jun 2025 WP2 Online collaboration event series. The aim of these collaboration event is to 
prepare the research priorities for the 4th TES OC. 

• Apr 2026 WP2-WP3 Collaboration event in a physical meeting. The aim of this collaboration 
event is to align research priorities with industry requirements. All pillars will actively participate 
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to this event, to identify which of the suggested research topics apply to the needs of the 
verticals. 

Co-creation events.  

They will take different formats:  

• In the context of WP2, 16 Thematic webinars decomposed into 4 webinars per each pillar are 
intended to take place. These thematic webinars will be open to non-ENFIELD participants. 
Their objective is to present scientific excellence, discuss and verify progress of the research 
realised within each of the pillar. In accordance with the Theme Development Workshop of 
the VISION project40, we will investigate how to use their proposed Template41 to organise 
these webinars. 

• We also intend to organize 8 workshops decomposed into 2 workshops per pillar. The 
objective is to discuss and boost the scientific progress and internal/external collaboration.  

7.3 TES Open Calls Agenda 
Four Travel Exchange Scheme Open Calls (TES OC) are planned all along the project at M06, 
M12, M18, M24. The target is to hire 15 TES per pillar. For each TES OC, 2 months are dedicated 
to the collect of applications. The activities undertaken in a TES don't have to start all at the same 
time. The activity must be implemented in between 9 to 12 months.  

The agenda for the TES OC in relation to activities of WP2 is as follows:  

• M06 (02/24): 3 to 4 TES per pillar (one for each Research Area) + 1 for vertical in relation to 
the challenges of a pillar 

• M12 (08/24): 4 TES per pillar (at least one for each Research Area) + 1 for vertical in relation 
to the challenges of a pillar 

• M18 (02/25): 4 TES per pillar (at least one for each Research Area) + 1 for vertical in relation 
to the challenges of a pillar 

• M24 (08/25): 4 to 3 TES per pillar (at least one for each Research Area) + 1 for vertical in 
relation to the challenges of a pillar 

The TES for a vertical, targets a different pillar for each of the TES Open call. The number of TES 
will be adjusted all along the project according to the remaining budget for TES 

The table below summarizes the various TES that have been proposed by each of the research 
pillar for the first OC. The detail of each of the proposed scientific challenges is presented in 
ENFIELD Deliverable D5.1. 

Green AI Scientific Challenges Keywords 
Advancing Green AI on The Edge: Innovations for 
Sustainable, Efficient, And Continual Learning In Edge 
Computing 

Quantization and Pruning; Hardware Aware 
Architecture Search; On-Device Learning; 
Continual Learning (CL) 

Optimizing Green AI in The Edge-To-Cloud Continuum Distributed AI; Edge-to-Cloud Orchestration; 
Lifecycle Assessment ; Hybrid AI Models; 
Continual Learning Adaptation. 

 
40 https://www.vision4ai.eu/tdw/  
41 https://www.vision4ai.eu/d41-tdw/  

https://www.vision4ai.eu/tdw/
https://www.vision4ai.eu/d41-tdw/
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Green AI Metrics Initiative Standardization of Green-AI Metrics; 
Energy-Efficient Architectures; Lifecycle 
Environmental Impact; Computational 
Efficiency; Cross-Disciplinary 
Collaboration 

Adaptive AI Scientific Challenges Keywords 
Approaches to Incremental Learning Robustness 
and Trustworthiness 

Incremental learning; Evolving systems; 
Concept drifts; Change adaptation; 
Robustness and Trust 

Advancing Adaptive AI on The Edge: Innovations 
for Sustainable, Efficient, and Continual Learning 
in Edge Computing 

Continual Learning (CL); On-Device 
Learning; Hardware-aware AI 
compression; Adaptive Deep 
Reinforcement Learning 

Neuroscience Inspired Adaptive AI Continual Learning, Lifelong Learning, 
Brain Inspired AI, Multimodal Learning, 
Sparsity 

Human-Centric AI Scientific Challenges Keywords 
Evolving Symbolic Models for Decision-Making Symbolic AI; Reinforcement learning; 

Learning; Data-driven; Evolving. 
Novel Explainable AI Methods for Decision 
Making 

Explainability; Spatio-temporal Models; 
Decision making; Healthcare; AAL 

Interpretable Data-Driven Decision Support 
Systems 

Interpretable decision making; Automatic 
decisions; Collaborative human 
decisions; Integrated collaborated 
environment; Medical domain 

Trustworthy AI Scientific Challenges Keywords 
Modelling Trust in Distributed AI System 
Architectures 

Trustworthy AI; Distributed Systems; 
Trust Modelling; Software Architecture; 
Method Engineering 

Detection of AI Generated Content AI content; Generative AI; LLM; Trust; 
Big data 

Secure Voice Biometrics with Fake Voice 
Detection 

Voice spoofing; Biometric security; 
Speech signal processing; Robust 
authentication; Acoustic analysis 

 

7.4 ENFIELD European Lighthouse in the AI European eco-system 
Under Horizon 2020, the European Commission has launched the European AI Lighthouse, a 
large-scale initiative that brings altogether European partners and that aims to tackle major 
scientific and technological challenges brought by AI from different perspectives and hampering 
the deployment of AI-based solutions. The VISION42 project ensures coordination, synergy and 
fragmentation overcome of this vibrant European network of AI excellence centres43. In the table 
available in the following pages, we show a first map of the possible links that could be established 
with each of the research activities undertaken in each of these EU Excellence Networks with the 
activities of the research pillars of ENFIELD. 

 
42 https://www.vision4ai.eu/  
43 https://digital-strategy.ec.europa.eu/en/news/towards-vibrant-european-network-ai-excellence  

https://www.vision4ai.eu/
https://digital-strategy.ec.europa.eu/en/news/towards-vibrant-european-network-ai-excellence
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HUMANE-AI44 makes AI human-centric and develops technologies that enhance human 
capabilities and collaboration while respecting human autonomy and self-determination. The 
research is organized along five research pillars: (i) Human-in-the-loop machine learning, 
reasoning, and planning, (ii) Multimodal perception and modelling, (iii) Human-AI collaboration 
and interaction, (iv) Societal awareness, and (v) Legal and ethical bases for responsible AI. 
TAILOR45 develops two foundations: foundations of Trustworthy AI by considering the safety, 
transparency, and reliability of AI and foundations of Paradigms and Representations for AI by 
integrating learning, optimization, and reasoning. Those two foundations are transverse to three 
more tangible contexts related to Acting by using AI to act autonomously in an environment, to 
Social by using AI agents to act and learn in a society, i.e., to communicate, collaborate, negotiate 
and understand with other agents and humans, and to AutoAI by democratizing and automating 
AI systems, i.e., how to enable people with limited expertise to build, deploy, and maintain high-
quality AI systems.  

Three European Lighthouse projects are in tight relation with the research programs defined in 
the ELLIS European Laboratory, exploring new research directions. ELISE46 is structured into five 
research programs concerning AI Ethics and Societal Impact, AI Integration across systems, 
Trustworthiness and Certification, Explainable and Transparent AI, Security and Privacy to 
reinforce the European position in explainable and trustworthy AI and Machine Learning.  ELSA47 
develops secure and safe AI along with research programs dedicated to technical robustness and 
safety, privacy-preserving techniques and infrastructure, human agency, and oversight. To 
establish Europe as a leader in AI research in which impact on the environment, society and the 
individual are integral considerations during development, ELIAS48 addresses six use cases, 
namely (i) AI for Building Optimisation, (ii) AI for Monitoring the Virtual Infrastructure, (iii) 
Responsible, User-centric Advertising, (iv) Mitigating misinformed migrant perception in EU, (v) 
AI for Forecasting of Vegetation State, and (vi) Open Materials Discovery Project.  

 
44 HUMANE-AI Toward AI Systems that Augment and Empower Humans by Understanding Us, our Society 
and the World Around Us : http://www.humane-ai.eu/  
45 TAILOR Developing the scientific foundations for Trustworthy AI through the integration of learning, 
optimisation and reasoning https://tailor-network.eu/  
46 ELISE Advances in foundations of AI and approaches for trusted AI solutions https://www.elise-ai.eu/  
47 ELSA European Lighthouse on Secure and Safe AI: https://www.elsa-ai.eu/  
48 ELIAS European Lighthouse of AI for Sustainability: https://elias-ai.eu/  

http://www.humane-ai.eu/
https://tailor-network.eu/
https://www.elise-ai.eu/
https://www.elsa-ai.eu/
https://elias-ai.eu/
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Three European lighthouse projects are considering AI challenges in a more specific domain of 
applications. AI4MEDIA49 delivers the next generation of core AI advances to serve the media 
sector. Research is structured along four main research areas, i.e., New Learning Paradigms and 
Distributed AI, Trustworthy AI, Content-centred AI, Human-centred and Society-centred AI. 
EUROBIN50 advances AI tools, software, architectures, and hardware components in a 
reproducible approach while addressing four key scientific domains, namely (i) Boosting physical 
interaction capabilities for increased safety, reliability, and energy efficiency, (ii) Leveraging 
machine learning to equip robots with the capacity to acquire new behaviours, adapt to novel 
situations, and gain knowledge about their environment, (iii) Empowering robots to represent, 
exchange, query, and reason about abstract knowledge, and (iv) Prioritizing a human-centric 
design paradigm, ensuring AI-enabled robots meet human needs, are accessible, usable, and 
trustworthy. dAIEDGE51 strengthens and supports the development of the dynamic European 
edge and distributed Artificial Intelligence ecosystem.  

Some of the ENFIELD’s partners have or are participating in these Excellence Networks. 
Moreover, lots of them are also participating in the relevant associations structuring the AI eco-
system in the EU, such as IDSA52 or BDVA53, euRobotics54, CLAIRE55, ELLIS56, ADRA57, or in 
many nationally or EU funded projects.  

ENFIELD is participating in the clustering activities coordinated between AI Lighthouse Projects. 
NTNU as the coordinator of ENFIELD is member of the AI Networks of Excellence (ICT-48) 
community and supports all relative initiatives. 

 

 

 

  

 
49 https://ai4media.eu/  
50 euROBIN The European Excellence Network on AI-Powered Robotics: https://www.eurobin-project.eu/  
51 dAIEDGE A network of excellence for distributed trustworthy, efficient and scalable AI at the Edge: 
https://daiedge.eu/  
52 International Data Space Association: https://internationaldataspaces.org/  
53 Big Data Value Association: https://www.bdva.eu/  
54 https://eu-robotics.net/  
55 Confederation of Laboratories for Artificial Intelligence Research in Europe: https://claire-ai.org/  
56 The European Laboratory for Learning and Intelligent Systems: https://ellis.eu/  
57 AI, Data and Robotics Association: https://adr-association.eu/about-us/  

https://ai4media.eu/
https://www.eurobin-project.eu/
https://daiedge.eu/
https://internationaldataspaces.org/
https://www.bdva.eu/
https://eu-robotics.net/
https://claire-ai.org/
https://ellis.eu/
https://adr-association.eu/about-us/
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Project G.
AI 

A. 
AI 

H.
AI 

T. 
AI 

Research Areas Comment Period 

ELISE  

    AI Ethics and Societal Impact 

 
linked to 

European 
Laboratory for 
Learning and 

Intelligent 
Systems 
(ELLIS) 

2020 
2024     AI Integration across systems 

    Trustworthiness and Certification 

    Explainable and Transparent AI 

    Security and  
Privacy 

ELSA  

    Technical robustness and Safety 2022 
2025     Privacy-preserving techniques and 

infrastructure 
    Human-agency and oversight   

ELIAS  

All ENFIELD 
pillars may have 
connection with 
the use cases 
addressed in 

ELIAS 

UC1: AI for Building Optimisation 2023 
2026 UC2: AI for Monitoring the Virtual 

Infrastructure 
UC3: Responsible, User-centric 
Advertising 
UC4: Mitigating misinformed migrant 
perception in EU 
UC5: AI for Forecasting of 
Vegetation State 
UC6: Open Materials Discovery 
Project 

euROBIN  

    Boosting physical interaction 
capabilities for increased safety, 
reliability, and energy efficiency. 

Applications: 
Robotic 

manufacturing 
for a circular 

economy, 
Personal robots 

aimed at 
enhancing 

quality of life, 
Outdoor robots 
contributing to 

the 
sustainability of 
communities. 

2022 
2026 

    Leveraging machine learning to 
equip robots with the capacity to 
acquire new behaviours, adapt to 
novel situations, and gain knowledge 
about their environment. 

    Empowering robots to represent, 
exchange, query, and reason about 
abstract knowledge. 

    Prioritizing a human-centric design 
paradigm, ensuring AI-enabled 
robots meet human needs, are 
accessible, usable, and trustworthy. 

dAIEDGE   
No information yet on this project 

2023 
2026 

AI4MEDIA 

    New Learning Paradigms and 
Distributed AI   

 2020 
2024 

    Trustworthy AI 

    Content-centred AI 

https://www.elise-ai.eu/
https://www.elise-ai.eu/
https://ellis.eu/
https://ellis.eu/
https://ellis.eu/
https://ellis.eu/
https://ellis.eu/
https://ellis.eu/
https://ellis.eu/
https://ellis.eu/
https://www.elsa-ai.eu/index.html
https://elias-ai.eu/
https://elias-ai.eu/
https://www.eurobin-project.eu/
https://www.eurobin-project.eu/
https://daiedge.eu/
https://daiedge.eu/
https://www.ai4media.eu/
https://www.ai4media.eu/
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    Human-centred and Society-centred 
AI 

HUMANE-
AI 

    Human-in-the-loop machine 
learning, reasoning, and planning 

 2020 
2024 

    Multimodal perception and modelling 

    Human-AI collaboration and 
interaction 

    Societal awareness 

    Legal and ethical bases for 
responsible AI 

TAILOR  

    Trustworthy AI  2020 
2024 

    Paradigms and Representations 

    Acting 

    Social 

    AutoAI 

VISION N
A 

N
A 

N
A 

N
A 

  2020 
2023 

NA = Not Appropriate  

G. AI = Green AI / A. AI = Adaptive AI / H. AI = Human-Centric AI / T. AI = Trustworthy AI 
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APPENDIX 

1 Changes and updates that will be done in D2.2 
This deliverable will be updated in the intermediate report for pillars (D2.2) that covers the next 
12 months period of the ENFIELD project.  

This first deliverable D2.1 was effectively addressing the project’s pillars and industrial domains, 
presenting priority research topics and aligning them with ENFIELD’s goals. Its main aim was to 
demonstrate and explain the structure of the WP2 and the started research activities. It focused 
on the description of the initial research activities in relation to the project’s pillars. The industrial 
domains (new term used to denote the verticals) were listed in this deliverable to clearly show 
how collaboration projects could involve on use cases of the industrial domains to experiment and 
validate the expected results of the research topics within the pillars. At the time of writing this first 
deliverable, the ENFIELD Industrial domains were under definition as well the structuration of 
industrial domain into sub-domains.  

Even if comprehensive, this deliverable D2.1 was lacking detailed reporting on early outcomes. 
Given the month 6 timeline, it was mainly focusing on planning and expected results, which is 
clearly understandable given this timeline. The main outcome of this first period was the 
organization of each pillar into research areas, each with a set of identified research topics. Based 
on this first structure and organization of the research activities, each pillar has been able to 
initiate collaboration of partners within research topics and to define a set of TES Open Call 
Challenges to be published to attract valuable talent from third party stakeholders in Europe.  

Building on top of this structure and the obtained first results, the deliverable D2.2 will report on 
the outcomes of the different research activities realised within the period M01-M06 and M06-
M18. The updates that are done in D2.2 are listed in sequence below.  

To help the coordination between the Research Excellence Work Package (WP2), Societal 
Relevance Work Package (WP3) and Open Calls Management Work Package (WP5), a common 
terminology will be defined and consolidated (see section Erreur ! Source du renvoi 
introuvable. and appendix Erreur ! Source du renvoi introuvable. of this new document). The 
organisation of research as described in section Erreur ! Source du renvoi introuvable. has 
been totally updated. It now clearly defines how the research activities developed within WP2 is 
coordinated between the research pillars, the TES Open Calls managed by WP5 and the industrial 
domains managed by WP3. 

Following the new terms used to denote the industrial domains in WP3, the graphical 
representations have been updated accordingly (see Erreur ! Source du renvoi introuvable. 
and Erreur ! Source du renvoi introuvable. in this new deliverable).  

In accordance to this adaptation of terminology, we have refined the alignment of the objectives 
of WP2 with the objectives of the DoA 

In this deliverable, we highlight the preliminary results and progress of each of the research areas 
with respect to the research topics defined in each of the research area and pillars. As already 
mentioned in a previous comment, given the short time since the beginning of the project, such 
results and progress were limited in the initial report. After this 18 months of work in the defined 
structure, we are able in this intermediate report to clearly demonstrate that the definition of the 
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research area and the definition of research topics were, by themselves, important preliminary 
results for the development of the activities realised in the project. Section Erreur ! Source du 
renvoi introuvable. synthesizes the evolution of this structure between the first deliverable and 
this one. It shows and demonstrate that we clearly succeeded in defining a vibrant and dynamic 
structure of research to address the challenges of Artificial Intelligence raised by considering in 
isolation or in synergy the Green, Adaptive, Human-Centricity and Trustworthiness attributes.  

Deliverable D2.2 demonstrates and details the results and progress achieved during the period 
for the whole Work Package (see Erreur ! Source du renvoi introuvable.) and each of the tasks 
(Erreur ! Source du renvoi introuvable. for Green-AI Research Pillar handled by T2.1, Erreur ! 
Source du renvoi introuvable. for Adaptive AI Research Pillar handled by T2.2, Erreur ! Source 
du renvoi introuvable. for Human-Centric AI Research Pillar handled by T2.3, Erreur ! Source 
du renvoi introuvable. for Trustworthy-AI Research Pillar handled by T2.4 in D2.2).  

Deliverable D2.2 complements and updates the list of TES OC Challenges that have been 
proposed during the period with the results of the two first TES OC and the TES OC Challenges 
proposed for the 3rd TES OC (see Erreur ! Source du renvoi introuvable. for the Green AI 
Research Pillar, Erreur ! Source du renvoi introuvable. for the Adaptive AI Research Pillar, 
Erreur ! Source du renvoi introuvable. for the Human-Centric AI Research Pillar, Erreur ! 
Source du renvoi introuvable. for the Trustworthy AI Research Pillar and the list of hosted third-
party beneficiaries in Erreur ! Source du renvoi introuvable.). 

As research pillars of ENFIELD, one of the main objectives is to contribute to the societal relevant 
applications investigated in ENFIELD within the four well-chosen industrial domains on one hand, 
and to establishing a network of industrial and academic partners on the other hand. Based on 
the first research topics pertaining to the research pillars in D2.1 and updated during the period, 
deliverable D2.2 shows the collaboration projects that will be consolidated and developed in the 
coming period connecting to the use cases described in Deliverables D3.1 and D3.2. The 
collaboration projects aim at demonstrating the scientific value of the pillar attributes in real-world 
use case applications to ensure the project’s outcomes are impactful and tangible. This list of 
potential application, built from the research pillars perspective will be aligned and matched 
against the corresponding list built from the industrial domains perspective as described in 
(ENFIELD, Initial report for verticals 2024c).  

 

 


